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PREFACE 

This volume is an introduction to probability and statistics for experimen- 
tal physical scientists-for those physical scientists whose success depends 
on the wise use of empirical data. Statistics is the study of efficient methods 
for the collection and analysis of data in a framework that explicitly recog- 
nizes and allows for the reality of variation or randomness. Probability is 
the branch of mathematics that provides tools for the description of ran- 
domness; it is thus essential background for the enterprise of statistics, and 
is basic to the understanding of nondeterministic phenomena. 

As the phenomena studied by physical scientists become more complex, 
statistics and probability become more important to progress in the physical 
sciences. Larger sets of increasingly complex and noisy data are needed to 
help answer basic scientific questions. In this book we provide a “source 
of first resort” for physical scientists who need probabilistic and statistical 
tools in their research. Physical scientists can and do develop statistical 
tools of their own, but given an appropriate entry into the statistical literature 
such as this volume, their work will be easier, more efficient, and more 
productive. They will be able to quickly find out what is already available 
(and in the process avoid pitfalls encountered by others) and will be able 
to make use of the best existing statistical technology. 

This volume is not a text on mathematical theory, although a level of 
mathematical sophistication commensurate with graduate training in the 
physical sciences is assumed. Instead, it is a readable, self-contained intro- 
duction to a variety of methods (old and new) that seem to us most widely 
applicable and important in the physical sciences. Authors have illustrated 
their discussions with real physical sciences and also data sets. In all of the 
chapters, the authors have supplied helpful bibliographies for further reading 
for those who need to learn more than can be presented in a single volume 
like this. 

In recruiting authors for this book, we (a physicist and a statistician) 
looked for a creative mix of statistically literate physical scientists and for 
statisticians with a real interest in the physical sciences. Therefore, the 
volume reflects a broad understanding of the real modeling and data analysis 
needs of the modem physical sciences, and also of the best existing proba- 
bilistic and statistical methodology. As editors, our hope is that it will serve 
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xvi PREFACE 

as a catalyst for interaction between physical scientists and statisticians, 
reaching far beyond the particular effort that produced it. In the book, 
physical scientists will find both tools to support their research and evidence 
that statisticians are interested in crafting such tools. Statisticians will find 
fascinating problems of genuine scientific importance, easily adequate to 
occupy their “tool-making” and collaboration efforts full time. 

The structure of the book is as follows. It consists of four rather distinct 
sections. Chapters 1 through 5 provide an introduction to probability model- 
ing for the physical sciences, including discussions of time series and spatial 
models, and an introduction to Monte Carlo (probabilistic simulation) meth- 
ods. The second section consists of Chapters 6 through 9, which provide 
the basics of probability-based statistical inference, including discussions 
of goodness of fit and maximum likelihood methods and inferences from 
least squares analyses. Chapters 10 through 13 discuss the important topics 
of statistical inference from time series and spatial data. The last section, 
consisting of Chapters 14 through 17, discusses some specialized (but never- 
theless important) topics, most of which are only recently available for 
application through advances in scientific computing. In addition to Bayesian 
methods, this section contains discussions of applications of Monte Carlo 
methods to both particle and atmospheric physics and a chapter discussing 
the capabilities of modem statistical computing systems. 

We expect that most physical science readers will use this volume a 
chapter at a time as they need particular types of statistical methods. Never- 
theless, as readers examine Chapters 6 through 17 for data analysis methods, 
we also expect that they will spend time in Chapters 1 through 5 familiarizing 
themselves with the modeling background that supports and motivates the 
statistical methods discussed in the last 12 chapters. 

As we come to the end of our work on this volume, we thank the chapter 
authors for their excellent cooperation in bringing this book together. They 
have not only written several drafts of their own chapters (reacting with 
good humor to editorial meddling), but also provided extremely helpful 
reviews of others’ drafts and kept to the ambitious schedule that we set 
when recruiting them. It has been a pleasure to work with them on this 
project, and we believe that the reader will find their contributions both 
engaging and illuminating. 

John Stanford 
Steve Vardeman 
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1. INTRODUCTION TO PROBABILITY MODELING 

William R. Leo 
Astral 

Geneva, Switzerland 

To understand probability, I think you need to be oldel: 
-M. Schounburg 

1.1 Probability in Experimental Science 

Historically, the invention of probability theory is generally attributed to 
Pascal and Fermat, who first developed it to treat a narrow domain of 
problems connected with games of chance. Progress in the ensuing centuries, 
however, has widened its applications such that today almost all disciplines, 
be they the physical sciences, engineering, the social sciences, economics, 
etc., are touched in some way or another. In physics, for example, probability 
appears in an extremely fundamental role in quantum theory and in statistical 
mechanics, where it is used to describe the ultimate behavior of matter. 
Notwithstanding its importance to modern physical theory, however, proba- 
bility also plays an almost equally fundamental role on the experimental 
side-for it can be said that probability is one of the truly basic tools of 
the experimental sciences, without which many results would not have been 
possible. 

Modem science, of course, is based on active experimentation; that is, 
observation and measurement. This is the fundamental means by which 
new knowledge is acquired. But it becomes evident to anyone who has ever 
performed experiments that all measurements are fraught with uncertainty 
or “errors,” which limit the conclusions that can be drawn. (The term 
errors here is the one used most often by scientists to refer to experimental 
uncertainties, and its meaning should not be confused with that of “making 
a mistake.”) The questions that inevitably arise then are these: How is one 
to handle these uncertainties? Can one still draw any real conclusions from 
the data? How much confidence can one have in the results? Moreover, given 
the data, how does one compare them to results from other experiments? Are 
they different or consistent? Here the problem is not so much the final 
result itself but the errors incurred. This implies that a common quantitative 
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2 INTRODUCTION TO PROBABILITY MODELING 

measure and “language” are necessary to describe the errors. Finally, given 
that there are errors in all measurements, is it possible to plan and design 
one’s experiment so that it will give meaningful results? Here again, a 
quantitative procedure is necessary. 

The answer to these questions comes from recognizing that measurement 
and observational errors are in fact random phenomena and that they can 
be modelled and interpreted using the theory of probability. The consequence 
is that “uncertainty,” an intuitive notion, can now be quantified and treated 
with the mathematical apparatus already developed in probability and in 
statistics. Ultimately, this allows the confidence one can have in the result, 
and therefore the meaningfulness of the experiment, to be gauged in a 
quantitative way. At the same time, the mathematical theory provides a 
standard framework in which different measurements or observations of the 
same phenomenon can be compared in a consistent manner. 

The notion of probability is familiar to most people, however, the mathe- 
matical theory of probability and its application are much less so. Indeed, 
nowhere in mathematics are more errors (i.e., mistakes!) in reasoning made 
more often than in probability theory (see, for example, Chapters 1-2 of [ 11 
and Section VI, [2]). Applying probability in a consistent manner requires, in 
fact, a rather radical change in conceptual thinking. 

History gives us some interesting illustrations of this, one of which is 
the work of Tobias Mayer, who in the mid- 18th century successfully treated 
the problem of the libration of the moon. The term fibrution refers to slow, 
oscillatory movements made by the moon’s body such that parts of its face 
appear and disappear from view. There are, in fact, several movements 
along different axes that, over an extended period of time, allow about 60% 
of the moon’s surface to be seen from the earth. The causes of these effects 
were known at the time of Tobias Mayer, but the problem was to account 
for these movements either by a mathematical equation or a set of lunar 
tables. Indeed, a solution was of particular commercial and military value 
for detailed knowledge of the moon’s different motions could serve as a 
navigational aide to ships at sea. 

Thus, in 1748, Johann Tobias Mayer, an already well-known cartographer 
and practical astronomer, undertook the study of the libration problem. After 
making observations of the moon for more than a year, Mayer came up 
with a method for determining various characteristics of these movements. 
A critical part of this solution was to find the relationship between the 
natural coordinate system of the moon as defined by its axis of rotation 
and equator and the astronomer’s system defined by the plane of the earth’s 
orbit about the sun (ecliptic). To do this, Mayer focused his observations 
on the position of the crater Manilius and derived a relation between the two 
reference systems involving six parameters, three of which were unknown 
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constants and three of which varied with the moon’s motion, but could be 
measured. To solve for these unknowns, therefore, Mayer needed only to 
make three day’s worth of observations. He did better than this, however, 
and made observations over a period of 27 days. 

Keeping in mind that the discovery of the least squares principle (see 
Chapter 9) was still a half-century off, Mayer was thus faced with the 
dilemma of having 27 inconsistent equations for his three unknowns; that 
is, if he attempted to solve for the unknowns by just taking three of the 
equations, different results would be obtained depending on which three 
equations he chose. The inconsistencies, of course, were due to the observa- 
tional errors, an effect well known to the scientists and mathematicians of 
the time, but for which no one had a solution. It was here that Mayer came 
up with a remarkable idea. From his own practical experience, Mayer knew 
intuitively that adding observations made under similar conditions could 
actually reduce the errors incurred. Using this notion, he divided his equa- 
tions into three groups of nine similar equations, added the equations in 
each group and solved for his unknowns. Simple’ as that! 

The point, however, is that Mayer essentially thought of his errors as 
random phenomena, although he had no clear concept of probability, so 
that adding data could actually lead to a cancellation of the errors and a 
reduction in the overall uncertainty. This was totally contrary to the view 
of the times, which focused on the maximum possible error (as opposed to 
the probable error) that could occur when data were manipulated. From 
this viewpoint, adding data would only increase the final errors, since it 
would just cumulate the maximum possible error of each datum. Such a large 
final error is possible under the probabilistic view but highly improbable. 

Interestingly enough history also provides a “control experiment” to 
prove the point. Only one year prior to Mayer’s work, Leonhard Euler, 
undoubtedly one of the greatest mathematicians of all time, reported his 
work on the problem of “inequalities” in the orbits of Jupiter and Saturn. 
These effects were thought to be due to the two planets’ mutual attraction, 
an instance of what today is called the three-body problem. Formulating a 
mathematical equation for the longitudinal position of Saturn that took into 
account the attraction of both the sun and Jupiter, Euler sought to provide 
some test of his calculation by using some actual data (not of his own 
taking). After making a number of approximations to linearize his formula, 

’Actually more skill was involved here than has been implied. To get the precise 
results that he did, the groups had to be chosen judiciously in order to maximize 
the differences between the three final equations. As well, Mayer’s selection of the 
crater Manilius was very well chosen, indicating perhaps an intuitive feeling for 
experimental design. 
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he ended up with 75 equations for six unknowns. He thus faced a problem 
analytically similar to Tobias Mayer’s, although on a somewhat larger scale. 

Here, however, Euler failed to make the conceptual jump that Mayer 
made. Indeed, whereas Mayer made his own measurements and thus had an 
intuitive feeling for the uncertainties involved, Euler, a pure mathematician 
dealing with data that he did not take, had no basis for even imagining the 
random nature of measurement errors. Euler was thus left to grope for a 
solution that he never found. His theoretical work, was nevertheless a 
significant contribution to celestial mechanics, and in recognition, he was 
awarded the 1748 prize offered by the Academy of Sciences in Paris. Further 
details concerning Tobias Mayer’s and Leonhard Euler’s work may be found 
in [3]. 

These historical accounts illustrate the paradigm shift that the application 
of probability theory required in its early stages, but even today dealing with 
probability theory still requires a conceptual change that is underestimated by 
most people. Indeed, to think probabilistically essentially requires giving 
up certainty in everything that is done, as we will see later on. This is also 
complicated by a good deal of confusion over the meaning of certain 
terms-beginning with the expressions probability and probability rheory 
themselves. We will attempt to clarify these points in the next sections. 

1.2 Defining Probability 

In applying probability theory it is necessary to distinguish between two 
distinct problems: the modeling of random processes in mathematical terms 
and the interpretation and definition of initial probabilities. The first concerns 
the use of what we have been calling the theory ofprobabilify. This term 
refers to the mathematical theory and formalism that one uses to describe 
and analyze random processes. In this context, the notion of probability is 
left undefined insofar as its relation to real world processes is concerned. 
Instead, it is treated as a given mathematical object with certain properties 
and only the mathematical relationships between these probability objects 
are considered. These general relationships then allow the manipulation of 
probabilities to eventually solve specific problems. 

The second part concerns the way in which probability is interpreted in 
terms of the real world and how to relate it to events in the model. For 
most people, probability is a vague notion that is unconsciously viewed as 
one single concept, usually a mix of mathematical and physical definitions. 
However, when analyzed, one will find that probability has many different 
interpretations, and which interpretation is used depends on ‘he problem at 
hand. 
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Let us look at this more closely. For example, if the problem concerns 
a game of chance, say to calculate the odds of obtaining heads on the toss 
of a fair coin, most people would say 1/2. The reasoning used would be 
that there are two possible outcomes for the toss, each of which is equally 
likely, so that the probability for heads is 1/2. Thus, probability here is 
related to and actually defined as the ratio of the number of outcomes 
meeting the event criteria to the total number of possible outcomes. This 
is known as the classical view of probability. 

If the question now is the probability of a photon scattering off an 
electron, one would resort to a quantum mechanical calculation, the result 
of which would be a complex amplitude and the square of which would 
be the probability. 

Obviously, probability here has a different interpretation. The probability 
used in quantum mechanics is an expression of fundamental limits in nature, 
and it is manifested as a complex wave function. In the classical case, 
however, probability is an expression of our lack of complete knowledge 
about the system, knowledge that in theory exists, and with which one could 
make a solid prediction about the outcome rather than just the chances of 
such and such an outcome. 

The difference between quantum probability and classical probability, of 
course, is well known, although not always well elucidated in the literature. 
However, even in the classical world, not all probability questions can be 
addressed by the same “classical” probability. For example, suppose the 
question is: What is the probability that a light bulb coming off the manufac- 
turing line of company X will fail on first use? Most people would think 
of taking a large sample of light bulbs and seeing what fraction actually 
fail. This would then provide an estimate of the true probability under the 
implicit assumption that the larger is the sample the better the estimate. 
Probability here is thus equated to the frequency of occurrences in an 
infinitely large sample rather than to a ratio of outcomes. 

Consider also questions involving things such as sports events (What is 
the probability that your local football team will win this weekend?) or 
political questions (What is the probability that the Soviet Union would not 
have collapsed in 1991?), etc. These questions cannot be answered by 
calculating a ratio of outcomes nor with a repeated number of trials. Instead, 
most people would appeal to personal judgment. Probability here, thus takes 
on a subjective character, so that we have yet another type of probability. 

Traditionally, modem science has been concerned with the classical and 
frequency interpretations since they are defined by precise mathematical 
statements. However, as we have noted px;viously, they do not define all 
of probability, and depending on the situation it may be necessary to consider 
other types as well (see, for example, Chapter 14 on Bayesian methods). 
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In the following two sections we will briefly elaborate on these two interpre- 
tations. 

1.2.1 Classical Probability 

The development of classical probability was originally tied to the model- 
ing of games of chance. These problems prompted the so-called classical 
view of probability: 

Definition: I f  an event can occur in N possible mutually exclusive and 
equally likely ways, and there are nA outcomes with the attribute A, then 
the probability that an outcome with attribute A will occur is nA /N. 

For example, if the event is the rolling of one die, the possible outcomes 
are 1 ,  2, . . . , 6. With a fair die, each of these outcomes is equally likely, 
so that the probability of tossing a 2 is 1/6. Similarly the probability of 
rolling a 2 or 3 is 2/6 = 1/3, since there are two outcomes that satisfy the 
attribute of 2 or 3. From this, more complex processes can be described, 
for example, the rolling of two dice. The number of possible outcomes in 
this case is 36. To find the probability of rolling, say, a 5, we count the 
number of outcomes for which this is satisfied. Thus, a 5 is obtained if we 
have either ( I ,  4), (2, 31, (3, 2) or (4, I ) ,  where the first number in the 
parentheses is the outcome of the first die and the second number the result 
from the second die. This gives us 4/36 = 1/9 as the probability. More 
examples of this type are certainly familiar to the reader. 

The point to note, however, is that one must be able to reduce the given 
process to a simpler process or processes with equally likely outcomes. The 
justification for declaring equal probabilities is symmetry, a concept dear 
to every physicist. For a single fair die, the six faces are “identical” in 
terms of the relevant parameters for the problem, so there is no reason to 
assume any difference in the probability of obtaining one face over the 
other. For a deck of cards, all 52 cards are “identical,” so again there is 
no reason to assume that one will be more probable than the other. 

The classical interpretation, however, has limitations. For example, it 
would be impossible to apply it to the case of a loaded die. Here obviously 
there is no way of reducing the problem to a symmetrical situation. In this 
same category are problems such as the probability that a certain chip on 
a circuit board will fail in 100 hours or the probability that one will have 
an automobile accident in the next five years. It would be extremely difficult 
to break these down into simpler elements, and even if one could, it would 
not necessarily result in a situation of symmetry. 
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1.2.2 Frequency Probability 

One solution to the weaknesses of the classical view is the frequency 
approach. Consider our loaded die in the previous example, which we could 
not treat using the classical interpretation. Suppose we toss the die many 
times and, after each throw, note the frequency of occurrence of each face 
obtained; i.e., the number of times each face has appeared divided by the 
total number of throws. At first ratios will fluctuate about, but as the number 
of throws increases, the frequency of each face settles down and approaches 
a definite number. In the limit of an infinite number of rolls, these frequencies 
will then approach the true probabilities for each face. In practice, of course, 
it would be impossible to obtain the exact probability values in this manner 
since one would have to carry out an infinite number of trials; however, 
an approximation would be possible and the larger is the sample the better 
the approximation. Thus, the probability is inferred inductively. This should 
be contrasted to the classical view where probabilities are inferred deduc- 
tively. 

The frequency interpretation has a tremendous importance as it provides 
the link to many real world processes that otherwise could not be treated 
under the classical definition. Indeed, if the discipline of statistics is so 
closely related to probability theory today, it is through frequency proba- 
bility! 

One technical point that we have glossed over is the justification for 
assuming that, in the limit of an infinite number of trials, the frequency 
will approach the true probabilities for the process. Although this may 
appear intuitive, mathematical rigor demands a formal theorem of some sort. 
This is provided by the law of large numbers, which will be demonstrated in 
Sect. 1.3.8. 

While the frequency view solves many of the difficulties of the classical 
definition, it also has its own limits. Quite obviously, the frequency approach 
requires that the process be rc?eatable, at least in a conceptual way. Single 
events such as the meltdown of a nuclear reactor core or earthquakes, for 
example, are events that are not very susceptible to analysis by repeated 
trials, even conceptually. Subjective probability based on expertise knowl- 
edge could be applied here; however, science traditionally resists elements 
of a subjective character so tha! its use in modem science is controversial 
to say the least. 

Fortunately, for the experimental sciences, the frequency interpretation 
is usually adequate, for, if anything, scientific experiments should be repeat- 
able! This is the view that we will assume throughout this chapter, then, 
unless otherwise specified. 
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1.3 Elements of Probability Theory 

The theory of probability provides a general structure and formalism for 
describing and analyzing random processes. This is usually approached 
from an axiomatic point of view in which probability is simply postulated 
to be a mathematical object satisfying well-defined rules. From these simple 
properties, the general laws and theorems that make up the mathematical 
apparatus of the theory are then derived. 

Since its origins are in classical probability, the axiomatic definition of 
probability is sometimes taken as the definition of classical probability. 
However, the mathematical definition can in fact accommodate many differ- 
ent real world interpretations of probability including quantum probability 
[2]. Those probabilities satisfying the mathematical axioms of the theory, 
then, have the entire mathematical apparatus at their disposal. 

In this section we will attempt to outline the basic theory and try to give 
some feeling as to how this is used to model real processes. 

1.3.1 Sample Space 

For a given random process or more precisely an “experiment” involving 
a random process, the theory of probability begins by defining a sample 
space in which all possible outcomes of the experiment are represented 
as points in the space. The sample space then forms an exhaustive set of 
points S. 

Example 1.1: Consider the “experiment” of rolling a single die. The 
possible outcomes are 1, 2, . . . , 6, so that the sample space consists of 
six points. We can express this using set theory notation as S = { 1, 2, 
. . . , 6  1 where the curly brackets indicate the “set” of elements contained 
within. 

Example 1.2: Let the experiment now be the rolling of two dice at the 
same time. The possible outcomes in this case are now S = { ( 1 ,  l ) ,  (1, 2), 
. . . , (6, 6)) where the first number in the parentheses represents the face 
of the first die and the second number that of the second die. The sample 
space thus contains 6 X 6 = 36 points. 

Example 1.3: Consider the experiment of tossing a coin until a head 
appears. The possible outcomes are S = { H, TH, R H ,  I I T H ,  . . .}, where 
T represents tails and H heads. The number of points in the sample space 
is infinite. 
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Depending on the experiment, a sample space may be discrete as in the 
preceding examples or continuous as in the following example. From a 
purely mathematical point of view, the change from a discrete to a continuous 
space requires some justification making use of measure theory, however, 
the conceptual change is straightforward. 

Example 1.4: Consider the experiment of measuring the lifetime of a 
silicon chip. The outcome can be any positive number, so the sample space 
is continuous. 

Example 1.5: Consider the experiment of choosing two points at random 
in the interval 0 to L. The outcomes will be a pair of numbers (x,y), where 
0 5 x, y 5 L. This suggests visualizing the sample space as all points within 
a square of side L. 

Using the sample space framework, we can now define the notion of an 
event. An event is any collection of outcomes of the experiment that satisfies 
certain specific criteria. For example, we can define the event of throwing 
a 7 with two dice or the event of drawing three aces from a deck of playing 
cards. In the sample space, the event A corresponds to the subset of points 
for which the outcomes satisfy the criteria defining A. Thus, if the event A 
is the throwing of a 7 with two dice, the subset of points satisfying this 
criterion would be A = ((1, 6) ,  (2, 5 ) ,  (3, 4), (4, 3), (5 ,  2), (6, l)}. If any 
of these outcomes occurs, then the event is said to have occurred. Simi- 
larly, if the event B, is the drawing of three aces, the relevant points are 
B = { ( A V , A h , A O ) ,  ( A V , A I , A & ) ,  . . .). 

Since the sample space is a set, this also allows us to use the notions of 
set theory for further development. We assume the reader is familiar with 
these and will only summarize the basic operations through the Venn dia- 
grams in Fig. l .  For the moment we will need two notions to help us define 
the axioms for probability. First, the complement of the event A is defined 
as that set of points in the sample space which are not in A. This is denoted 
as A’ and by definition A u A’ = S. Second, two events A and B are said 
to be mutually exclusive or disjoint if the intersection A n B = 0. that is, 
no points in the subset A are in common with the points in subset B. Quite 
obviously, A and A’ are mutually exclusive. 

We can now define the mathematical notion of probability. Associated 
with each subset or event A is a probabiliry function, P (A) ,  which satisfies 
the following rules: 

1. P(A) is a real number such that P(A) 5: 0 for every A in S. 
2 .  P (S)  = I .  
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a) Event A b) Event A’ (Complement of A ) 

c) Union A u 6 dl intersection A n 6  

FIG. 1. Venn diagrams illustrating the sample space and its principal subspaces. 

3. If B , ,  B2. B3, . . . is a sequence of mutually exclusive events in S; i.e., 
Bi n Bj = 0 for all i + j ,  then the probability 

P(B,  u B, . . .) = P ( B , )  + P(B,) + . . . (1.1) 

These are the three basic axioms2 with which the formalism “defines” 
probability and from which other laws are ultimately derived. 

Axiom 2, for example, states that the probability of any of the possible 
outcomes occurring is 1. This essentially defines certainty as being probabil- 
ity equal to 1. Similarly, by considering the probability of the null set, we 
can show that impossibility is equivalent to probability 0. Using all three 
axioms together leads to a number of other properties such as 0 5 P(A)  5 
I ,  which sets the scale of values for probability. Similarly, it is easy to show 
that if P(A) is the probability that the event A will occur, then, the probability 
that it will not occur is P(A’)  = 1 - P(A).  

2This set of basic axioms are but one of several sets that can be chosen. All 
eventually lead to the same rules, however. 
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Axiom 3 expresses the additivity of probabilities for mutually exclusive 
events. In words, what this says is that the probability of either B,  or B, or 
B3, etc., is the sum of the individual probabilities for B1,  B,, B3 and so on. 
In general, however, if A and B are any two events in S, mutually exclusive 
or not, then 

P(A u B )  = P(A)  + P(B) - P(A n B )  (1 .2) 

The reason for the last term can be seen by referring to Fig. Id. If only 
the simple sum is considered, then any points in the intersection will be 
counted twice. Thus, we must subtract the intersection region once. In this 
manner, Eq. (1.2) may be easily extended to more than two events. The 
case of three events, for instance, leads to 

P(A u B u C )  = P(A) + P(B)  + P ( C )  - P(A n B )  
(1.3) 
~I 

- P ( A n C )  - P ( B n C )  + P ( A n B n C )  

which the reader can verify. 

1.3.2 Conditional Probability and Independence 

A frequently encountered problem is to know the probability of an event 
A given that another event B has already occurred. This is the conditional 
probability, written as P(A 1 B)  and defined as 

P(A n B )  

P(B)  
P(A I B )  = (1.4) 

where P(A n B )  is the probability of the event A and B occurring. For 
example, suppose an ace is drawn from a deck of playing cards. What 
is the probability that this card is also a heart? Clearly, P(A n B )  = 

P ( V  n ace) and P(B) = P(ace) = 4/52, so that, P(A I B )  = 1/52 f 4/ 
52 = 1/4, which is what is expected intuitively. Note that Eq. (1.4) holds 
only if the denominator is nonzero. If P(B)  = 0 then the conditional 
probability is undefined. 

The effect of the condition is thus to limit the sample space to the smaller 
subspace of events B. The conditional probability is then the probability of 
A relative to this subspace. This should be distinguished from the probability 
P(A n B), which is relative to the entire sample space. 

Equation (1.4) also defines the multiplicative rule for probabilities; i.e., 
the probability of an event A and B is equal to the probability of B times 
the conditional probability of A given B (or vice-versa), 
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P(A n B )  = P(A I B)P(B)  = P(B 1 A)P(A) (1.5) 

This allows us to introduce the concept of independence. If the event A 
does not depend on B in any way, then, clearly, 

P(A I B )  = P(A) 

P(B I A) = P(B)  
( 1.6) 

The multiplicative law for two independent events thus becomes 

P(A n B )  = P(A)P(B) ( 1.7) 

And in general for n independent events, we would have 

P(A, n A2 n . . . A,) = P(A,)P(A,) . . . P(A,) (1.8) 

Example 1.6 An urn contains three red balls and two white balls. If three 
balls are drawn from the urn, what is the probability of having three red 
balls? There are several ways of attacking this problem. The straightforward 
way is to enumerate the sample space. Since only one of these points 
satisfies the criteria for the event, the probability is just 1/N, where N is 
the number of points in the sample space. Using combinatorial arithmetic, 
we find that the number of combinations is N = 10, so that the probability 
of selecting three red balls is 1/10. 

A second way is to use the multiplicative law. Here we are seeking the 
probability P(A n B n C), where A is the event that the first ball is red, B 
the event that the second is red and C that the third ball is red. Moreover, 
the individual events are not independent since the selection of a ball 
removes a ball from the urn, thus affecting subsequent draws. Therefore, 

P(A n B n C )  = P(C 1 B n A)P(A n B )  = P(C I B n A)P(B I A)P(A) 

Now let us assign values to the probabilities. The probability that the 
first ball is red is clearly P(A) = 315. Given that the first ball is red, the 
conditional probability that the second ball is red is then P(B I A)  = 214. 
Similarly, the conditional probability that the third ball is red is P(C I B n 
A) = 113. Substituting then gives us the same value as earlier 

P(A n B n C )  = 113 X 214 x 315 = 6/60 = 1/10 

1.3.3 Compound Events 

The additive and multiplicative laws allow one to calculate the probabili- 
ties of more complicated events from simpler events. Indeed, as the reader 
may have noticed, the probabilistic description of many “experiments” can 
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be decomposed into sums and products of the probabilities of simpler events. 
This, of course, allows a clearer view of the essential processes. Events 
that are made up of simpler events are known as compound events, while 
the basic events from which others may be constructed are called the 
elementary events. 

Example 1.7: Consider the throwing of the three dice. Constructing the 
sample space in a straightforward manner gives us the set S = ((1, 1, l), 
(1, 1, Z), (1, 1, 3), . . . , (6, 6, 6)) consisting of 216 points. Assuming all 
three dice are true, the probability of each occurrence is then 1/216. This 
can be decomposed into the process of throwing three dice separately or 
one single die three times. The elementary event is thus the throwing of 
one die for which the probabilities are 1/6 for each face. The probability 
P(A n B n C), where A is the first die, B the second and C the third is 
then given by the multiplicative law 

1 1 1  1 
P(A n B n C )  = P(A)P(B)P(C) = - x - x - = - 6 6 6 216 

1.3.4 Random Variables and Probability Distributions 

The representation of the outcomes of a random event as points in a 
sample space suggests the definition of a variable X to symbolize these 
points algebraically. The variable X is then known as a random variable 
whose admissible values range over the points in the sample space. The 
term variate is also sometimes used in place of random variable. Depending 
on the process, a random variable may be discrete or continuous. Similarly, 
any function of X is also a random variable over the same sample space. 

If the outcomes in the space are numerical values, X may take on these 
same values, otherwise symbolic numerical assignments may be made to 
each event in a one-to-one correspondence. For example, if the process is 
the rolling of a single die, the values for X may simply be designated as 
X = 1, 2, . . . , 6. In the case of flipping a coin, however, the possible 
outcomes are heads or tails. Here one can assign the value 1 to heads and 
0 to tails, for example, or - 1 for heads and + 1 for fails or vice-versa or 
some other scheme just as long as it is consistent. 

The probability function for a variate X at X = x, which we write as 
p(x), is now known as the probability distribution of X .  For example, if X 
is the outcome of rolling a single fair die, then, p(x)  = 116 for x = 1, 2, 
, . . , 6. Similarly, if Y is a random variable function of X with values 
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1 x r 5  
y - ( 0  x < 5  

then, its distribution is 

In the case of a continuous variable, however, the interpretation of the 
probability distribution must be modified somewhat. Here, only the probabil- 
ity of finding X in an interval x to x + dx has meaning. This is handled 
by defining a continuous probability density, f ( x ) ,  such that the probability 
of finding X between x and x + dx is given byf(x)dx. Note that the density 
must be multiplied by the differential element dx to obtain the probability. 
In this manner the probability depends on the size of the interval as one 
would expect. Probabilities for events, therefore, correspond to areas under 
the probability density curve. 

Very often also, it is required to know the probability of finding X between 
certain limits, for example, P(a c X 5 b) or P ( X  5 x). The latter example 
is known as the cumulative distribution and is defined as 

F(x)  = P ( X  5 x) = C p(xJ  
r , s r  

and 

F(x) = P ( X  5 x )  = I’; f(x’)dx’ 
-m 

(1.9) 

in the discrete and continuous cases, respectively. The probability P(a 
< X 5 b) can now be expressed as F(b) - F(a). 

Joint, Marginal and Conditional Distributions. In cases where 
events can be described by more than one attribute or criterion, more than 
one random variable may be used. For example, if the experiment is to 
choose a playing card at random, we could use two random variables X 
and I: to represent the denomination and suit of the chosen card respectively. 
We would thus have a two-dimensional random variable “vector” (X, Y) 
to represent the outcome. The corresponding probability distribution then 
becomes a multivariate distribution with p(x ,  y) = 1/52. Similarly, return- 
ing to Example 1.5, the outcome of choosing two numbers in the interval 
0 5 x, y C- L could also be represented by the pair ( X ,  Y) and the probability 
density given byf(x, y) = 1/L2. In both cases, the distribution is known 
as the joint distribution or joint density of X and l! 

Given the joint distribution, many other questions may be asked of it. 
For instance, in the first example above: What is the probability distribution 
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of drawing an ace regardless of the suit of the card? Or more generally, 
what is the distribution of the variate X regardless of the other variate Y? 
This can be obtained by summing over all possible values of the suit vari- 
able l! 

P A X )  = c P ( 4  Y )  (1.10) 
all  Y 

which in this specific case equals 4/52. Equation (1.10) is more commonly 
known as the marginal distribution of X .  And in general, given any density 
or distribution involving more than one variate, one may find the marginal 
distribution for any subset of the random variables by integrating over all 
values of the remaining variates. 

Using the marginal distribution, the conditional distribution may now 
also be defined as 

(1.11) 

where px ly  ( x  I y) is the conditional distribution of X when Y is equal to y. 
If the conditional distribution of X does not involve the variate Y, then 

the variates are said to be independent. In general, n random variables are 
said to be independent if their joint probability distribution is equal to the 
product of the marginal probability distribution of each variate 

(1.12) P(Xl, x2. . . . 9 xfl) = Px,(xl)P,,(x*) . . . px,(xfl) 

for all values of X,, X,, . . . , X,,. 

Example 1.8: When a subatomic particle such as an electron or a photon 
enters into matter, it suffers different types of reactions (such as, Coulomb 
scattering, nuclear reactions, etc.) with the atomic and nuclear constituents 
of the material (see Chapter 15, for example, or [4], Chapter 2). In nuclear 
and particle physics, the interaction of subatomic particles is described by 
the differential cross section, du (E, €44. . . .), which essentially expresses 
the quantum probability for a reaction to occur. This is a function of the 
kinematic variables used to describe the reaction; i.e., the energy, scattering 
angles and so on. If the differential cross section is integrated over all 
scattering angles, then one has the total cross section, uo, which describes 
the probability for a reaction to occur (at energy E) regardless of the 
scattering angle. Each type of reaction has a corresponding cross section. 
These interactions occur randomly as the particle traverses the material, so 
that one can ask: What is the probability Ps(x)  for it to survive a certain 
distance x before suffering an interaction? This, of course, depends on the 
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type of particle, its energy, the density of the material, etc. We can, however, 
derive the form of the distribution for this process without detailed knowl- 
edge of these factors. 

Suppose wdx is the probability that the particle will suffer an interaction 
in the interval x to x + dx. Then the probability of not having an interaction 
at a point between x and x + dr is 1 - wdr. If Ps(x) is defined as previously, 
then the probability that the particle will survive a distance x + dr is 

Ps(x + dx) = P,(x)(l - wdx) 

Expanding, we obtain 

P&) + dP&) = P~(x)  - P~(.x)w& 

Integrating this and requiring that P,(O) = 1, we have that 

Ps(x) = e-wx (1.13) 

Thus the survival probability for the particle is given by an exponential 
distribution. It can be shown [4] furthermore that the parameter w is given 
by Nuo, where N is the density of the relevant interacting constituents in 
the material and uo the total cross section for an interaction of any kind; 
i.e., the sum of the total cross sections for each possible type of reaction. 

Example 1.9: Consider a process in which there are only two outcomes, 
for example, heads or rails, yes or no, success orfailure. (To simplify the 
discussion, we will use success and failure here as the generic terms for 
the two outcomes.) A common “experiment” is to perform a repeated 
number of independent trials and record the total number of successes and 
failures in the series regardless of their order of occurrence. Such repeated 
trials are sometimes called Bernoulli trials, after James Bernoulli, who first 
derived the probability formula for this process. 

The sample space for one trial consists of two points: success andfailure. 
Let p be the probability for a success, then the probability of the oppo- 
site outcome will be 1 - p .  If n trials are made, what is the probability of 
r (c n) successes? Suppose the first r trials are successes and the remaining 
failures. Then, using Eq. (1.8), the joint probability for this would be 

P(r successes followed by (n - r)  failures) = pr( l  - p y - ’  

This is also the probability for any other combination leading to r total 
successes. From combinatorial mathematics, we know that the total number 
of possibilities is 
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n! 
r! (n  - r)! 

so that the total probability is 

(1.14) 

Equation (1.14) is known as the binomial distribution, and its use is wide- 
spread in physics and other sciences. The characteristics of this distribution 
will be discussed in more detail in Chapter 2. 

Example 1.10: Consider the scattering of a particle beam from a target. 
As we saw in Example 1.8, the probability for this is given by the quantum 
mechanical cross section for the interaction. The probability for a particle 
to be scattered into a small angular interval between 8 and 0 + A0 as 
measured with respect to the incident direction is then 

p ( 8 )  = r+Ae u’(8’)dO’ = a’(8)AO 

where a’(8) is the cross section, and we have used the fact that the interval 
is small. Suppose now that in the beam there are No incident particles per 
unit time. What is the probability of r scatterings into this angular range 
within a time period A?? Here we clearly have a Bernoulli trials situa- 
tion, so that the probability will be given by the binomial distribution in 
Eq. (1.14) with p = a’(8)AO and n = NoAt. 

However, Eq. (1.14) is not very convenient to use, since it involves very 
large and very small numbers. Indeed, taking high-energy proton-proton 
scattering as an example, a typical situation might have No on the order of 
lo6 or more and p on the order of As will be seen in Chapter 2, in 
the limit of large n and small p such that at all times the product Np 
approaches a finite constant, the binomial distribution can be approxi- 
mated as 

e 

(1.15) 
(np)‘e - “ p  

r! p ( r )  = 

This is more commonly known as the Poisson distribution, which is a 
distribution in its own right and not just an approximation. It has the 
advantage of being dependent only on the product np, which can be identified 
as the average number of successes, rather than the individual values of n 
and p. In these types of problems, of course, this quantity is much more 
accessible to experiment and easier to handle. 
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Like the binomial distribution, the Poisson distribution has widespread 
applicability in the sciences and elsewhere. The number of disintegrations 
in a given period of time in a radioactive sample, for instance, is another well- 
known example of a Poisson distributed process. Similarly, the probability of 
finding r bit errors on a given magnetic disk is given by a Poisson distribution 
as is the probability of r snow flakes falling on a given square centimeter 
of ground. Other examples are given in Chapter 2. 

Example 1.11: 
obey a distribution known as the normal or Gaussian distribution: 

Many phenomena and, in particular, measurement errors 

(1.16) 

where the parameters are the mean and standard deviation of the distribution. 
These terms will be defined in Section 1.3.6. 

The Gaussian distribution is a continuous distribution and is perhaps the 
most widely applied distribution of all. It is the subject of the central limit 
theorem which will be covered in Section 1.3.9 and thus holds a special 
place in probability theory. More details on this distribution can be found 
in Chapter 2. 

1.3.5 Expected Values 

An important notion is the expected value or expectation of a random 
variable. If X is a random variable distributed as p(x ) ,  the expected value 
of X ,  which we will denote as E(X), is defined as 

(1.17) 

where the summation is over the entire sample space of X, i.e., over all 
admissible values of X. If the space is continuous then the summation is 
replaced by the integral 

(1.18) 

wheref(x) is the probability density. Similarly if g ( X )  is a function of X, 
the expected value of g ( X )  is 

E[g(X)I = I g ( 4 m ) ~  (1.19) 

where we have given the expression for a continuous sample space. To 
avoid repetition, we will, henceforth, present only one or the other of the 
cases, under the assumption that the other case is obtained by the appropriate 
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substitution of an integral or summation. The expectation value is thus the 
probability weighted average of a random variable. 

From its definition, we can see immediately that the expectation operation 
is linear; i.e., 

(1.20) 

where a and b are constants. This is true whether Xi and X ,  are independent 
or not. In the case where X I  and X ,  are indeed independent, then 

E ( a X ,  + bX,) = a E ( X , )  + bE(X2) 

where we have used Eq. (1.12) 

1.3.6 Moments and the Mean and Variance 

variable X .  The rth moment of X about a point 
value of (X - Xg)r, where r is an integer, 

Using the expectation operator, we can define the moments of the random 
is given by the expectation 

(1.22) 

The analogy here with the moments of a mass distribution in mechanics 
becomes evident. Indeed, it can be shown that the set of all moments, p’, 
completely describes the distribution p(x) .  This is useful for theoretical 
purposes, but in more practical work, only the very lowest moments have 
any particular significance and, indeed, in most applications it is usually 
sufficient to know only the first two moments. 

The first moment about zero, usually designated simply as p, is then 
given by 

p’ = E[(X - X,)‘] 

p = E ( X )  = ,fxf(x)& ( I  .23) 

This moment is generally known as the mean of the distribution and essen- 
tially locates the “center of mass” of the distribution. The second moment 
about the mean, 

V ( X )  = E [ ( X  - cL>21 = ,f(x - P)2f(x)dr (1.24) 

is known as the variance of the distribution. Expanding the binomial in Eq. 
( I  .24) and evaluating the expectation of each of the individual terms, we 
also obtain the useful formula 
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The positive square root of the variance, 

u x  = V V ( X )  (1.26) 

is known as the standard deviation. This parameter is essentially a measure 
of the width or dispersion of the distribution about its mean value. Thus, 
large values of the standard deviation relative to the mean indicate that X 
varies widely about p while a smaller a, would indicate an X that tends to 
be clustered about the mean. When cited in conjunction with the result of 
a measurement, as we will see later, the standard deviation is interpreted 
as the error or precision of the measurement. 

Example 1.12: Let us calculate the mean value of throwing two dice. Let 
X be the sum of the two dice, so that X = D ,  + D,, where D ,  and D, are 
random variables representing the outcomes of the two dice, respectively. 
Assume the dice are fair so that p(d , )  = p(d2) = 1/6 for all values of d ,  
and d,. Then 

Similarly, the variance of X is 

V ( X )  = E ( X 2 )  - p i  
= E(D: + 2D,D, + D:) - p.: 
= 2E(D2) + 2Ez(D) - p i  

where we have used the fact that D ,  and D2 are independent. Evaluating 
the individual terms then yields 

91 49 35 
V ( X )  = 2- + 2- - 49 = - = 5.8333 

6 4 6 

Example 1.13: Let us discuss sampling and the expectation and variance 
of the sample mean. A common procedure in experiments is to make a series 
of repeated measurements and to take the average value of the individual 
measurements to obtain a more precise result. This, in fact, is an example 
of the statistical technique known as sampling. The notion of sampling is 
familiar to most people as the random selection of cases from a population 
too large to measure in its entirety in order to obtain an estimate of the 
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parameters describing the population. For later use in this volume, we will 
define sampling here in more formal terms. 

Definition: 
joint distribution or density 

Suppose the random variables X,,  Xz, . . . , X, have the 

~ 2 ,  . 4 9 x n )  = f ( x l l f ( 4  * * .f(4 
where the density of each X i  is f(xi). Then the XI, X2, . . . , X, are said 
to be a random sample of size n from the population with density f(x). 

In the case of n repeated measurements, then, each measurement may 
be thought of as the outcome of n separate random variables having the 
same distribution so that we have a random sample. Let us see moreover 
how this leads to a better estimate of the true mean. 

Let the random variables X i  ( i  = 1, 2, . . . , n)  represent the outcomes 
of the n measurements. Each X i  has a mean p, and variance u2. The average 
value of the outcomes is then represented by the variate 

(1.27) X = - Z X ;  1 "  
n i  

Now let us calculate the expected value of xi. Using Eqs. (1.20) and (1.23), 
we obtain 

(1.28) 1 "  1 "  
n i  n ;  

E(X") = - 2 E(X;)  = - c p, = p, 

Thus, the expected value of the sample mean is the true mean of the 
probability distribution, which is what one would hope to see. Note that 
Eq. ( 1.28) contains no reference to the form of the probability distribution, 
so that it is a general result subject only to the condition that the mean 
exist. 

Let us go further now and also calculate the variance of x. Using Eq. 
(1.24), 

(1.29) 
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where we have brought the constant term p, into the sum. The square of 
the sum can now be expanded as 

where all terms with i = j have been separated out explicitly. Taking the 
expectation of the individual terms, we find that the cross term vanishes, 
so that 

(1.31) 
n 
n’ 

= - V(X) 

or 

Thus the error on the sample mean is reduced relative to the single 
measurement error (n = 1) by a factor which goes inversely as the square 
root of the number of samples. This then is the mathematical demonstration 
of Tobias Mayer’s intuitive feeling that adding similar data actually helps 
reduce the inherent errors! Again, Eq. (1.31) is a general result since no 
reference is made to the form of the distribution. These results will be used 
again when we consider the law of large numbers and measurement errors 
later in this chapter. 

1.3.7 Covariance 

In the case of a multivariate distribution, the mean and variance of each 
separate random variable X, X ,  . . . are calculated in the same way except 
the summation or integration is now over all random variables. In addition, 
a third quantity can also be defined: the covariance, 

COV (X, Y) = COV ( X  X )  = E [(X - kx)(Y - p y ) I  
(1.33) 

= mxY) - C L X F Y  
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where kX and py are the means of X and X respectively. A covariance is 
defined for each pair of random variables in the distribution. Thus for three 
random variables, X, Y and Z, there will be three covariances: Cov(X, Y). 
Cov(X, 2) and Cov(Y, Z). And in general, for p variates there will be 
p ( p  - 1)/2 covariances. 

The covariance provides a measure of the correlation between the different 
random variables in the distribution. A nonzero value will thus indicate a 
relation of some sort between the two variables, while the sign of the value 
will indicate the sense of the relation; i.e., positive or negative. In contrast, 
if the variables are independent, the covariance is zero. This can easily be 
shown by using the result of Eq. (1.21) in Eq. (1.33). The converse of this 
last statement, however, is not true; if the covariance is zero, the variables will 
not necessarily be independent. Consider, for example, a random variable X 
that is distributed symmetrically about zero. Let Y = X2. The covari- 
ance between these two variables is then given by Eq. (1.33). Because of 
symmetry, px = 0. For the same reason, E(XY)  = E(X3)  = 0, so that 
Cov(X, Y) = 0, even though X and Y are related! 

In many applications, the covariance is often expressed as the correlation 
coeflcienr, p, defined as 

Cov(X, Y) 
P X Y  = 

@ X U ,  
(1.34) 

In this form, the correlation coefficient can take on values between - 1 and 
+ 1, the sign of which indicates the sense of the correlation. And quite 
obviously, the correlation of a variable with itself is pxx = 1. 

If a number of random variables, XI, X,, . . . , are under consideration, 
it is convenient to collect the variables and covariances into a single matrix 
the covariance or error matrix: 

The diagonal elements are the variances of the individual variables while 
the off-diagonal elements are the covariances between the various pairs. 
Note that the matrix is symmetric, and if the variables are mutually indepen- 
dent, the covariance matrix becomes a simple diagonal matrix. The utility 
of the covariance matrix will become evident in later chapters. 

Example 1.14: Let us consider the propagation of errors. A common 
practical problem in the experimental sciences is to determine the error on 
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a quantity calculated from measurements or other parameters containing 
errors. In probabilistic terms, the problem is to calculate the variance 
a& = V(W) of a random variable function W = g ( X I ,  X, ,  . . . , X,) in 
terms of the variances of the variables XI, X, ,  . . . , X,,. Depending on the 
complexity of the function, this may not always be an easy task. An approxi- 
mate general formula based on a first order expansion can be derived, 
however. 

For simplicity, let us consider only two random variables X and I: and 
let p x ,  of and pP a$ represent the mean and variance of X and I: respectively. 
To calculate a$, we will use Eq. (1.25). First, expand g ( X ,  Y) to first order 
about the means ( p x ,  p y ) ,  so that 

All derivatives here are understood to be evaluated at the point p = (px, 
py). Taking the expectation of Eq. (1.36) then yields an approximation for 
the mean of W: 

F W  - g(CLx9 CLY) (1.37) 

Now squaring Eq. (1.36) and using the previous approximation gives us 

(1.38) 

so that 

- E [W’] - p$ - E { [ (g) (X - Px) + (q ( Y  - 
P 

Expanding the expression in brackets and taking the expected value of each 
term then results in the propagation of errors formula: 

(1.39) ax 

In the general case of n variables, it is easy to show that 

( 1.40) 
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The interesting point to note is that the errors are added quadratically 
and that, depending on the sign of the covariance, the final error can actually 
be made to decrease. In principle, therefore, if the variables in an experiment 
can be arranged so as to be negatively correlated, very small errors on the 
final result can be obtained. Because of the complexity of most experiments, 
however, this is much easier said than done! 

1.3.8 The Law of Large Numbers 

In this and the following section, we will discuss the two most important 
theorems in modern probability theory. The first is the law of large numbers. 
This theorem was first derived by James Bernoulli in a limited form (for 
a historical account, see [3], Chapter 2, for example) and essentially justifies 
the intuitive notion that, if an experiment is repeated many times, the fraction 
of the trials in which the event A occurs approaches the true probability 
for the event A. It thus provides one of the first mathematical justifications 
for the frequency view of probability. 

To demonstrate the theorem, we will make use of a result known as 
Chebyshev’s inequality Let X be a random variable with a probability 
distribution p(x ) ,  then the expected value of X2 is 

(1.41) 

Suppose we now limit the sum to terms for which ]x,I 2 E, where E is some 
positive number. Then Eq. (1.41) becomes an ic-quality 

E(X2) 2 c x: p(nij 
l1il”t 

Moreover if we substitute the minimum value E for all the remaining x,, 

(1.42) 

(1 -43) 

The sum in Eq. (1.43) can now be recognized as the probability P(lXl 2 

E ) .  Substituting this back into Eq. (1.43) and rearranging we obtain 

(1.44) 
1 
E2 

P(lX1 2 E) 5 - E(X2) 

which is Chebyshev’s inequality. 
The law of large numbers, now, is but an instance of Chebyshev’s inequal- 

ity. Suppose X,, X,, . . . , X,, are a random sample of size n from a distribu- 
tionf(x) with mean p and finite variance u2, and that icthe sample mean 
as defined in Eq. (1.27). Now set X in Eq. (1.43) to be X, - p, so that 
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(1.45) 

The numerator on the righthand side, now, is just the variance of x,, as we 
saw in Eq. (1.31), so that 

1 
€2 

P(JX, - kl 2 E) 5 - E[(X, - k)’] 

P<lXl - (1.46) 

For a given constant E > 0, then, we have that 

lim P<@, - 1.1.1 2 E) = o (1.47) 
n+m 

otherwise known as the weak law of large numbers. 
What this law says is that, for any given constant E > 0, the probability 

that the sample mean will deviate from the true mean by an amount greater 
than E can be made arbitrarily small by choosing an appropriately large 
sample size n. Note that this statement concerns the probability of the 
deviation to exceed the value E and not the deviation itself. Thus, even in 
a Large but finite sample, there is still a chance that a deviation larger than 
E can occur. The law of large numbers allows us to conclude only that such 
occurrences are rare. 

An additional point is that the weak law assumes the existence of the 
mean and variance of the distribution so that it is not applicable in cases 
where these expectations do not exist. Fortunately, it can still be shown 
that even in the case of a nonexistent variance, the general limit still holds 
(see, for example, Sections 10.1 and 10.7, [5] for a discussion). 

1.3.9 The Central Limit Theorem 

The second theorem is the central limit theorem, which is one of the 
most remarkable theorems in all of mathematics. We will not prove this 
theorem here, since it requires more advanced theoretical notions that are 
not generally necessary for applied probability. However, the interested 
reader may find a proof in most probability theory books, such as Section 
8.4, [6] or [7]. 

In words, the theorem essentially states that, if S is the sum of n random 
variables, S = X, + X ,  + . . . + X,, then under rather mild conditions, 
as n increases the distribution of S will approach the Gaussian distribution 
with mean ps = uz,, regardless of the original 
distributions of the Xi. To make a more mathematical statement, let Y be a 
random variable defined as 

k.r and variance a: = 



MODELING MEASUREMENT 

y=- s - Ps 
U S  

where S, ps and us are defined as earlier. Then, as n + do, 

27 

(1.48) 

e -x2I2o2 dr (1.49) 
1 

F(S 5 y )  + @(y)  = J’ - 
- m  v52 

where @ ( y )  is the cumulative distribution of the Gaussian. The definition 
of the variable Y is just a “normalizing” transformation of the variable S 
such that new variable will be described by a Gaussian distribution with 
mean 0 and variance 1. 

The central limit theorem essentially explains why Gaussian distributions 
are so ubiquitous, for many random phenomena are, in fact, the sum of 
many different random factors. Instrumental error is one particular example 
that will be discussed in the next section. 

One possible practical application of the central limit theorem is the 
computer generation of random numbers. This is necessary for Monte Car10 
simulations (see Chapter 1 3 ,  where numbers distributed according to 
Gaussian and other distributions are needed to simulate various physical 
processes. These numbers must all be derived from a single source of 
uniformly distributed pseudo-random numbers. To obtain Gaussian distrib- 
uted numbers, therefore, one could sum a sufficient number n of the uni- 
formly distributed numbers and adjust this with appropriate normalization 
factors. With n = 12, for example, a good approximation is already obtained 
IS]. (From a computer programming point of view, this method is somewhat 
inefficient because of the large number of operations required per Gaussian 
number generated. More efficient algorithms are described in Chapter 5.) 

1.4 Modeling Measurement 

We now turn to the application of probability theory to the measurement 
process and the uncertainties that occur. To use probability efficiently, we 
must model the actual random process or processes involved such that 
probabilities can be realistically assigned or inferred. In any modeling, of 
course, some idealization will be necessary in order to simplify the problem, 
with the consequent risk of oversimplification. On the other hand, modeling 
too much detail can lead to an overly complicated model, which is incalcula- 
ble or which will lead to data analysis problems afterwards. Modeling an 
experiment, therefore, requires not only a knowledge of the processes in- 
volved but a feeling for the relative magnitudes of the probabilities. Only 
then can appropriate simplifications or approximations be made to allow a 
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meaningful result to be obtained. At all times, however, checks should be 
made as to how realistic the model is. 

At the foundation of all experiments are the measurements that are 
obtained using instruments of some type. In general, the uncertainties on 
these measurements will consist of two parts: a systematic error and a 
random error. 

1.4.1 Systematic Errors 

Systematic errors concern the possible biases that may be present in an 
observation. A common example is the zeroing of a measuring instrument 
such as a balance or a voltmeter. Clearly, if this is not done properly, all 
measurements made with the instrument will be offset or biased by some 
constant amount. However, even if the greatest of care is taken, one can 
never be certain that the instrument is exactly at the zero point. Indeed, 
various physical factors such as the thickness of the scale lines, the lighting 
conditions under which the calibration is performed, and the sharpness of 
the calibrator’s eyesight will ultimately limit the process, so that one can 
say only that the instrument has been “zeroed” to within some range of 
values, say 0 f 6. This uncertainty in the “zero value” then introduces 
the possibility of a bias in all subsequent measurements made with this 
instrument; i.e., there will be a certain nonzero probability that the measure- 
ments are biased by a value as large as st6. 

More generally, systematic errors arise whenever there is a comparison 
between two or more measurements. And indeed, some reflection will 
show that all measurements and observations involve comparisons of 
some sort. In the preceding case, for example, a measurement is referenced 
to the “zero point” (or some other calibration point) of the instrument. 
Similarly, in detecting the presence of a new particle, the signal must 
be compared to the background events that could simulate such a particle, 
etc. Part of the art of experimentation, in fact, is to ensure that systematic 
errors are sufficiently small for the measurement at hand, and indeed, 
in some experiments how well this uncertainty is controlled can be the 
key success factor. 

One example of this is the measurement of parity violation in high- 
energy electron-nucleus scattering. This effect is due to the exchange of a Z o  
boson between electron and nucleus and manifests itself as a tiny difference 
between the scattering cross sections for electrons that are longitudinally 
polarized parallel (du,) and antiparallel (duL) to their line of movement. 
This difference is expressed as the asymmetry parameter, A = (du, - du,)/ 
(du, + duL), which has an expected value of A = 9 x [9].  
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To perform the experiment, a longitudinally polarized electron beam is 
scattered off a suitable target, and the scattering rates are measured for 
beam polarization parallel and antiparallel. To be able to make a valid 
comparison of these two rates at the desired level, however, it is essential 
to maintain identical conditions for the two measurements. Indeed, a tiny 
change in any number of parameters, for example, the energy of the beam, 
could easily create an artificial difference between the two scattering rates, 
thereby masking any real effect. The major part of the effort in this experi- 
ment, therefore, is to identify the possible sources of systematic error, design 
the experiment so as to minimize or eliminate as many of these as possible 
and monitor those that remain! 

Systematic errors are distinguished from random errors by two character- 
istics. First, in a series of measurements taken with the same instrument 
and calibration, all measurements will have the same systematic error. In 
contrast, the random errors in these same data will fluctuate from measure- 
ment to measurement in a completely independent fashion. Moreover, the 
random errors may be decreased by making repeated measurements as 
shown by Eq. (1.32). The systematic errors, on the other hand, will remain 
constant no matter how many measurements are made and can be decreased 
only by changing the method of measurement. Systematic errors, therefore, 
cannot be treated using probability theory, and indeed there is no general 
procedure for this. One must usually resort to a case by case analysis, and 
as a general rule, systematic errors should be kept separate from the random 
errors. 

A point of confusion, which sometimes occurs, especially when data 
are analyzed and treated in several different stages, is that a random 
error at one stage can become a systematic error at a later stage. In the 
first example, for instance, the uncertainty incurred when zeroing the 
voltmeter is a random error with respect to the zeroing process. The 
“experiment” here is the positioning of the pointer exactly on the zero 
marking and one can easily imagine doing this process many times to 
obtain a distribution of “zero points” with a certain standard deviation. 
Once a zero calibration is made, however, subsequent measurements 
made with the instrument will all be referred to that particular zero 
point and its error. For these measurements, the zero-point error is a 
systematic error. Another similar example is the least-squares (see Chapter 
9) fitted calibration curve. Assuming that the calibration is a straight 
line, the resulting slope and intercept values for this fit will contain 
random errors due to the calibration measurements. For all subsequent 
measurements referred to this calibration curve, however, these errors 
are not random but systematic. 
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1.4.2 Random Errors 

Random errors, as we have noted throughout this chapter, can be treated 
using the theory of probability. The source of these uncertainties can be 
instrumental imprecisions or the inherent random nature of the process 
being measured or both. Mathematically, both types are handled in the same 
way as we will see. 

Instrumental errors arise from the inability of 
the observer and the measuring instrument to control all the variables that 
can affect the measurement. For example take the simple act of measuring 
the distance between two points with a ruler. If a series of repeated measure- 
ments is made reading the values as accurately as possible, the observer 
will remark that a spread of values is obtained. This might be due to changes 
in the lighting that affect the observer’s reading of the scale, or changes in 
the temperature that cause the ruler to slightly expand or contract, or the 
failure of the observer to place the beginning of the ruler at exactly the 
same point each time or changes in the reading due to parallax effects, or 
play in any joints that the ruler might have, etc. The point is that there are 
many little factors which the experimenter does not always control that can 
vary haphazardly from measurement to measurement. Of course, the more 
the experimenter brings these factors under control, the less variation there 
will be. The instrument or the measurement is then said to be more precise. 
It is clear, though, that one can never control all factors so that there will 
always be some imprecision in the final result. 

Let us try to model this simple situation. Suppose x is the true value that 
we are seeking to measure and suppose we make n repeated measurements, 
x, with the same instrument. What is observed, then, are values yi: 

Instrumental Errors. 

y , = x + e i  ( i =  1 , 2 , .  . . , n )  (1 S O )  

where e, is a random error distributed according to some probability density 
f(e). The value x, therefore, is essentially nonobservable, at least directly, 
in that it is always accompanied by the random value e. And indeed all 
that can be measured directly is the distribution f(e), offset by the value x. 
The measurements, X ,  then, are just a random sample from this distribution. 

For most instruments, we can argue, in fact, thatf(e) is a Gaussian with 
mean 0 and a variance a*. Indeed, if e represents the sum of many random 
factors, then, the central limit theorem ensures that fie) will tend towards 
a normal distribution, regardless of the distributions of the individual factors. 
The expected value of is then E ( X )  = x, which is the true value being 
sought. 

As we have already mentioned, the standard deviation, u, is usually 
interpreted as the precision of the instrument. This view is also consis- 
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tent mathematically. Consider our series of measurements x. To estimate 
the true value x, we would take the average ?, and from Eq. (1.32), we 
saw that the error on this average was u/*. Thus, as n increases, the error 
on the measurement decreases, as one would expect. If now a single measure- 
ment is made, i.e., n = 1 ,  the error would be u, which corresponds to what 
is normally called the precision of the instrument. 

In the preceding discussion, we ignored &he possibility of a systematic 
error. To account for this, we must modify Eq. (1.50) to 

y, = x + s + e, (1.51) 

where s is the systematic error. As we have noted, this is the same for each 
measurement so that it bears no subscript. It thus enters into the equation 
in a manner different to e. The expected value of Y is then E ( Y )  = 

x + s, which demonstrates why this error must be treated differently. 
A second source of random error arises when the 

process being observed or measured is itself a random process. This is the 
case in nuclear and particle physics experiments, which almost always 
involve the counting of events such as the number of radioactive decays 
in a given period of time or the number of particles scattered at a certain 
angle. As we saw in Example 1.10, however, the number of reactions 
occurring in a given unit of time is actually described by a Poisson distribu- 
tion. What is of interest, then, is the mean value of the distribution, which 
is usually the parameter containing the physics. Clearly, the act of measure- 
ment, here, is nothing more than the act of sampling from these distributions 
in order to estimate the mean. Similarly, the measurement uncertainty in- 
curred can be identified as the sampling error. Because they result from the 
randomness of the process itself, these are also called staristical errors. 
From a probability and statistical point of view, however, we have the same 
situation as with instrumental errors. 

As an example, let us try to model a simple but realistic experiment, say 
the counting of the number of disintegrations in a period Ar from a radioactive 
source with a detector. To keep the example simple let us  assume that the 
source emits only one type of radiation, say, gamma rays. The observable 
variable in this case will be the number of counts N ,  registered by the 
detector. 

Now, in the experiment, there will be two sources of events: one from 
the radioactive source itself and the other from background sources such 
as cosmic rays, radioactive elements in the surroundings, or radioactive 
contaminants in the source itself. As a first simplification let us assume 
that there is only one y-ray line, so that the energy does not vary. Let N,T 
be the number of events emitted by the radioactive source in time Aht and 
Nbr the number from background sources in the same period. From Example 

Statistical Errors. 
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1.10, we can argue that the number of these events, in both cases, is governed 
by the Poisson distribution, Eq.( 1.15), so that 

(A,Ar)”. e - Asat 

n,! Psrc = 

(1.52) 

where A, and Ab are the mean decay rates per unit time for the source and 
the background, respectively. This, however, is not what is observed since 
the detector has an efficiency, E c 1. This efficiency includes the geometric 
solid angle subtended by the detector relative to the source as well as its 
intrinsic detection efficiency, the latter being the probability that the detector 
will actually register an event when a gamma ray enters into its active 
volume. As a second simplification, let us assume E to be a constant. Clearly, 
the probability that the detector will register nr counts when n, + nb are 
emitted is a “Bernoulli trials” situation, so that the binomial distribution 
in Eq. (1.14) applies. Thus, 

This provides us now with the relevant quantities needed to describe the 
experiment. Using Eq. (1.1 l), the joint probability is then 

p ( n n  ns, nb> = P d e d n r  I nsr nb)Psrc(ns)Pbkg(nb) (1.54) 

which allows us to calculate the marginal probability for observing n, 
registered counts, i.e., 

(1.55) 

This then is our mathematical probability model describing the experiment. 
Let us have a look at some of the expected values. The expected number 

of counts is then 
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which is just the sum of the mean decay rates times the efficiency of the 
detector. Similarly, the variance is 

nr nr nb 

(1.57) 
nr nb 

+ 1 1 ~ s A n s ) ~ b l ; g ( n d  - [ ~ ( h  + h W I 2  

= €(A, 4- &,)At 

Note that the variance is equal to the mean, which, as shown in Chapter 2, 
is characteristic of Poisson processes. 

By making a series of measurements we can thus estimate E(N,) and its 
error. To obtain the mean now, one must know the efficiency of the detector 
L and the background rate h b .  From our model, however, it is clear that 
these two bits of information must be provided independently, for there is 
no way that they can be obtained from a single measurement. If these are 
not already known, then two additional independent experiments must be 
made under the same conditions, or in some cases such as those outlined 
later, a calculation such as a Monte Car10 simulation might be necessary 
to obtain this information. In any case, the final value of A, will contain 
the random errors from these values as well as the error from the first 
experiment as given by the propagation of errors formula in Eq. (1.40). 
Moreover, a systematic error will be incurred, since there will be an uncer- 
tainty over whether identical conditions were actually maintained between 
the different experiments. 

Still another source of uncertainty is in the model itself. For instance, 
the efficiency of the detector is generally a function of radiation type, its 
energy, the total count rate, as well as the specific geometry of the experimen- 
tal setup (see Chapter 5, [4], for example). In our simple model, this was 
assumed to be constant, which in many experiments is adequate. There may 
also be correlations between the source and the background rate such that 
certain background events occur only when the source is in place. In this 
case, a background measurement would not be indicative of the actual 
background present during the real measurement, so that any background 
subtraction would be incorrect. In case of doubt, further experimental checks 
might be in order, therefore, to see if in fact the model actually corresponds 
to the experiment. Alternatively, changes in the experimental design might 
be made to better conform to the model! 
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2. COMMON UNIVARIATE DISTRIBUTIONS 

Laurent Hodges 
Iowa State University, Ames 

2.1 Introduction 

Although in theory there is no limit to the number of possible univariate 
probability distributions, a few distributions occur repeatedly in scientific 
work. In this chapter we will describe seven such distributions. Three of 
these are discrete distributions (the binomial, the Pascal or negative binomial, 
and the Poisson distributions) and four of them are continuous distributions 
(the Gaussian or normal, the lognormal, the exponential, and the Weibull 
distributions). 

2.2 Discrete Probability Mass Functions 

2.2.1 The Binomial Distribution 

The binomial probability mass function is a very common discrete proba- 
bility mass function that has been studied since the 17th century. It applies 
to many experiments in which there are two possible outcomes, such as 
heads-tails in the tossing of a coin or decay-no decay in radioactive decay 
of a nucleus. More generally, it applies whenever the possible outcomes 
can be divided into two groups. 

Formally, the binomial probability mass function applies to a binomial 
experiment, which is an experiment satisfying these conditions: 

The experiment consists of n identical and independent trials, where n is 
chosen in advance. 
Each trial can result in one of two possible outcomes, success (S) or 
failure (F), with the probability p of success being a constant from trial 
to trial. 

An example is the tossing of a fair coin n times, with success defined 
as “heads up”: the experiment consists of n identical tosses, the tosses are 
independent of one another, there are two possible outcomes (heads = 
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success and tails = failure), and the probability of success p = 1/2 is the 
same for every trial. In practice, an experiment with three or more possible 
outcomes can be considered to be a binomial experiment if one focuses on 
one possible outcome, refemng to it as success and all other outcomes as 
failure. For example, in elementary particle physics, in studying the decay 
of a kaon (K particle), which can occur in many different ways, one might 
regard just its decay into two pions as a success. 

The analysis of a binomial experiment is straightforward. If we denote 
success by S and failure by E then the possible outcomes for n trials are 
easily enumerated for small values of n: 

n = 1:ES 

n = 2: FE FS, SE SS 

n = 3:  FFE FFS, FSE FSS, SFE SFS, SSE SSS 

n = 4: FFFE FFFS, FFSE FFSS, FSFE 

FSFS, FSSF: FSSS, SFFE SFFS, SFSE 

SFSS, SSFF: SSFS, SSSE SSSS 

It is readily seen that there will always be exactly 2” possible outcomes. 
Any single outcome consisting of x successes and n - x failures has a 
probability of p’(1 - p)”-”. For example, if an unbiased coin (p = 0.5) is 
tossed n times, the probability of any particular outcome is (OSP(1 - 
0.5)”-A = (0.5)” = 1/2“; in this case all 2” outcomes are equally likely. 

It is often the case that the exact sequence of successes and failures is 
not important to the problem under consideration, but that the number of 
successes and failures is important. Then we group the possible outcomes 
into those with 0 successes, 1 success, 2 successes, . . . , n successes. 
The number of possible outcomes with x successes is just the number of 
combinations of n objects taken x at a time: 

n !  
x ! ( n  - x)!’  

usually denoted 

This may be checked for the previous case n = 4: 

(3 = 1 
(corresponding to the outcome FFFF) 

(corresponding to the outcomes 
FFFS, FFS6  FSFE SFFF) 
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(corresponding to the outcomes 
FFSS, FSFS, FSSF, SFFS, SFSF, SSFF) 

(corresponding to the outcomes 
SSSF, SSFS, SFSS, FSSS) 

(corresponding to the outcome SSSS) 

(3 = 

(3 = 

(3 = 1 

This analysis of the binomial experiment provides us with a succinct 
formula for the binomial probability mass function b(x; n, p) for x successes 
in n trials, with p = the probability of success in each trial; it is 

n! 
x!(n  - x)! 

p’(l - py-” 

0 , 1 , 2 , .  . . , n  

0 for other values of x 

For the case n = 4 this gives 

Figure 1 shows this probability mass function for the case p = 0.5. 
The mean of the binomial probability mass function is E(X)  = np, and 

its variance is V(X)  = np(1 - p) = npq, where q = 1 - p. 
There is no simple expression for the cumulative distribution function 

of the binomial distribution. The probability that the number of successes 
is s x  is denoted B(x; n, p) ,  and it equals 

x 

~ ( x ;  n, p )  = C b(y;  n, p )  for x = 0, 1, 2, . . . , n (2.2) 
Y - 0  
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0.4375 o.,im 
i! 0.3125 

K 0.2500 

f 0.1250 0*1875 

0.0825 

0 1 2 3 4 
Number of aucc.uII (x) 

FIG. 1. The binomial distribution b(x; 4, 0.5). 

Figure 2(a) shows the binomial distributions for p = 0.05, 0.5, and 0.9 
in the case of n = 50 trials; for all three values of p the distribution is 
nonzero at all points, but it is often too small to appear in this figure. Figure 
2(b) shows the cumulative binomial distributions for the same three cases. 
These are easily calculated on a computer. 

Example 2.1: Consider the decimal digits of IT. An unanswered question 
in mathematics is whether the decimal digits of IT = 3.14159 . . . are 
“randomly” distributed according to the results of a binomial experiment. 
Suppose we choose a digit (0, 1, . . . , 9) and count the number of times 
it appears in 100 consecutive significant decimal figures of IT. What would 
we expect if the count were binomially distributed? The probability that 
the digit would occur x times is b(x; 100, 0.1). We would expect this to be 
largest for values of x near np = 10, and this is borne out by the theoretical 
binomial distribution shown by the solid line in Figure 3. What do we 
actually find? If we count the number of times 7 appears in the first 100 
significant figures of IT, then the next 100, and so forth, for 250 “trials,” 
we find the distribution represented by the histogram in Figure 3. The fit 
is excellent. Note that although 10 out of 100 is the most common, occasion- 
ally the count is considerably larger or smaller than 10. Tests carried out 
on billions of digits of IT show excellent agreement with the predictions of 
the binomial distribution; we might expect eventually to find 100 7s in a 
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3 0.20 

3 0.10 
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0.00 

Number of 8uccesses (x) 

(a) 
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= 0.9 I 

40 50 

40 50 
Number of succ~uos (x) 
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FIG. 2. (a) The binomial probability mass function b(x; 50, p )  for p = 0.05, 0.5, 
and 0.9. (b) The binomial cumulative distribution function B(x; 50, p )  for p = 0.05, 
0.5, and 0.9. 

row, though this might entail determining more digits than there are atoms 
in the universe! 

Comments. For large values of n the binomial distribution can some- 
times be approximated by either the discrete Poisson distribution or the 
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Number of auccesaes (x) 

FIG. 3.  Solid curve: the binomial distribution b(x; 100,O. 1).  Histogram: the distribu- 
tion of numbers of 7s in 100-digit groups in the first 25,000 decimal digits of 7~ 

= 3.1415926535 . . . 

continuous normal distribution. These possibilities are discussed in later 
sections dealing with those distributions. 

2.2.2 The Pascal or Negative Binomial Distribution 

The Pascal or negative binomial distribution is the discrete probability 
mass function characterizing a binomiallike experiment (a sequence of 
identical, independent trials, each of which has a probability p of success) 
that continues until a total of r 2 0 successes have been observed. Thus it 
differs from the binomial distribution in that it is not the number of trials 
that is fixed, but the number of successes. 

For example, in the case r = 1 the possible outcomes are S, FS, FFS, 
FFFS, and so forth; if the probability of success is p then these outcomes 
have probabilities p, (1 - p)p, (1 - p)’p, (1 - p)’p, and so forth. In 
the case r = 2, the possible outcomes are SS, FSS, SFS, FFSS, FSFS, 
SFFS, FFFSS, FFSFS, FSFFS, SFFFS, and so forth, with probabilities p2, 

This distribution is usually expressed in terms of the number x of failures 
preceding the rth success; the possible values of x are then the nonnegative 
integers 0, 1, 2, . . . . This corresponds to the rth success occurring on 
the (r + x)th trial. The Pascal or negative binomial probability mass function 
is easily determined by combinatorial arguments to be 

(1  - p)p2, (1 - plp2, (1 - p)’p’, etc. 
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= o  
As an example, in 

for other values of x 

the case x = 2, r = 2 we have 

2, P) = ( ; )PTl  - p)2 = 3p2 ( 1  - p)’ 

(2.3) 

This corresponds to the fact that there are three outcomes consisting of two 
failures and two successes, ending with a success; namely, FFSS, FSFS, 
and SFFS. 

The mean of the Pascal distribution is E ( X )  = r( 1 - p ) / p  and its variance 
is V(X)  = r(l - p)/p’ = E(X)/p.  

As with the binomial probability mass function, there is no simple formula 
for the cumulative distribution function. The probability that the number 
of failures is I x  is 

X 

2 P(y;  r, p )  for x = 0, 1 ,  2,  . . . 
y = O  

The cumulative distribution function equals p‘ for x = 0 and approaches 
1 as x + ao; it typically rises sharply over a relatively narrow range of x. 

Figure 4(a) shows examples of the Pascal distribution for the case 
r = 10 when p = 0.3 and 0.7. Figure 4(b) shows the corresponding 
cumulative distribution functions as well as that for p = 0.5. 

Example 2.2: A study is being carried out in a large metropolitan area 
to compare the winter energy consumption in single-family homes heated 
by natural gas furnaces with those heated electrically. The electric and gas 
utilities have agreed to provide the energy records if the homeowners give 
their consent. It is decided to use a random telephone survey to locate 
homeowners. The telephone company knows that for the exchanges used 
in that city there is a 52% chance that a number called at random will be 
a residence. It is also known that about 70% of the dwelling units are single- 
family homes and that about 60% of these use natural gas furnaces, while 
35% use electric heating. Survey experts predict that about 75% of the 
eligible respondents can be expected to give their approval for the investiga- 
tors to obtain their energy records. For statistical purposes the investigators 
want at least 300 homes in each of the two groups. How many random 
telephone numbers should be selected for calling to have a 95% chance of 
having at least 300 in each group? 
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I 
Numbor d hllum (x) 

(a) 

Number of failures (x) 

(b) 

FIG. 4. (a) The Pascal (negative binomial) distribution P(x; 10, p)  for p = 0.3 and 
0.7. (b) The Pascal (negative binomial) cumulative distribution function for p = 
0.3. 0.5. and 0.7. 

Suppose we assume that the probabilities (of a home being heated by a 
given fuel, of the homeowners agreeing to participate, etc.) are independent 
of one another. From the numbers quoted, the chance that a number called 
will reach a willing homeowner in a single-family home heated with natural 
gas is 0.75 X 0.52 X 0.70 X 0.60 = 0.1638, while the chance that it will 
reach a willing homeowner in an electrically heated single-family home is 
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0.75 X 0.52 X 0.70 X 0.35 = 0.09555. Since the electrically heated homes 
are scarcer, the number of random phone numbers needed will be determined 
by them. On the average, 300/0.09555 = 3140 random phone numbers will 
have to be called to ensure having 300 electrically heated homes. To have a 
95% chance of finding this number of electrically heated homes is equivalent 
to using the negative binomial distribution for r = 300 andp = 0.09555, and 
finding the value of x for which the negative binomial cumulative distribution 
exceeds 0.95. The number of random telephone numbers that must be drawn 
for the survey is then x + r = x + 300, where x is found from 

x 

0.95 = 2 P ( y ;  300, 0.09555) 

A computer calculation shows that x = 3129, so a total of x + 300 = 

3429 randomly selected telephone numbers would be needed. From the 
cumulative probability mass functions shown in Figure 4(b), we would 
guess that replacing 0.95 by a different number would not make a drastic 
difference in the number of phone numbers needed. In fact, computer 
calculations show that to have a 10% chance of finding the 300 electrically 
heated homes would require x = 2621, while to have a 99% chance would 
require x = 3255. 

2.2.3 The Poisson Distribution 

The Poisson distribution is another common discrete distribution that is 
defined as follows. The Poisson probability distribution for x occurrences 
of a phenomenon when the average number of occurrences equals A is 

e - h  A.r 

p(x;  A) = - for x = 0, 1, 2, . . . and some A > 0 
X! (2.5) 

= 0 for other values of x 

The Poisson distribution occurs in several important situations. It is 
the limit of the binomial distribution b(x; n, p) when one lets n + 00 and 
p + 0 in such a way that np remains fixed at the value A > 0. In practice, 
the Poisson distribution is an adequate approximation to the binomial distri- 
bution if n 2 100 and p 5 0.05. 

The Poisson distribution also occurs in a more fundamental context, as 
a distribution associated with a “Poisson process,” which is a process 
satisfying the following conditions: 
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1. The number of occurrences in an interval of time [t, t + At] is independent 
of the number of occurrences in any other interval that does not overlap 
with this interval. 

2. For small Ar, the probability of success in the time interval is approxi- 
mately proportional to At. 

3. If the time interval At is small enough, the probability of more than one 
occurrence in the interval is small compared to At. 

For a Poisson process, the mean number of occurrences in an interval 
At  can thus be expressed as yAt, and Ily is the mean time between occur- 
rences. (See Chapter 3 for more information on the Poisson process.) 

An example of a Poisson process is the decay of radioactive nuclei in a 
sample containing a large number of these nuclei. Over 100 radioactive 
nuclei occur naturally (such as carbon- 14, potassium-40. and uranium-238), 
plus many others are produced in laboratories. It has been observed, to a 
very high degree of accuracy, that every radioactive nucleus has a fixed 
probability of decaying in any particular time interval, and that this probabil- 
ity is independent of how long the nucleus has already been in existence. 
As an example, the probability that a uranium-238 nucleus will decay in 1 
second is 4.87 x 10-I8; for one mole = 6.022 X nuclei of uranium- 
238, the mean number decaying in 1 second is thus 6.022 X X 
4.87 x 10-l8 = 2.93 X lo6 nuclei. 

The Poisson distribution has a particularly simple mean, E ( X )  = A, and 
variance, V ( X )  = A. 

The Poisson cumulative distribution function does not have a simple 
form, though it can be easily calculated using a computer; it is 

for x = 0, 1, 2, . . . , n 
r 

P(X I x )  = C p ( y ;  A) (2.6) 
y = 0 

Figure 5(a) shows the Poisson distributions for two values of A, while 
Figure 5(b) shows the cumulative Poisson distributions for three values 
of A. 

Example 2.3: Next, we consider radioactive decay. One curie (Ci) of a 
radioactive material is defined as the quantity of the material that leads to 
an average of 3.7 X 1 O ' O  decays per second. A more convenient unit in 
many circumstances is 1 picocurie (pCi) = 10-l2 Ci. What are the Poisson 
distributions for the number of decays of a I-pCi sample in 1-sec and 
1-min intervals? 

The rate of decay of 1 pCi is 0.037/sec or 2.22/min. Setting A = 0.037 
and A = 2.22 leads to the Poisson distributions shown in Table I. Note that 
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FIG. 5.  (a) The Poisson probability mass functions for A = 2 and 15. (b) The 
cumulative Poisson distribution functions for A = 2, 10, and 15. 

there would be no decays in most 1-sec intervals, while in 1-min intervals 
the most common result would be two decays. 

Example 2.4 In a certain state with a stable population in which the 
annual number of suicides has averaged 300 per year over the past two 
decades, there are 330 suicides one year. The newspapers report that this 
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TABLE I. The Poisson Probability Mass Function and Cumulative Distribution 
Function for X = 0.037 and X = 2.22, Corresponding to the Radioactive Decays 

per Second and per Minute for a I-pCi Sample of a Radioactive Isotype 

X X = 0.037 X = 2.22 

0 
1 
2 
3 
4 
5 
6 
7 
8 
9 

10 

0.963676 
0.035656 
0.000660 
0.000008 
0.000000 
0.000000 
0.000000 
0.000000 
0.000000 
0.000000 
0.000000 

0.963676 
0.999332 
0.999992 
1.000000 
1 .oooo00 
1 .000000 
1.000000 
1.000000 
I .000000 
1 . m 0 0  
1.000000 

0.108609 
0.241112 
0.267635 
0.198050 
0.10991 8 
0.048803 
0.01 8057 
0.005727 
0.00 1589 
0.000392 
O.oooO87 

0.108609 
0.34972 1 
0.61 7356 
0.8 15405 
0.925323 
0.974 126 
0.992 184 
0.9979 10 
0.999500 
0.999892 
0.999979 

is a 10% increase over the previous year, and a higher number than has 
occurred in the past 20 years, and speculate about the social or economic 
conditions that might be causing such a large increase. But is it so unusual? 
How often would the suicide rate be 330 or more? To answer this question, 
let us make the reasonable assumption that suicide is governed by a Poisson 
process. A computer calculation shows that for X = 300, P(X 5 329) = 
0.954 = I - 0.046. That means that there is a 4.6% probability that, given 
an average rate of 300 suicides per year, the number of suicides in a given 
year is 330 or more. Apparently, the 330 total is not particularly unusual, 
and it would be advisable to watch the suicide rate for a few more years 
rather than speculate on the causes for the increase. 

2.3. Continuous Probability Distributions 

2.3.1 The Normal (Gaussian) and Standard Normal Distributions 

Many probability distributions that occur in science have the shape of 
the familiar bell-shaped curve shown in Figure 6. This is the standard normal 
(or Gaussian) probability distribution: 

1 f(z; 0, 1) = - e-22’2 defined for --OQ < z < 00 (2.7) 

This continuous distribution is most easily recognized as the limiting 
shape of the discrete binomial distribution as the number of trials n + 00, 
as may be seen by comparing Figure 6 with Figure 2(a). 

6 
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0.45 

X 

FIG. 6. The standard normal density functionfix; 0, I).  

The standard normal distribution shown in Figure 6 has mean p. = 0 
and variance uz = 1. However, it can be generalized to the probability 
density function for a normal random variable X with parameters p and u, 
where -00 c p. < 00 and a > 0, which has the form 

The constant in front of the exponential function, known as the normalization 
constant, is chosen to ensure that the integral of f (x; p, a) from - 00 to 
+00 is exactly 1. The mean of the normal distribution is E(X)  = p. and its 
variance is V ( X )  = uz, which is why the two parameters are given the 
symbols p. and u. 

Tables for the normal distribution are given in terms of the standard 
normal random variable Z with mean 0 and variance 1, whose probability 
density function is the standard normal density function given in Eq. (2.7). 
Any normal random variable X can be converted to a standard normal 
random variable by the substitution 

It is then possible to make calculations of functions of, and integrals involv- 
ing, X by making the substitutions 
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X + uZ + p and dX + udZ 
The cumulative distribution function for the standard normal distribution 

is an important function is its own right: 

The cumulative distribution function for the normal distribution with mean 
p and variance u2 is then found (using the previous substitutions) to be 

Since the normal density function is symmetric in x - p., @(O) = 0.5. 
Table I1 shows some important special cases of this cumulative distribu- 

tion function. Approximately 68% of the values in any normal population 
lie within one standard deviation (u) of the mean p, approximately 95% 
lie with two standard deviations of p, and approximately 99.7% lie within 
three standard deviations of p.. 

The term percentile, as in 50th percentiIe or 95th percentile, is often 
used with normal distributions: it denotes the value of the random variable 

TABLE 11. Special Values of the Normal and Standard Normal Cumulative 
Distribution Functions 

- 3 . 0 8 ~  
- 3a 
- 2.580 
- 2.330 
- 2a 
- 1.960 
- 1.64% 
- 1.280 
-a 

0 
+a 
+ 1.280 
+ 1.6450 
+ 1 . 9 6 ~  
+ 2a 
+ 2 . 3 3 ~  
+ 3a 
+ 3.080 

- 3.08 
-3 
- 2.58 
- 2.33 
-2 
- 1.96 
- 1.645 
- 1.28 
- I  

0 
+ I  
+ 1.28 
+ 1.645 
+ 1.96 
+ 2  
+ 2.33 
+ 3  
+ 3.08 

~~ 

0.00 10 
0.00 I3 
0.0050 
0.0 100 
0.0227 
0.0250 
0.0500 
0.1OOo 
0. I587 
0.5000 
0.84 I3 
0.9000 
0.9500 
0.9750 
0.9773 
0.9900 
0.9987 
0.9990 
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such that the cumulative distribution function at that value is 0.50, or 0.95. 
Thus the lOO(1 - a)th percentile, for 0 < cx < 1, is the value zo (or its 
corresponding x,) for which @(zJ = 1 - a. From Table I1 it can be seen 
that the 90th percentile corresponds to z = 1.28 (or x = p + 1.28a), the 
99th percentile to z = 2.33, and so forth. 

Figure 7(a) shows two normal density functions for the same mean 
(F = 0) but different variances (a = 0.8 and 0.4), while Figure 7(b) shows 
the corresponding normal cumulative distribution functions. 

It is often 
convenient to approximate a discrete binomial distribution by a continuous 
normal distribution. Let X be a binomial random variable based on n trials 
with success probability p. Then if the binomial probability histogram is 
not too skewed, X has approximately a normal distribution with p = np 
and u = 6. In particular, where x is a possible value of X ,  the cumulative 
binomial probability distribution is 

Normal Approximation to the Binomial Distribution. 

which is the area under the normal curve to the left of x + 0.5. In practice, 
this approximation is adequate, provided that both np 2 5 and nq 1 5 .  
Figure 8 shows the binomial distribution for n = 20, p = 0.4, q = 1 - 
p = 0.6 to ether with its normal approximation, using F = np = 8 

Normal distributions are often encountered in scientific experiments. 
and a = ?-- npq = 2.19. 

Some examples are the following: 

Repeated physical measurements, such as measurements of the length 
of an object, are usually normally distributed. If there are no systematic 
errors in the measurements, the mean of the measurements ought to be 
the real value of the physical quantity, and the variance is an indicator 
of the precision of the measurement method (the more precise the method, 
the smaller the variance). 
The results of random samples from many large populations, such as 
the heights of adults in the general population, the weights of first- 
grade children, student grades on an exam, and so forth, are normally 
distributed. (The key here is that often such populations have relative 
frequency distributions that are approximately Gaussian.) 
Any binomial distribution that is not too skewed is approximately normal, 
as was previously discussed. 

Example 2.5: A typical example of an experimental distribution that 
closely resembles a normal distribution is shown in Figure 9. The energy 
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0.4 A -  

1 .w- 
0.90- 

-2 -1 0 1 1 

X 

(b) 

FIG. 7. (a) The normal probability density functions for p = 0 and u = 0.4 and 
0.8. (b) The normal cumulative distribution functions for p = 0 and u = 0.4 and 
0.8. 

records for a three-month period were obtained for 368 single-family homes 
in a large metropolitan area, the total energy consumption was determined 
by converting all fuels to the same energy units, and this energy consumption 
was then divided by the number of heating degree-days for the period 
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FIG. 8. Solid curve: normal probability density function for p = 8, 02 = np(1 - 
q )  = 4.8. Histogram: binomial distribution for n = 20, p = 0.4. 

End-Use Hedng Conrumptlon 

FIG. 9. Histogram of end-use heating consumption values (units: loo0 Btddegree- 
day) for 368 homes in central Iowa. 
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covered by the energy records. The resulting quantity, called the end-use 
heating consumption (EHC), has units of Btus (British thermal units) per 
degree-day. It is related to the energy-efficiency of the homes, the homes 
with smaller EHC being the more energy-efficient. 

2.3.2 The Lognormal Distribution 

The normal distribution is very commonly encountered in science. It is 
obvious that if a random variable X is normally distributed, functions of 
that random variable (such as X2, X3, log X, and C X )  will usually not 
be normally distributed. Sometimes it happens that the random variable 
arising most naturally in a scientific situation is not itself normally distrib- 
uted, but some function of it is. For example, it is often found that, while 
the concentrations of an air or water pollutant (such as sulfur dioxide in 
the air or phenol in river water samples) are not normally distributed, their 
logarithms are. 

If the logarithm of a random variable X is normally distributed, then X 
is said to be lognormally distributed. We let ln(x) represent the natural (base 
e = 2.71828 . . .) logarithm of x. The probability density function of this 
lognormally distributed random variable X is 

where and u2 are the mean E(ln (X)) and variance V(ln (X)) of the normally 
distributed random variable ln(X). 

It should be noted that p and u2 are not the mean and variance of 
the lognormally distributed variable X. The variable X will have mean 
E(X) = eb+u2’2 and variance V(X) = e2&+02 * (eu2 - 1). 

The mean of the variable X is called its arithmetic mean. The quantity 
ep is an important quantity, known as the geometric mean of X; the geometric 
mean of X is clearly always less than the arithmetic mean of X. 

The cumulative distribution function of a lognormal random variable can 
be readily expressed in terms of the cumulative distribution function @(z) 
of a standard normal random variable. For x 2 0, the cumulative distribution 
function is 

= 0 f o r x s  0 
(2.12) 
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Figure 10 shows the lognormal and cumulative probability functions for 
the cases (p, a) = ( 1 ,  1 )  and (2, 1) .  Compared to a normal variable, a 
lognormal variable has a greater probability in the right tail: very large 
values of a lognormal variable are much more common than they are for 
a normal variable. 

1. 

4 6 8 1 
X 

(b) 

FIG. 10. (a) Lognormal probability density functions for (p, a) = (1, 1) and (2, 1). 
(b) Lognormal cumulative distribution functions for the same two sets of parameters. 
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Example 2.6: Figure 1 1  (a) shows the distribution of nearly 7000 measure- 
ments of the radon concentrations in the air in the basements of homes 
in Iowa. It is clear from the skewness of the distribution that the radon 
concentrations are not normally distributed. However, Figure 1 1  (b) shows 

Logarithm of radon hot naull 

(b) 

FIG. 1 1 .  (a) Histogram of radon concentrations found in 6926 basements in Iowa. 
(b) Histogram of the logarithms of the same radon concentrations. 
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the distribution of the logarithms of the radon concentrations; this distribu- 
tion does resemble a normal distribution. 

A consequence of the fact that the radon concentrations are approximately 
lognormally distributed is that the geometric mean of the radon concentra- 
tions is a more meaningful distribution summary than the arithmetic mean. 
For example, a single extra-large radon concentration found in one home 
may have a drastic effect on the arithmetic mean, but it will have little 
effect on the geometric mean. 

2.3.3 The Exponential Distribution 

Another commonly encountered continuous probability distribution is 
the exponential distribution. It is defined by the exponential density function 

f ( x ;  A) = Ae-’ for x I 0 

= O  f o r x < O  
(2.13) 

The mean of this distribution is E ( X )  = 1/X and the variance is V ( X )  = 
l/A2. 

The cumulative distribution function for the exponential distribution is 
easy to calculate by direct integration. The probability that the random 
variable has a value 5 x is 

P(X 5 x )  = F(x; A) = 1 - e -k  for x 2 0 
(2.14) 

Figure 12(a) shows two exponential density functions corresponding to 
A = 1 and 2, while Figure 12(b) shows the corresponding cumulative 
distribution functions. 

Some of the most common applications of this distribution involve time 
as the random variable, in which case the random variable is generally 
denoted T instead of X. One such application is to radioactive decay, which 
we first described in connection with the Poisson distribution. When radio- 
active decay was introduced there, we were considering a large number of 
nuclei and interested in the number of decays observed in finite time inter- 
vals, such as 1 sec or 1 min. Now let us look instead at the probability that 
an individual nucleus in existence at time t = 0 will decay during some 
time interval t ,  < t < tZ,  such as during the first second. 

Radioactive decay has been found to be a purely stochastic process, not 
a deterministic process. There is no way to predict exactly when a given 
nucleus will decay. However, there is a certain probability p that the nucleus 
will decay during the first second, so the probability that it survives the 
first second is 1 - p .  If it does survive the first second, then it has exactly 

= 0 f o r x  I 0 
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FIG. 12. (a) Exponential probability density functions for A = 1 and A = 2. (b) 
Exponential cumulative distribution functions for A = 1 and A = 2.  

the same probabilityp of decaying during the next second, so the probability 
of surviving two seconds is ( 1  - p)*. In general, the probability of surviving 
N seconds is ( 1  - P ) ~ .  The survival function that has this form is an 
exponential: S ( t )  = e - h ' .  
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If we focus not on the survival function S( t )  but on the function 
1 - S( t ) ,  the latter has the form 1 - e-A‘. This is the probability that the 
nucleus will have decayed by time f. This function has exactly the form of the 
exponential cumulative distribution function of Eq. (2.14). The exponential 
density function he - thus represents the probability density function for 
the time of decay of the individual nucleus. Note that this function is 
proportional to the survival function S(t)  introduced earlier. 

The parameter A that governs exponential decay is related to the half- 
life of the radioactive material, which is defined as the time by which an 
individual nucleus will have a 50% chance of having decayed. Denoting 
the half-life by f,,*, we must have 

from which it follows that t,,* = - (In 2, - - 0.693/A. 
A 

To the extent that radioactive decay can be regarded as a Poisson process, 
the exponential distribution occurs in another way: in a large sample, with 
many nuclei, the distribution of elapsed time between the occurrence of 
two successive decays is exponential with the same parameter A. Poisson 
processes are discussed further in Chapter 3. 

An important property of the exponential distribution is its “memoryless” 
feature: the shape of the probability density function is the same beginning 
at any value of x, which means the distribution has no “memory” of where 
(or when) it started. Mathematically, this can be expressed by stating that 
the conditional probability 

P(X 2 t + to(x > to) = P(X 2 t )  

This condition leads directly to the exponential distribution, which is thus 
the only distribution with the property of being memoryless. In the case of 
radioactive decay, the memoryless property corresponds to the fact that the 
decay rate (the probability of decay per unit time interval) is independent 
of the age of the nuclei. If the failure rate of a component is modeled by 
an exponential distribution, the memoryless property corresponds to the 
failure being independent of age, i.e., the component shows no wear and 
tear due to its age. Failure rates that do not have the memoryless property 
are discussed in the section on the Weibull distribution. 

Example 2.7: Practically all the naturally occurring atoms of uranium on 
earth are the uranium-235 and uranium-238 isotopes. The uranium-235 
isotope has a half-life of 7.1 X lo8 yr and an abundance of 0.711%, while 
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the uranium-238 isotope has a half-life of 4.51 X lo9 yr and an abundance 
of 99.283%. Both isotopes have been decaying since the earth formed 
approximately 4.6 X lo9 years ago. How much of each isotope originally 
present has decayed, and what were the relative abundances of the two 
isotopes when the earth was young? 

Converting the known half-lives into rate parameters A, we find that 
A = 9.76 X lO-’O/yr foruranium-235 and A = 1.54 X 10-lo/yr for uranium- 
238. The values of e-A‘ for t = 4.6 X lo9 yr are, respectively, 0.0112 and 
0.493. Thus only 1.12% of the original uranium-235 is still present on earth, 
but 49.3% of the original uranium-238. Consequently, while the current 
ratio of uranium-235 to uranium-238 is 0.711 to 99.283, or 1 to 140, 
the ratio when the earth was young must have been 0.711/0.0112 to 
99.283bl.493, or 1 to 3.2. 

2.3.4 The Weibull Distribution 

Sometimes an experiment is characterized by a continuous random vari- 
able whose probability distribution is best fit by a function involving two 
or more parameters, which allows greater freedom in fitting the experimental 
results. A useful distribution of this type is the Weibull distribution, a 
generalization of the exponential distribution that was introduced by Wei- 
bull [I]. 

The Weibull distribution is most easily introduced in terms of its cumula- 
tive distribution function, which has the form 

F(x; p, a) = 1 - e-(x’a)p for x 2 0 

= 0 forx 5 0 
(2.16) 

where the two parameters a and p are positive. This function is easily 
seen to be a generalization of the cumulative distribution function for the 
exponential distribution, which corresponds to the choice of p = 1. 

The probability density function for the Weibull distribution can then be 
obtained as the derivative of F(x; p, a) with respect to x: 

f ( x ;  p, a) = pa-p xp-’ e-(x’a)p for x 2 0 
(2.17) 

= 0 forx I 0  

When p = 1. the Weibull distribution reduces to the exponential distribution 
with the identification of the exponential parameter A with l/a. 

The parameter p is a shape parameter affecting the shape of the distribu- 
tion, while a is a scaling parameter affecting the scale. It is also possible 
to change the location of the Weibull distribution by replacing the variable 
x by x - x,. 
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The mean and variance of the Weibull distribution have complicated 
forms: 

where r(p) = 1- xp-I e-.dx is the gamma function. 

The Weibull distribution is widely used in modeling failure times, because 
a great variety of shapes of probability curves can be generated by different 
choices of the two parameters, p and a. Three examples of Weibull distribu- 
tions are shown in Figure 13. Weibull distributions range from exponential 
distributions to curves resembling the normal distribution. The exponential 
distribution limit corresponds to a “memoryless” failure rate (the failure 
rate of an individual item is independent of its current age), while the other 
Weibull distributions correspond to distributions of failure times that are 
peaked at certain ages and skewed in different fashions. 

In fitting a Weibull distribution to experimental data it is worth noting 
that from the cumulative distribution function F(x; p, a) of Eq. (2.16) we 
can easily derive the relation 

0 

= p ln(x/a) = -p In a + p In x (2.18) 
1 - F(x; p, a) 

In In( 

This gives a straight line when In In[ 1 - F(x; p. a)] - I  is plotted against 
In x, a useful method of determining whether the Weibull distribution is 
appropriate and, if so, determining the parameters p and a from the intercept 
and slope of the straight line. This plot will also identify an exponential 
function by yielding p = 1. 

A special property of the Weibull distribution is that the natural logarithm 
of a Weibull variable has the “smallest extreme value” distribution, dis- 
cussed further in Chapter 7. 

Example 2.8: An example of a distribution well fit by a Weibull distribu- 
tion is plotted in Figure 14. A large number of 3.3-microfarad solid tantalum 
capacitors were operated continuously at high temperature to determine 
their failure rate [2]. It was found that 5% had failed after 4 hr, 10% after 
13 hr, 15% after 26 hr, 20% after 36 hr, 25% after 51 hr, 30% after 75 hr, 
35% after 100 hr, 40% after 111 hr, 45% after 162 hr, and 50% after 174 
hr. Setting x = 4, 13, . . . , 174 and F = 0.05, 0.10, . . . , 0.50 and 
plotting 

In ln[l - F(x; B, a)]-’ versus In x 
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(b) 

FIG. 13. (a) Weibull probability density functions for three sets of parameters: (/3, 
a) = ( I ,  0.2), (1.5,0.15), and (10,0.5). (b) Weibull cumulative distribution functions 
for the same three sets of parameters. 

gives the values plotted in Figure 14. The fact that the plotted values are 
well fit by the straight line (which corresponds to (2,18) with p = 0.70 
and Q = 310) shows that the Weibull distribution is appropriate to model 
the failure rate of these capacitors. 
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FIG. 14. Plot of capacitor failure data [2]. The random variable is hours to failure. 
The straight line corresponds to choosing the Weibull distribution parameters as 
p = 0.70 and a = 310. 
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3. RANDOM PROCESS MODELS 

Christopher C hatfield 
University of Bath, United Kingdom 

3.1 Introduction 

Most physical processes evolve through time according to probabilistic 
laws. As such they are stochastic, rather than deterministic, in that the future 
is only partly determined by past values. Such phenomena are collectively 
called random processes, though some writers prefer the synonym stochastic 
processes. This chapter describes various probability models for two broad 
classes of random process; namely, time series and point processes. 

A time series is a collection of observations made sequentially through 
time. Examples include air temperature measured at regular intervals at a 
particular site, and measurements of brain activity of a particular person 
(an EEG). An example of a time series is shown in Fig. 1. A graph such 
as this, which plots the observations against time, is called a time plot. 
Plotting such a graph is the first and sometimes the most important step in 
a time-series analysis, as it will show up features such as trend (i.e.. a long- 
term drift in the underlying mean), seasonal or cyclic variufion, sudden 
discontinuities and unexpected observations called outliers. For example in 
Fig 1 we see little or no long-term trend but there is a clear seasonal cycle 
(summers are hotter!). There are no obvious discontinuities or outliers in 
this case. It is always worth spending a few minutes looking carefully at 
the time plot. 

Plotting a time series is not as easy as it sounds and many computer- 
drawn plots are of poor quality. Care is needed to choose suitable scales, 
the size of the intercept, and the plotting symbol, as well as to label axes 
carefully and give a clear self-explanatory title. 

A point process consists of a series of events occurring randomly through 
time. Examples include the times of earthquakes and arrival times of radio- 
active particles at a geiger counter. An example of a realization of a point 
process is shown in Fig. 2. Note that the time between successive events 
can sometimes be quite short, giving apparent clustering, even when the 
events are in fact “random.” 
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FIG. 1 .  Average air temperature at Recife, Brazil, in successive months from 1953 
to 1962. 

The two types of process are related but distinct. For a time series, the 
modelling procedure aims to describe the way in which the observed variable 
evolves through time, while for a point process interest centers on the 
placement of the points (or the distances between them) along the time 
axis. 

3.2 Probability Models for Time Series 

A time series may be regarded as an ordered sequence of dependent 
random variables. This sequence of variables will evolve through time 
according to probabilistic laws. This section introduces various classes of 
probability model that can be used to describe time series. For a 
more thorough treatment see, for example, Chatfield [3], Papoulis [ 111, and 
Priestley [ 121. 

3.2.1 General Terminology 

First we introduce some general terminology and some notation. A time 
series is said to be continuous when observations are made continuously 

u w  V V V v v  
n~ n A A ~n 

Time I_) 

FIG. 2. A realization of a point process, where X denotes an event. 
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through time, as for example when temperature is recorded on a continuous 
trace. A time series is said to be discrete when observations are taken at 
discrete times, such as every hour or every day. The intervals are usually 
equally spaced. Note that the term discrete refers to the spacing between 
observations rather than the values of the observations themselves, which 
can be continuous or discrete valued (among other possibilities). Also note 
that a continuous series in the form of a continuous trace is often digitized 
at equal intervals of time so that the analysis is carried out on the discrete- 
time sampled series. 

If a time series is regarded as a sequence of random variables, we denote 
the random variable at time t by X,, if time is discrete (e.g.. t = 0, 1, 
2,  . . .) and by X ( t )  if time is continuous (e.g.. 0 c r c 00). 

Most statistical problems are concerned with estimating the properties 
of a population from a sample. Time-series analysis raises special problems 
because, although it may be possible to make an observed time series longer, 
it is usually impossible to make more than one observation at any given 
time. Thus there is usually only a single realization of the process and a 
single observation on the random variable at time t. [An exception to this 
is the repeated measures problem (Diggle [8], Chapter 5) ,  where a set of 
time series is recorded for a group of “similar” experimental units.] The 
problem of having only a single realization is overcome by regarding the 
observed time series as just one example of the population of time series 
that might have been generated by the same underlying probability model. 
This notional population is called the ensemble. 

One way of trying to describe this ensemble, or the underlying probability 
mechanism, is to specify the joint probability distribution of the random 
variables that make up the time series. In general this involves specifying 
the joint distribution of X ( r , ) ,  X(r,) ,  . . . , X(t,) for any set of times t , ,  
t,, . . . , t,, and any value of n. However, this is generally impractical. 
Instead the first and second moments of the process are specified. These 
will be defined in discrete time, with similar definitions applying in continu- 
ous time. 

Mean. The mean function * ( I )  is defined by 

p(t) = E[X,]  = Expected value of X, (3.1) 

Variance. The variance function a2(t) is defined by 

ayt) = Var[X,] 

= Variance of X, (3.2) 
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Autocovariance. The more general second moment (of which the vari- 
ance function is a special case when t l  = f 2 )  is the autocovariance function 
of X,, and X, that is given by 

C(t , ,  t2) = Covariance ( X I , ,  X,J 
(3.3) 

If the series contains a trend, then p(t) will change through time. The variance 
function is often assumed to be constant, though this is an unreasonable 
assumption when the series exhibits turbulence or appears to get more 
variable as the mean level increases. The interpretation of the autocovariance 
function will become clearer in the next subsection. 

3.2.2 Stationary Processes and the Autocorrelation Function 

An important class of time series are those that are stationary. Put simply, 
a time series is stationary if there is no systematic increase or decrease 
in the mean (i.e., no trend) and no systematic change in variance (no 
turbulence). 

There are two main ways of defining stationarity; namely, strict and 
second-order stafionurify. The latter is easier to understand as well as being 
more useful in practice and so will be given here. A time series is called 
second-order stationary (or weakly stationary) if its first and second mo- 
ments do not change through time. This implies that the mean and variance 
of the process are constant and furthermore that the autocovariance function 
C(f,, t2)  depends only on the value of ( t2  - t i )  = 7 called the lag, and it 
may be written as 

C(7) = Covariance [ X I ,  X I + , ]  (3.4) 

Chapters 4 and 14 introduce a function called the variogrum, which for 
stationary processes is closely related to the autocovariance function by 

Y(7) = C(0) - 

The value of C(7) depends on the units in which X I  is measured. Thus 
it is usually helpful to standardize C(7) to produce a function lying between 
2 1 called the autocorrelation function, which is given by 

(3.5) 

This measures the (auto)correlation between X I  and X,,,. As such it  can 
be shown that it satisfies the “usual” property of correlation; namely, that 
I p(7) 1 c: 1. The sign of p(7) can also be interpreted in the “usual” way. 
For example, a positive autocorrelation at lag 1 implies that if X I  is above 
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its mean, then X,,, will also tend to be above the mean. Short-term posi- 
tive autocorrelation is often observed in practice in that a series of values 
above the mean may be followed by a series of values below the mean, 
and so on. 

Another useful property of p(7) is that it can be shown to be an even 
function of lag, so that p(7) = p( -T). 

One important class of random processes are normal processes, where 
the joint distribution of any set of observations follows a multivariate version 
of the normal distribution called the multivariate normal distribution. Such 
processes are completely characterized by their first and second moments. 
It is also worth noting that a given stochastic process has a unique autocorre- 
lation function, but the reverse is not in general true. It is usually possible 
to find many normal and nonnormal processes with the same p(?), and this 
means that the sample estimate of p(7) (called the sample autocorrelation 
function or the (sample) correlogram) cannot be uniquely interpreted. Even 
for stationary normal processes, a special condition, called the invertibilify 
condition (see Section 3.2.5), is required to ensure that there is a unique 
model for a given ~(7). 

3.2.3 A Purely Random Process or White Noise 

Having established some general terminology, the next seven subsections 
introduce a range of different probability models that are useful in describing 
time series. The most basic type of model is the purely random process 
that is occasionally used for modelling in its own right, but is more often 
used as a “building block” in a more complicated model such as a moving 
average process (see Section 3.2.5). For this reason, it will have its own 
special notation, namely, (Z , ) ,  and this notation will be used throughout to 
denote a purely random process. 

A random process in discrete time is called a purely random process if 
it consists of a sequence of random variables, say, { Z,, Z,, . . . , Z,, . . . }, 
which are mutually independent and which have a common probability 
distribution. The measured noise amplitude on a radio at noon on successive 
days may perhaps follow such a model. As the values of Z are identically 
distributed, it follows that the mean and variance of the process must be 
constant. As the values of Z are independent, it follows that the autocovari- 
ance function must be zero (except at lag zero) so that 

C(k) = Covariance (Z,, Z,+J 
(3.6) 

Variance (2,) k = 0 
= { 0  k = tl, k 2 , .  
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Note that we use k rather than T to denote the lag, when, as here, it is 
integer valued. As the first and second moments do not depend on t ,  the 
process is second-order stationary (and also strictly stationary in this case). 
It follows that the autocorrelation function is given by 

A purely random process is sometimes called white noise, particularly 
by engineers. 

Note that attempts to define a purely random process in continuous time 
are fraught with mathematical difficulty. Priestley [ 121, Section 3.7.1, says 
“no such process exists, except in a highly degenerate sense.” 

3.2.4 Autoregressive Processes 

Very few time series are completely random. Rather the observation in 
a particular time period can be expected to depend on one or more observa- 
tions that immediately precede it. Thus a natural class of models to consider 
are those called autoregressive models, which may be defined as follows. 
A time series [ X , )  is said to be an autoregressive process of order p if an 
observation depends (linearly) on the preceding p observations so that 

x, = a&, + a*x,-2 + . . + a,x,-, + z, (3.7) 

where (Z,) denotes a purely random process with zero mean and variance 
ot, and a,, a2, . . . , a, are constants. This is rather like a multiple regression 
model, except that X ,  is regressed, not on separate explanatory variables, 
but on past values of X I ;  hence, the prefix auto. An autoregressive process 
of order p will be abbreviated as an AR(p) process. 

The first-order model, AR( 1 ), is of particular interest and may be written 
as 

X I  = ax-, + z, (3.8) 

In order to examine the properties of this model, it is helpful to intro- 
duce the backward shijii operator, B, such that BX, = X I - ,  . Then B2Xr = 

B(BX, )  = B X , - ,  = X,-.2. More generally the operator B, shifts the variable 
backj  steps so that Bi = XI-,. Then Eq. (3.8) may be written as 

x ,  = a B X ,  + z, 
or 

( 1  - a B ) X ,  = Z, 

or 
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X, = Z,/(l - aB) 

= ( 1  + a B  + a2B2 + . . .)Z, (3.9) 

= z, + az,_I + Q2z,_2 + . . . 
This result could also be obtained directly from Eq. (3.8) by successive 
substitution. Note that the series on the righthand-side of Eq. (3.9) converges 
only if I a 1 < 1.  From Eq. (3.9) it can be shown that 

E(X,> = 0 

Variance (X,) = a:(1 + a2 + ct4 + . . .) 
= u:/(l - a2) 

again provided that 1 a 1 c 1. In fact it turns out that the process is stationary 
provided that I a I < 1. This result is intuitively sensible in that a value of 
a greater than 1 will tend to give larger and larger values and make the 
series “blow up.” If - 1 < a c 0, the series will tend to oscillate about its 
mean, while if 0 c a c 1, the series will tend to exhibit runs of observa- 
tions on the same side of the mean. If a is exactly equal to 1, then the 
model becomes a random walk-see Section 3.2.7. 

When the AR(1) process is stationary (i.e., I Q 1 < l), it can be shown 
that the autocorrelation function depends only on the lag and has the simple 
form 

(3.10) p(k) = ak k = 0, 1, 2, . . . 

An even function can be defined for all k by 

p(k) = k = 0, + 1 ,  k 2 ,  . . . 
Thus if a = 0.5, for example, the correlation between successive observa- 
tions (where the lag, k, is 1) is also 0.5. For observations two time intervals 
apart (where k is 2), the correlation goes down to 0.5* = 0.25. There will 
be very little correlation between observations that are several lags apart. 

The more general pth-order model in Eq. (3.7) may also be rewritten 
using the backward shift operator as 

X, = (a$ + a2B2 + . . . + a,,B“)X, + Z, 

or 

+(B)X, = 2, (3.11) 

where +(B) = 1 - a ,B  - a2B2 . . . - a@’ is a polynomial in B of order 
p. It can be shown that the process is stationary provided that the roots of 
the equation 
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lie outside the unit circle. Then the autocorrelation function turns out to be 
the sum of exponentially decreasing terms such as that in Eq. (3.10) or a 
mixture of damped sine and cosine waves. Either way the values of p ( k )  
tend to 0 as k increases. Further properties of AR processes can be found 
in many books including the book that popularized such models, Box and 
Jenkins [2 ] .  

As well as being useful for summarizing and modelling the properties 
of a given time series, AR models are also useful for computing linear 
predictors for forecasting future values of a time series. They can also be 
used for estimating the spectrum of a stationary process-see Section 3.3.5. 

3.2.5 Moving Average Processes 

(abbreviated to a MA(q) process) if 
A time series ( X , }  is said to be a moving average process of order q 

x, = 2, + plz,-l + . . . + p J , - ,  (3.13) 

where p,, pz, . . . , p, are constants. At first sight this looks rather like 
an AR process, but the values of (2,) cannot be observed directly and can 
be inferred only from the values of { X , } .  Thus it is generally a more tricky 
class of models to handle. If the (Z,} are regarded as a series of random 
“shocks” to the system, then the value of X, depends on the previous q 
“shocks”. 

It can be shown that an M A  process is always stationary, and the mean, 
variance, and autocorrelation function of Eq. (3.13) are given by 

E(X,) = 0 

Variance (X,) = a: C p’ 
‘I 

i =  I 

where Po is taken to be 1 for mathematical convenience. Note that p ( k )  
“cuts off” at lag 4, which is a special feature of M A  processes (in contrast 
to AR processes for which p(k)  generally decreases exponentially). 

Equation (3.13) may be rewritten using the backward shift operator, 
B, as 
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x, = e(B)z, (3.14) 

where B(B) = 1 + P I  B + . . . + p, B y .  Although no restrictions are 
required on the values of (p i}  to make a MA process stationary, it is usual 
to impose a condition, called the invertibitity condition (e.g., see Chatfield 
[3], p. 34) to ensure that there is a unique MA process for a given autocorrela- 
tion function. This is done by requiring the values of {Pi} to be such that 
the roots of the equation 

8(B)  = 0 (3.15) 

lie outside the unit circle. This also ensures that X, can be expressed as a 
converging linear combination of the past values X I - , ,  X , - 2 ,  . . . . 

Further details about MA processes may be found in many books, includ- 
ing Box and Jenkins [2], but this class of models is not recommended for 
the beginner. 

3.2.6 ARMA Processes 

An even more general class of models may be obtained by combining 
AR and MA processes. A time series ( X I }  is said to be a mixed auto- 
regressive-moving average process of order (p, q) (abbreviated to an ARMA 
( p ,  q) process) if it contains p AR terms and 4 MA terms. Then 

Using the backward shift operator, B, this may be rewritten in the form 
(see Eqs. (3.11) and (3.14)) 

W ) X I  = W)Z, (3.17) 

where +(B) ,  B(B) are polynomials in B of orders p, q, respectively. As for 
an AR process, the values of ( a i }  that make the process stationary must 
be such that the roots of Eq. (3.12) lie outside the unit circle. As for an 
MA process the values of ( P I }  that make the process invertible must be 
such that the roots of Eq. (3.15) lie outside the unit circle. 

It is straightforward in principle, though algebraically rather tedious, to 
calculate the autocorrelation function of a given ARMA process. Like that 
of an AR process, it will typically decay exponentially rather than “cut 
off” as for an MA process. 

The importance of the mixed ARMA class of models arises because 
many time series can be described by such a model with fewer parameters 
than would be needed if a pure AR model were to be fitted. 
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3.2.7 The Random Walk 

In practice, many observed time series are nonstationary. In order to fit 
a stationary model, it is first necessary to remove any nonstationary sources 
of variation. The simplest type of nonstationarity is a long-term drift in the 
mean, which is often fairly small compared with other sources of variation 
and which is often approximately linear with time. Such drift can easily be 
subtracted from a series to give a better approximation to stationary data. 

A completely different type of nonstationarity arises when a series is 
locally smooth but where the local mean seems to go up and down in a 
fairly random way. The simplest type of model for describing such behavior 
is the so-called random walk model, for which 

x, = x,-, + z, (3.18) 

where [ Z , }  again denotes a purely random process. 

including share prices on successive days for which we typically find 
Many observed time series can be approximated by a random walk, 

share price on day r = share price on day ( r  - 1) + “random shock” 

It can readily be shown that a random walk is not stationary (as the 
variance increases through time), but that the first differences of the process, 
namely, 

ox, = x, - x,-, = z, (3.19) 

do form a stationary process. 

3.2.8 Integrated ARMA Processes 

The idea of differencing a time series in order to make it stationary can 
be extended to other classes of model including ARMA processes. If X, in 
Eq. (3.16) is replaced by VX, = (X, - X,-,), then we have what is called 
an integrated ARMA (or ARIMA) model. Such a model is called integrated 
because a stationary ARMA model is fitted to the differenced data, and this 
has to be summed or “integrated” in order to provide a model for the 
original nonstationary data. If a series has to be differenced, not once, but 
d times, and then p AR terms and q MA terms are fitted to the stationary 
differenced series, then the model is called an ARIMA(p, d,  q)  model. Of 
particular interest is the ARIMA (0, 1, 1) model, which has been used to 
model the frequency fluctuations of atomic clocks. It turns out that a well- 
known forecasting method called exponentiul smoothing is optimal for this 
model (e.g., Chatfield [3], Chapter 5). We will not pursue this topic here. 
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3.2.9 State-Space Models 

This class of models was originally developed by control engineers but 
is now finding applications in many areas including statistics. This section 
provides a brief introduction. Further details may be found in Chatfield 131, 
Chapter 10, and (for a viewpoint from control engineering) Anderson and 
Moore [ I ]  and Maybeck [ 101. 

When a scientist tries to measure any sort of signal, it will typically be 
contaminated by noise, so that the actual observation, X,, is given (in words) 
by 

observation = signal + noise (3.20) 

In state-space models the signal is assumed to be a linear combination of 
a set of variables, called sture variables, which constitute what is called the 
sfute vector at time f .  This vector describes the state of the system at time 
f and is sometimes called the stare ofnature. Unfortunately the state vector 
cannot be observed directly, and we have to use the actual observations to 
make inferences about the signal, and hence about the state vector. 

Assume that the state vector, O,, consists of m state variables and so is 
an (m X 1)  vector. Denote the “noise” or “observation error” by n,. Then 
we write Eq. (3.20) as 

X ,  = h70, + n, (3.21) 

where the (m X 1) vector h, is assumed to be a vector of known quantities. 
Although 6, cannot be observed directly, it is often reasonable to assume 

that we know how it changes through time, and this updating equation can 
be represented in the general form 

6,  = G,6,-, + W, (3.22) 

where the (m X m )  matrix, G,, is assumed known and w, denotes a vector 
of m random shocks or deviations. Note that if G, is independent of t, then 
the process becomes a vector-valued AR( 1) model. 

Equations (3.21) and (3.22) together constitute the general form of 
the (univariate) state-space model. Equation (3.2 1) is customarily called 
the observation equation (because it includes the observed variable), while 
Eq. (3.22) is called the transition (or system) equation. The “error” terms 
in the observation and transition equations are generally assumed to be 
uncorrelated with each other and also to be uncorrelated through time. The 
model can readily be generalized to the situation where X, is a vector by 
choosing h, to be a matrix of appropriate size and by making n, a vector 
of appropriate length. 
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This general formulation of a state-space model looks quite complicated 
at first sight so let us look at a simple example. The so-called steady model, 
has a state vector that consists of a single state variable, say p,, which can 
be described as the local level and is assumed to follow a random walk. 
Thus the observation equation is given by 

XI = P, + n, (3.23) 

and the transition equation by 

pr = pr-I + w, (3.24) 

This model involves two “error” terms, n, and w,, which are usually assumed 
to be purely random processes with respective variances cr; and IJ;. One of 
the “error” terms, n,, is the observation error, and the other is the “error” 
in the transition (signal) equation. The ratio of their two variances, namely, 
ayu;, is often called the signal-to-noise ratio. Comparing with Eqs. (3.21) 
and (3.22) we see that 8, is just a scalar and equals p,. while h, and GI are 
also scalars taking the constant value of unity. The steady model may be 
a reasonable approximation for data showing no long-term trend and no 
seasonality, but some short-term correlation. 

The steady model only depends on one state variable. Another important, 
slightly more general, model is the linear growth model, which depends on 
two state variables, the local level p, and the local trend p,. This model is 
specified by three equations: 

XI = p, + n, (3.25) 

which is the observation equation, and 

Fr = pi- )  + PI-1 + ~ 1 . 1  (3.26) 

P I  = P,-l + W2.r (3.27) 

which are the two transition equations. We see that the local level, p,, 
changes at each time interval by the value of the local trend, P,, while the 
local trend in turn also changes through time as a random walk. Comparing 
with Eqs. (3.21) and (3.22), we see that Of = (k1, p,), while hr = (1, 0) 
and 

are both constant through time. Of course, if w l , ,  and wZ., have zero variance, 
then the trend is constant and we have what is called a global linear trend 
model. However modem writers often prefer the extra flexibility allowed 
in letting the trend evolve through time. Although the trend may be approxi- 
mately linear over short time spans, it can evolve in a highly nonlinear way 
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over longer time spans. Thus the linear growth model is an example of 
what is called a local linear trend model. 

Many other models can also be put into state-space form, including 
models for trend and seasonality, ARMA models, regression models, and 
the dynamic linear models of Bayesian forecasting (West and Hamson [ 171). 

Often the prime objective is to estimate the signal in the presence of noise. 
In other words we want to estimate the state vector, Or, given observations on 
the measured variable, X, up to time t. A general method of doing this is 
provided by a recursive numerical procedure called the Kalman filrel: This 
provides optimal estimates of the current state of a dynamic system as well 
as expressions for the variances of these estimates. Indeed one advantage 
of expressing a model in state-space form is that the Kalman filter can then 
be implemented. However, we do not have space to describe it here-see, 
for example, Chatfield [3], Section 10.2. 

3.2.10 Harmonic Models 

Short-term correlation effects are usually best described by the autocon-e- 
lation function and by fitting some form of ARIMA or state-space model. 
Such models are sometimes called time-domain models. However, physical 
scientists are often more interested in periodic variation such as can be 
described by sinusoidal-type functions. Such models, sometimes called 
frequency-domain models, are introduced in Section 3.3. 

3.2.1 1 Bivariate Processes 

Thus far we have been concerned with modelling a single time series. 
This section considers the case where we have observations on two time 
series, say, X ,  and Y,, and are interested in the relationship, if any, between 
them. 

We assume for simplicity that both time series are stationary (or have 
already been made stationary by differencing or some other trend-removal 
technique). In the univariate case, we started by defining the autocorrela- 
tion function. Here we start by defining the cross-covariance and cross- 
correlation functions. The cross-covariance function of a (discrete-time) 
bivariate stationary process { X,, Y , } ,  may be defined by 

C,(k) = Covariance (X,, Y,,,) (3.28) 

This function differs from the autocovariance function in that it is generally 
not an even function of lag. The size of the cross-covariance depends on 
the units in which X ,  and Y, are measured. Thus it is often useful to standard- 
ize the cross-covariance function to produce a function called the cross- 
correlation function, p,,(k), which is given by 
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(3.29) 

where u,~, uy are the standard deviations of X and respectively. This 
function measures the correlation between X, and Y,+k and has the proper- 
ties that 

(a) p.ry (k) = pvr ( - k )  note the reversal of subscripts 

Whereas autocorrelations are always 1 at lag zero, note that this is 
generally not true for p,,(O). The latter can take any value in the range 
( - 1, 1) and is 0 for two uncorrelated processes. 

Models for bivariate processes fall into two classes. In one class, the 
two processes “arise on an equal footing,” as for example when seismic 
signals are recorded at two different sites. Here the observation on each 
variable could involve lagged values of both variables as well as a “random 
shock” term. One example could be 

x, = ..,XI-, + ply,- ,  + ZI, 

where a,. p,, a, are constants and Z,,, Zz., are independent purely random 
processes. 

The second class of models are those where the two series are causally 
related, so that one series, say, X,, is regarded as the input to a (usually 
linear) system and the other series is regarded as the output. Then a typical 
model would be 

m 

Y, = C hJ1-k + noise (3.30) 
k = O  

where the set of weights (h,] constitute what is called the impulse response 
function of the system. The Fourier transform of the latter function, called 
the frequency response function or transfer function of the system, is an 
alternative and complementary way of describing a linear system in the 
frequency domain. The ident$cation of linear systems is a major topic in 
control engineering, and we do not have space to discuss it here (see 
Chatfield [3], Section 9.4. The problem is relatively straightforward when 
data are collected in what is called an open-loop system (where the output 
has no effect on the input), but much more difficult when some form of 
feedback control is being applied so that the data arise from what is called 
a closed-loop system. 
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3.2.12 Model Building 

This chapter is primarily about probability models, and we do not have 
space to discuss detailed procedures for fitting such models to data. However, 
a few general comments on model building can usefully be made. In addition 
some references will be given. 

The three main stages of model building (see Box and Jenkins [2], Section 
1.3; Chatfield (31, Sections 4.8 and 5.2.4) are 

I .  Formulating (or specifying) an appropriate type of model, 
2. Estimating the parameters of that model, 
3. Checking that the model really does give a good fit to the data. 

Textbooks often concentrate on estimation. This is unfortunate because 
model formulation is often much the harder problem. If one knows for 
example that the data may be described by an AR(1) process, then many 
packages are available to fit such a model. The real problem lies in knowing 
that an AR(1) model is the right one to fit in the first place. 

Model formulation is helped by getting background knowledge, looking 
at a time plot of the data (is there a trend? cyclic variation? and so on) and 
looking at various statistics such as the sample autocorrelation function or 
sample correlograrn. The latter is usually defined by 

r, = sample autocorrelation coefficient at lag k 
(3.31) 

N - k  N 

= c (x, - X)(x,+, - X)/C (x ,  - 3 2  

I =  I t =  I 

where the observed series is donated by x,, x2, . . . , xw The quantity r, 
provides an estimate of p(k) for a stationary series (the original data may 
need to be detrended). The experienced analyst can use the correlogram, 
along with other sample statistics (such as the partiul uutocorrelutionfunc- 
tion), to identify a suitable model (e.g., Chatfield [3], Chapter 4). For 
example, if the sample correlogram decays exponentially as in Eq. (3.10). 
then an AR( 1) model is indicated. However model formulation is not easy, 
and the choice of model is often not clear-cut. 

After fitting a model, various diagnostic checks including a residual 
analysis (e.g., Chatfield [3], Section 4.7) can check whether the correct 
model has been fitted. If the checks cast doubt on the model, then the 
analyst should go back and try alternative models until one is found that 
is consistent with all aspects of the data. Thus there may be several cycles 
of model fitting as the model is modified in response to diagnostic checks 
or to additional data. This emphasizes that model building is an iterative, 
interactive procedure. 
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For bivariate data, ((x,, y,); i = I ,  2,  . . . , N ) ,  model identification 
depends partly on the bivariate analogue of Eq. (3.31); namely, 

rr,(k) = 

Z N - A  (x, - X)(y,+k - Y)/s,s, k = 0,  I ,  . . . , N - 1 (3 .32 )  {$ - 
, = l - k  (X, - X)((Y,+k - .Y)/sJ, k = -1,  -2 ,  . . . , - ( N  - 1) 

where s,, s, are the respective standard deviations of the x and y series. 
This is called the sample cross-correlation funcrion. Unfortunately this 
sample function is even harder to interpret than the (univariate) sample 
correlogram and may in particular show apparent cross-correlations that are 
actually induced by trends within each series. 

3.3 Spectral Properties of Random Processes 

The autocorrelation function is one way of describing a stationary random 
process. An analysis based on this function and on models such as AR 
models is sometimes called an analysis in the time domain. An alternative 
complementary function for describing a stationary random process is pro- 
vided by the so-called spectral density function. In brief this function is the 
Fourier transform of the autocorrelation function so that the two functions 
are mathematically equivalent. What they do is to present the same informa- 
tion in completely different ways, and an analysis based on the spectral 
density function is called an analysis in the frequency domain or spectral 
analysis. Spectral analysis, with its emphasis on identifying periodic behav- 
ior, is often more important to the physical scientist than the estimation of 
short-term correlation effects using time-domain models such as ARMA 
models. The basic aim is to decompose the variance of the process into 
components ascribable to different frequencies. This section provides a brief 
introduction to spectral ideas (see also Chatfield [3], Chapters 6 and 8, and 
Priestley [ 121). 

First we clarify the idea offrequency. A time series that consists of a 
single sinusoidal curve may be written 

x, = R cos + e) (3 .33)  

where w is called thefrequency of the sinusoidal variation, R is called the 
amplitude, and 0 is called the phase. Here the frequency, w, is measured in 
radians per unit time (where TT radians = 180') and is sometimes called 
the angular frequency. An alternative form of frequency, namely, f = 
W / ~ T T ,  represents the number of cycles per unit time and is often easier to 
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interpret from a physical point of view. The period of a sinusoidal cycle, 
called the wavelength, is equal to 2 d w  or 16 

3.3.1 The Spectrum 

More generally the variation in a time series may be caused by variation 
at a range of different frequencies, and a function called the power spectral 
density function or power spectrum may be defined for stationary random 
processes. This function describes how the variance of the process is attrib- 
uted to different frequencies. If strictly deterministic sinusoidal components 
are excluded and the autocovariances come down to zero quickly enough, 
then it turns out that the power spectrum is the Fourier transform of the 
autocovariance function, C(k); namely, 

(3.34) f ( w )  = power spectrum at frequency w 
m 

k =  - m  

CC 

(3.35) 

= [C(O) + 2 C C(k) cos(wk)llIT 
k =  I 

for 0 c w c IT. Note the upper limit, IT, for the allowed range of frequencies. 
This upper limit, sometimes called the Nyquist frequency, arises because 
observations taken at unit intervals of time give no direct information 
about variation at frequencies higher than 112 cycle per unit time, which 
corresponds to an (angular) frequency of w = IT (radians per unit time). 
Rather any variation in the series at a frequency higher than the Nyquist 
frequency will be aliased (or confused with or cannot be distinguished 
from) a corresponding frequency below the Nyquist frequency. Details will 
not be given here. 

Also note the lower limit of the allowed range of frequencies is zero 
frequency. Some writers prefer an alternative definition of the power spec- 
trum that gives an even function of frequency defined over the range 
( - IT, IT). The introduction of negative frequencies has some mathematical 
advantages but some readers may find the idea of a negative frequency 
rather unappealing from a practical point of view. Negative frequencies are 
just a mathematical convenience. Note that Chapter 1 1  uses the notation 
Scf) to denote the (power) spectral density function, with frequency measured 
in cycles per unit time and with negative frequencies allowed. Thus the 
allowed range forfis ( -  1/2, + 112) rather than ( - - IT,  IT). 

The power spectrum defined previously may be interpreted in the follow- 
ing way. The area underneath the curve between two particular frequencies 
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represents the contribution to the variance of the time series due to sinusoidal 
components with frequencies in the given range. In particular it can be 
shown that the overall variance of the series is equal to the total area under 
the curve, so that 

(3.36) 

This is just a particular case of the inverse Fourier transform of Eq. (3.34); 
namely, 

C(k) = I" cos(wk)f(o)dw 
0 

when k = 0. We do not have space to give full mathematical justification 
for these formulae or show in detail how to deal with series containing 
deterministic sinusoidal components-see Section 3.3.3 and Chatfield [3], 
Chapter 6. 

Statisticians sometimes prefer to work with a dimensionless version of 
the spectrum, called the normalized spectrum, which is equal to the power 
spectrum divided by the variance of the process. The area underneath this 
curve between two particular frequencies will then represent the proportion 
of variance accounted for by frequencies in the given range. More formally, 
we have 

p ( w )  = normalized spectrum at frequency w 

= f(w)/C(O) (3.37) 
m 

= [ I  + 2 c p ( k )  cos(wk)h 
k =  1 

using Eq. (3.35). Thus?(@) is the Fourier transform of the autocorrelation 
function. 

3.3.2 The Shape of the Spectrum 

The shape of the spectrum of a particular random process is a useful 
guide to its properties. If the spectrum is "large" at low frequencies but 
"small" at high frequencies, then the variance of the process is concentrated 
at low frequencies indicating a smooth process that varies rather slowly 
about its mean. Such a spectrum is called a low-frequency spectrum. In 
contrast a spectrum that is relatively large at high frequencies is called a 
high-frequency spectrum, and this indicates a process that tends to oscillate 
rather quickly about its mean. These remarks can be illustrated by the AR( 1) 
process 
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x, = ax,-, + z, (3.38) 

for which the autocorrelation function is given by Eq. (3.10). Using Eq. 
(3.37) we find, after some algebra, that the normalized spectrum is given 
by 

j y w )  = l/IT(l - a*)(1 - 201 cosw + 012) (3.39) 

The shape of this spectrum depends on the value of a. If a is negative, 
then it is clear from Eq. (3.38) that values of X, will tend to alternate in 
sign. This means they tend to oscillate at high frequency. As expected, we 
then find that Eq. (3.39) gives a high-frequency spectrum (i.e., f*(w) is 
relatively large at high frequencies). In contrast, if a is positive, then power 
will be concentrated at low frequencies, as might intuitively be expected 
from Eq. (3.38). 

The spectra of other random processes can also be worked out using 
Eqs. (3.35) or (3.37) or perhaps by some other means. For example the 
normalized spectrum of the MA(1) process 

x, = z, + pz,-, (3.40) 

can be shown to be 

f ( w )  = (1 + 2p cosw + p2)/Tr(l + p2) (3.41) 

This gives a low-frequency spectrum when p > 0, and a high-frequency 
spectrum when p c 0, as may be intuitively expected from Eq. (3.40). 

The spectrum of a purely random process is also of interest. Using Eqs. 
(3.6) and (3.34). it can easily be shown that the spectrum will be constant 
in the range (0, IT). This indicates, as might be expected, that variation is 
not caused by components at any particular frequency, but rather that all 
frequencies contribute equally in some sense. 

3.3.3 Deterministic Periodic Variation 

The spectral density function can be used to describe a stationary process 
having no deterministic components. However, there are many series where 
it is known that a deterministic component does exist. For example, tempera- 
ture has a 24-hour cycle through the day. An important class of models 
may be obtained from Eq. (3.33) by adding a noise term so that 

x, = R cos(wt + e) + Z, (3.42) 

This equation defines a stationary process when 8 is regarded as a random 
variable uniformly distributed over the interval [ - IT, + IT]. However, 8 will 
be fixed for a single realization and so this is something of a mathematical 
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“fiddle.” If Z, is a purely random process or white noise, then the spectrum 
of X, consists of two parts. The first part due to 2, is a constant function 
over the frequency range (0, IT), while the second part due to the deterministic 
sinusoidal component consists of an infinite “spike” at frequency w .  It 
turns out that the spectral density function is not defined at frequency w 
and that one has to work with a function called the integrated spectrum, 
or spectral distribution function, F(o) .  This is actually a more fundamental 
function than the power spectrum as it always exists for a stationary process 
and may be defined as the contribution to the variance of the process 
accounted for by frequencies in the range (0, 0). When the power spectrum 
f (w)  exists, the integrated spectrum is the integral of f ( o )  up to a given 
frequency (or converselyf(w) is the derivative of F(w)).  For the model in 
Eq. (3.42), it can be shown that F(w) has a discrete jump at frequency w 
that is proportional to the square of the amplitude of the deterministic 
component, namely, R2. Because of this discontinuity, the integrated spec- 
trum cannot be differentiated at the particular frequency w and that is why 
the power spectrum does not exist there. 

The model described by Eq. (3.42) can be further generalized by allowing 
Z, to be colored noise, rather than white noise (i.e., to be some stationary 
process that is not necessarily a sequence of uncorrelated random variables) 
or by adding further deterministic sinusoidal terms at different specified 
frequencies, say w, ,  w2, . . . . 

The detection of deterministic components is very important for determin- 
ing long-term behavior. It can be difficult when, as is usually the case, such 
variation is mixed up with nondeterministic variation that will be present 
over a continuous range of frequencies. Thus the detection of deterministic 
components is an important aspect of spectral analysis and various tests 
exist for detecting deterministic spectral peaks-see Chapter 12. 

3.3.4 The Cross Spectrum 

For a stationary bivariate process, it is possible to define what is called 
the cross spectrum of the process as the Fourier transform of the cross- 
covariance function (or of the cross-correlation function for the normalized 
cross spectrum). More formally, we have 

fr,.(w) = [ 5 C,,(/c) e - ‘d  /.rr 
k =  -m  I (3.43) 

over the range 0 c w < IT. (The sum converges provided that C,,(k) damp 
down to zero quickly enough). Unlike the (auto) spectrum, which is a real- 
valued function, the cross spectrum is generally a complex-valued function 
and is therefore much harder to understand and assess. One possibility is 
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to look at the real and complex parts of the cross spectrum separately 
(they are called the cospectrum and quadrature spectrum, respectively). An 
alternative possibility is to look at the amplitude and phase of the cross 
spectrum. Further details are given in Chapter 11. 

3.3.5 Spectral Analysis 

The estimation of spectra and cross spectra, called spectral analysis, 
raises many interesting statistical problems that will be discussed later in 
Chapters 10 and 11-see also Chatfield [3] ,  Chapters 7 and 8, and Priestley 
[12]. Data must first be made stationary by some sort of filtering or pre- 
processing particularly to remove trend. The (univariate) spectrum and the 
cross spectrum are then essentially estimated by taking a weighted Fourier 
transform of the corresponding sample correlation function, namely, r, or 
r.r,v(k), respectively, or by smoothing, over neighboring frequencies, the 
squared modulus of the raw Fourier transform of the data (univariate or 
bivariate as appropriate) in an appropriate way. The raw squared modulus 
is usually called the periodogram. The computational calculations can be 
made more efficient by utilizing an algorithm called thefast Fourier trans- 
form or FFT. 

An alternative parametric approach to spectral analysis is also possible 
using autoregressive (AR) models. This is called autoregressive spectrum 
estimation. An AR model of sufficiently high order is fitted to the data, 
and the estimated value of p ,  the order of the process, and the estimated 
values of the parameters a,, . . . , a,, of Eq. (3.7) are inserted into the 
expression for the spectrum of an AR process-see Chatfield [3], page 
198. This approach is parametric (whereas the usual Fourier approach is 
nonparametric) and has the advantage that it produces an AR linear predictor 
as a byproduct at the same time. 

3.4 Point Process Models 

The idea of a point process was briefly introduced in Section 3.1. It 
consists of a series of events occurring randomly through time, such as 
machine failures, accidents, and earthquakes. More generally we would like 
to have a range of models to describe different mechanisms for the placement 
of points or events along the time axis. The events are often called arrivals 
orfailures, depending on the context. It turns out-see Chapter "that the 
models can also be applied to the placement of points in some region of 
space, usually one or two dimensional, but for convenience we refer to 
placement through time throughout. 
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Observed data from a point process could, for example, consist of the 
sequence of dates of earthquakes in a particular region, the arrival times of 
customers joining a queue, and (a spatial example) the positions of a particu- 
lar type of plant in a field. This section is concerned primarily with probabi- 
listic aspects of point processes, rather than with statistical aspects, and the 
reader is referred, for example, to Cox and Lewis [6] for guidance on the 
latter topic. 

There are many possible features of interest in a point process, with the 
emphasis depending on the particular application. Sometimes the main 
interest lies in estimating the overall mean rate of occurrence of events, 
while in other applications we may be more interested in seeing if there is 
a trend in the event rate. Alternatively we may be interested in seeing if 
events are in some sense “random” or perhaps come in clusters or tend to 
recur at periodic intervals (see Chapter 12) or whatever. 

There is a wide range of functions for describing different properties of 
point processes, and this can be rather bewildering for the new reader, 
especially when the notation also varies considerably between different 
applications. For example in reliability problems, the “events” are typically 
breakdowns or failures of some kind and interest may center on evaluating 
the probability that a system will function properly for a specified time. In 
queueing theory the “events” are typically the arrival times of customers 
joining a queue, and interest may center on the probability distribution of 
the queue length. For simplicity we will refer throughout to “events” or 
“failures,” but the reader should bear in mind that the results apply more 
generally. 

3.4.1 Some Definitions 

This section introduces a variety of functions for describing point pro- 
cesses as well as the notation that will be used. 

There are broadly speaking two different ways of looking at a point 
process. The first approach concentrates on the number of events occurring 
in afixed rime interval, while the second approach concentrates on the time 
intervals between events. The two approaches are equivalent and comple- 
mentary for processes in time (though the time-interval approach does not 
generalize so well to spatial data) and there is a fundamental duality between 
the two random variables. For example if the number of events in a particular 
time interval of length T is 0, then the time interval between events that 
includes this interval must be at least of length T.  In reliability, typical 
questions for the two approaches could be “How many failures are likely 
to occur in the warranty period?” or, for the second approach, “How long 
will it be until the first failure occurs?” Of course, we may sometimes be 
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interested in answering both sorts of question, which is why a mathematical 
description in terms of “numbers of events” is complementary to a descrip- 
tion in terms of “length of time intervals.” 

We assume throughout that events cannot occur simultaneously. We also 
assume that time is continuous, although many results can be adapted to 
the discrete-time case, as for example when a system is inspected once an 
hour rather than continuously. 

We begin by looking at the distribution of the number of events in a 
fixed time interval. Let N(r)  denote the number of events in the interval 
(0, t ] ,  where the square bracket indicates that the upper end-point, t, is 
included in the interval, whereas the round bracket indicates that the lower 
end-point 0 is not included. Clearly N(r) is a discrete random variable as 
it takes nonnegative integer values. It is an increasing step function through 
time, with steps of unit size provided there are no simultaneous arrivals. 

More generally, let N ( t , ,  t2) denote the number of events that occur in 
( t l ,  t2] .  Clearly N ( t , ,  t2) = N ( f Z )  - N ( t , ) .  A point process may formally be 
specified by the joint distributions of collections of random variables of the 
form N ( t , ,  rz), where t ,  and f2  lie in a specified range. A point process is 
said to be stationary or homogeneous if translating the whole process through 
time by a constant amount has no effect on these joint distributions. In 
particular this would imply that the distribution of N(t, r + k) does not 
depend on t. 

The expected value of N(t) ,  sometimes called the renewal function, may 
be of particular interest and is defined by 

(3.44) 

Like N(t) ,  M ( t )  is a nondecreasing function but will generally be continuous 
rather than a step function. If it is a nicely behaved function whose derivative 
exists, then the arrival (or  failure) rate of the process is defined by this 
derivative (with respect to time); namely, 

M ( t )  = Expected value of [N( t ) ]  

P(t) = M’O) (3.45) 

If simultaneous events cannot occur, it can be shown that p(z) is equal 
to another function, sometimes called the intensity function of the process, 
which is defined by 

Prob [ I  event in (t. t + At)] 
At 

h(t) = lim 
At-0 

(3.46) 

The intensity function is unfortunately sometimes confused with the hazard 
function (see Eq. (3.50)), which relates to the distribution of the time between 
events rather than to the occurrence of events in a fixed time interval. The 
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two functions are generally not the same, although they do happen to be 
identical for the Poisson process (see Section 3.4.2). Note that p ( t )  and 
A(t) are both constant for stationary (or homogeneous) processes; that is 
p ( t )  = p, and A(r) = A, say. 

We now turn our attention to the alternative way of looking at a point 
process; namely, quantities related to the distribution of time between events. 
Suppose we start to observe the process at time 0, and let Y,, Yz ,  . . . , 
denote successive event times, so that Y, = (time at which the rth event 
occurs). Let XI denote the time until the first event and X,. denote the time 
between the (r - I)th and rth events. ThusX, = Y,. X, = (Y2 - Y,), . . . , 
X, = (Y, - Y,- ,), . . . . Whereas the number of events, N ( t ) ,  is a discrete 
random variable, it is clear that {X;] and { Y , }  are in general continuous 
random variables. 

For a stationary process it may be possible to assume that the time to 
the first event, XI, has the same distribution as the subsequent (X;}. This 
is true if the time origin is chosen to be at an event, in which case XI will 
also represent a time between events. It is also the case for the Poisson 
process (see Section 3.4.2), where it can be shown that the history of the 
process is irrelevant so that it does not matter if there is an event at the 
time origin or not. However, it is also worth stressing that the properties 
of some processes are quite different if one starts from an arbitrary time 
point rather than from an arbitrary event. 

There are various equivalent ways of describing the distribution of rime 
between events, say, X, for a stationary process. Here, X is a nonnegative 
random variable that is generally continuous and hence may be described 
by its cumulative distribution function (c.d.f.), F(x) ,  defined by 

F(x) = R o b  (X 5 x )  (3.47) 

or equivalently by its probability density function (p.d.f.), f(x), defined by 

(3.48) 

For some purposes it is more convenient to describe the distribution of 
X in terms of the survivor or reliability function, R(x),  defined by 

R(x) = Prob(X > x) 

= 1 - F(x) 
(3.49) 

or by the hazard function defined by 
w = f(ww (3.50) 

In reliability work, this function is also known as the age-specific failure 
rate or the conditional failure rate, but it should not be called just thefadlure 
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rate as this term can be mixed up with the process failure rate defined in 
Eq. (3.45).  

The hazard function may not be easy to understand at first. It is best 
explained in terms of failure times, where it can be shown that h(x)Ax is 
the probability that an event (or failure) will occur in the interval from x 
to x + Ax given that the failure time is at least as large as x.  Conditional 
probabilities of this kind are often more meaningful than unconditional 
probabilities. For example the proportion of automobiles that are scrapped 
between the ages of 15 and 16 years, say, may be found from the p.d.f., 
f ( x ) ,  of the time-to-failure (scrapping) distribution and will be small because 
few automobiles survive to the age of 15 years. However, if you have a 15 
year-old automobile, there is a much higher probability that it will fail in 
the coming year, and as the current owner you will be interested in only 
probabilities conditional on having reached this age. In fact a scrapped 
automobile is an example of a nonrepairable system. While it is possible 
to represent such a system as a very simple point process, in which there 
is a maximum of just one event, this is not generally helpful and such 
systems are generally studied by looking at lifetime distributions (e.g., 
Thompson [ 141). Point process theory is usually applied in reliability prob- 
lems only to repairable systems or to systems where a failed component is 
immediately replaced by an identical new component. Of course, in most 
applications outside reliability (e.g., times between earthquakes), the crucial 
distinction between repairable and nonrepairable systems is not relevant 
and there is no difficulty about the meaning of an inter-event time. 

As well as the distribution of inter-event times, we may also wish 
to examine the distribution of the time until the rth event occurs; namely, 
Y, = xr=, X,. Other related quantities are the backward recurrence time, 
defined as the length of time measured backwards from time t to the most 
recent event before t ,  and the forward recurrence time defined in an analo- 
gous way. 

As an example of how we can relate statements concerning the numbers 
of events in a fixed time interval to times between events, we note that the 
number of events in (0, r ] ,  N ( t ) ,  is equal to r if and only if Y ,  c t c Y r + , .  
Thus probability statements can readily be found linking the two (dual) 
approaches. For example, Prob [ N ( t )  2 r ]  = Prob [Y ,  I t ] .  (If this is not 
obvious, think about it!). 

3.4.2 The Poisson Process 

A relatively simple type of point process, and arguably the most important, 
is one in which events occur completely “at random” in a sense now to 
be defined. In fact a Poisson process may be defined in at least three 
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mutually equivalent ways, as follows. Let A denote the average number of 
events per unit time. Note that it is assumed to be constant. The first 
specification defines the process in terms of the count variables, N(t), and 
so is sometimes called the counting specification. 

Definition 1: A series of events form a Poisson process of rate A over 
the range (0, T) i f ( i )  for any (tl, tJ, such that 0 c t, c t2 c T, N(tl, t2) is 
a Poisson random variable with mean A(t, - t2); (ii) the numbers of events 
in disjoint intervals are mutually independent. 

It follows immediately from this definition that N(0, t )  is a Poisson 

The second specification is called the interval specifcation, as it depends 
random variable with mean At; hence, the name of the process. 

on the intervals between events. 

Definition 2: A series of events form a Poisson process ifthe time to the 
first event, X , ,  and the the times between subsequent events, X2, X,, . . . , 
are independent exponential random variables with mean 1/A. 

The third specification, sometimes called the intensity specijkation, is 
perhaps the most fundamental and involves explicit probability statements. 

Definition 3: A series of events form a Poisson process if there exists a 
constant A such that, for all t > 0, (i) Prob “(t, t + At) = I] = AAt + 
o(At); (ii) Prob ”(t, t + At) = 21 = o(At); so that (iii) Prob “(t, t + 
At) = 01 = I - XAt + o(At). Moreovel; all these probability statements 
do not depend on what has happened before time t so that Prob [N(t, t + 
At) = I I history of event times up to time t] = Prob “(t, t + At) = I ]  
and the process is said to be memoryless. 

In this third definition, o(At) is the usual mathematical notation for terms 
that go to zero faster than At itself, and we see from (ii) that the chance of 
simultaneous events is negligible. 

The three definitions may be hard to take in at first and need a bit of 
thought. We will not demonstrate that they are equivalent. The reader is 
referred to any textbook on stochastic process (e.g., Cox and Miller [7]). 
The interrelationships between the three specifications is a recurring theme 
in the study of a Poisson process. While the first definition is perhaps the 
easiest to understand, the second one is more useful for constructing a 
realization of the process, and the third specification is often the easiest 
one to derive results from. We will also state several additional results 
without proof. 
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1. The Poisson process is clearly stationary and is sometimes called the 
homogeneous Poisson process to distinguish it from more complicated 
variants of the Poisson process, some of which will be briefly introduced. 

2. It makes no difference to any properties of the Poisson process if there 
is assumed to be an event at time 0 or not as the process has no memory. 
(The memoryless property of the process means that it is an example 
of a general class of processes called Markov processes). Thus X ,  may 
be the time to the first event from an arbitrary origin or from an arbitrary 
event. It follows that the forward recurrence time has the same distribution 
as the time between events; namely, exponential with mean 1/A. 

3. The average number of events per unit time, A, is equal to various other 
quantities describing the properties of a Poisson process, including the 
arrival rate of the process (see Eq. 3.43, the intensity function of the 
process (see Eq. 3.46), and the hazard function of the distribution of 
interevent times. Indeed the parameter A is known by many descriptions 
including event rate, rate, and intensity. 

4. It can be shown that the time until the rth event, Y,, has a gamma 
distribution with parameters OL = r and A in the usual notation (see 
Eq. 3.51). The mean value of Y,  is r/A. 

The basic (homogeneous) Poisson process just introduced can be general- 
ized and extended in various ways. These include 

1. the Poisson process in space, which may be one, two, or three dimen- 

2. the time-dependent or nonhomogeneous Poisson process where the rate 

3. the combination or superposition of several independent Poisson proc- 

4. a Poisson process in which multiple events at the same time are allowed. 

We briefly consider the first two of these possibilities. Further details about 
3 and 4 may be found for example in Thompson [15], Chapter 7, and Cox 
and Isham [ 5 ] ,  page 49, respectively. 

A Poisson process in space may be developed in a straightforward way 
by varying the assumptions of the basic Poisson process in an appropriate 
way. Consider two-dimensional space as an example. Let N(AS) denote the 
number of events in an arbitrary small area of size AS. Then Definition 3 
for example may be varied by requiring that Prob “(AS) = 11 = AAS + 
o(AS). Then the number of events in any given area can be shown to have 
a Poisson distribution whose mean is equal to that area multiplied by A. 
Further details and extensions may be found for example in Cox and Isham 
[ 5 ] ,  Chapter 6, as well as in Chapter 4. 

sional; 

parameter A(t) varies through time; 

esses; 
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A nonhomogeneous or (inhomogeneous) Poisson process may be devel- 
oped by allowing the rate parameter or intensity function, A( t ) ,  to vary 
through time. The process is then nonstationary or time dependent, but the 
adjective nonhomogeneous is generally used instead. For the homogeneous 
process, the expected value of N ( t )  is given by M ( t )  = At. In the nonhomoge- 
neous case, this is no longer true. Instead we find that N(t )  still has a Poisson 
distribution but with mean M ( t )  = J$ A(u)du. We do not have space to 
develop the properties of this interesting class of processes here, and the 
reader is referred, for example, to Cox and Miller [7], Section 4.2, and 
Thompson [ 141, Section 4, as well as to Chapter 4, which introduces inhomo- 
geneous Poisson processes, the Cox process, and the Neyman-Scott process 
among others in a spatial context. 

3.4.3 Renewal Processes 

A completely different way of generalizing the Poisson process is to 
consider a series of events where the times between events, (X, ), are indepen- 
dent but have some distribution other than the exponential. Such a process 
is called a renewal process. This description arises from their application 
to the failure and replacement of components such as light bulbs. 

Although the definition of a renewal process looks like a variant of 
Definition 2 of the Poisson process, the numbers of events will now generally 
not be Poisson and the other two definitions of the Poisson process will 
not apply. If there is an event at time 0, so that XI is also a time between 
events, then the process is called an ordinary renewal process. Because the 
{ X,) are independent, then every time an event occurs, it is as if the process 
starts all over again from the beginning. If there is not necessarily an event 
at time 0, so that XI  may have a different distribution to subsequent {X,),  
then we have what is called a modified renewal process. Further details 
may be found in many references including Cox and Isham [ 5 ] ,  Cox and 
Miller [7], Section 9.2, and Thompson [15], Chapter 5 ,  though it is still 
hard to beat the classic work of Cox [4]. 

The simplest special case of a renewal process is the Poisson process 
itself, for which the (X,)  have an exponential distribution. More generally, 
we can allow the { X , )  to come from some other family such as the gurnma 
distribution, for which the probability density function is given, for x > 0, 
by 

(3.51) 

where r denotes the gamma function and a and A are nonnegative parame- 
ters. It can be shown that the distribution has mean a/A. When the parameter 
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CY is an integer, this distribution is sometimes called the special Erlangian 
distribution. 

An alternative possibility is to allow the ( X i )  to follow a distribution 
called the Weibull (or extreme-value) distribution-see Chapter 2 and Cox 
[4]-for which the survivor function is given, for x > 0, by 

R(x) = exp{ -(hrp) (3.52) 

We may often be interested in finding the distribution of the time to the 
rth event, Y,  = X, + . . . + X,. If the values of X are exponential with 
mean 1/A, then it can be shown that Y, is gamma with parameters a = r 
and A. If instead the values of X are gamma with parameters a and A, then 
it can be shown that Y, will also be gamma with parameters ra and A. More 
generally, if each X i  has mean p, and variance u2, then it can be shown that 
Y, will be asymptotically normally distributed with mean rp, and variance 
ru2. The exact distribution can be investigated if desired by using moment 
generating functions or Laplace transforms-see Cox [4], Chapter 1. 

Let us now turn attention to the number of events in (0, f]; namely, N(t) .  
Its distribution is related to that of Y, as noted at the end of Section 3.4.1, 
and a variety of results are available about N ( f ) ,  about the expected value 
of N(t ) ,  namely, M(t ) ,  the renewal function (Eq. 3.44), and about the deriva- 
tive of M ( f )  with respect to time, which is often called the renewal density 
in the context of renewal processes. Lack of space prevents us giving more 
details, and the reader is referred to the references given previously. 

3.5 Further Reading 

An introduction to time-series analysis is given by many authors including 
Chatfield [3], Kendall and Ord [9]. and Wei [ 161. A more advanced treatment 
is given by Priestley [ 121. 

An introduction to point processes is given by Thompson [ 151 and also 
in various general texts on stochastic processes such as Cox and Miller [7]. 
More advanced treatments are given by Cox and Isham [5] and Snyder [ 13 J 
The early book by Cox and Lewis [6] is still a valuable source regarding 
methods of statistical analysis for point processes. Additional references 
on both probabilistic and statistical aspects are given by Thompson [ 151, 
page 113. 

More details on a variety of spatial processes are given in Chapter 4. 
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4. MODELS FOR SPATIAL PROCESSES 

Noel Cressie 
Department of Statistics, Iowa State University, Ames 

4.1 Introduction 

Much of the statistical inference currently taught to scientists and 
engineers has its roots in the methods advocated by Fisher [ l ]  in the 
1920s and 1930s, which were developed for agricultural and genetic 
experiments. Statistics and its applications have grown enormously in 
recent years, although at times it has been difficult for the new develop- 
ments to fit into Fisher’s framework, namely, blocking, randomization, 
and replication within a well designed experiment. Contrast data from 
an agricultural field trial with the time series of Wolf’s sunspot numbers, 
which are often used exogenously in models of global climate. In the 
most extreme case, there is just one experimental unit and hence no 
real replication; here the term observational study is used to describe 
the investigation. (On occasions, it may be possible to obtain replication 
when the observational study is one of several like studies that are 
available, but those occasions are rare.) 

With one of the underpinnings of the classical framework missing, it 
may seem that statistical methods would have little to say about an observa- 
tional study. However, statistics is a vital, evolving discipline that is highly 
adaptive to new scientific and engineering problems. At the very least, 
statistical design (and analysis) forces one to think about important factors, 
use of a control, sources of variability, and statistical models; it reveals new 
structure and so prompts conjectures about that structure; and it is a medium 
for productive multidisciplinary communication. It may even be possible 
to substitute observational studies in the field with well-designed experi- 
ments in the laboratory. Indeed, in the computer laboratory, large simulation 
experiments have been a very effective statistical tool. 

Spatial statistics is a relatively new development within statistics; ironi- 
cally, Fisher was well aware of potential complications from the spatial 
component in agricultural experiments. In [2] he wrote: “After choosing 
the area we usually have no guidance beyond the widely verifiable fact that 
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patches in close proximity are commonly more alike, as judged by the yield 
of crops, than those which are far apart.” Fisher went to great lengths 
to neutralize the effect of spatial correlation by randomizing treatment 
assignments. (Just as important, randomization also controls for bias in the 
way treatments are assigned.) In 1938, Fairfield Smith [3] wrote an article 
showing empirically that as the plot size increased, the variance of the 
average yield decreased but that beyond a particular plot size, the decrease 
was negligible. However, this is impossible if the data are uncorrelated, so 
that Fairfield Smith’s study indirectly recognized the presence of spatial 
correlation. Statistical models for such phenomena did not begin to appear 
until Whittle’s article in the 1950s [4]. 

The most general model considered in this chapter is spatio-temporal, 
which is written as 

( Z ( s ;  r )  : s E D(t), r E T )  (4.1) 

where s and r index the location and time of the random observation Z 
(which could be real-valued, a random vector, or even a random set). 
The model (4.1) achieves a great deal of generality by allowing index sets 
(D(r) : r E T} and T to be possibly random sets themselves; see Section 
4.4. A particular case of (4.1) is the purely sparial model: 

{Z(s) : s E D ]  (4.2) 

where D is an index set (possibly random) in the Euclidean space Md; 
typically d = 2 or 3. For example, Figure 1 shows a predicted surface 
( Z ( s )  : s E D ]  (in pounds of wheat per rectangular plot, where a plot is 
1/500 acre) of (4.2) over a 1-acre rectangular region, based on data in [ 5 ] .  

In the last 30 years, a number of texts and monographs on models for 
spatial processes have appeared. Preparation of this chapter has benefited 
from material in Matern [6 ] ,  Bartlett [7], Journel and Huijbregts [8], Cliff 
and Ord [9], Ripley [ 101, and Upton and Fingleton [ 1 I ] .  Nevertheless, the 
approach taken is a personal one and draws considerably from my recent 
book (Cressie [12]), where complete references can be found to all the 
topics covered in this chapter. 

In the three sections that follow, D will take different forms. Section 4.2 
deals with geostatistical models where D is a continuous region; Section 
4.3 deals with lattice models where D is a finite or countable set of sites; 
and Section 4.4 deals with point process models where D is a random set 
made up of random events. These three cases cover the majority of spatial 
statistical models, although the sections do not go into very much detail on 
statistical inference for the models presented. A full discussion of these 
issues can be found in Cressie [12], along with applications to real data. 
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FIG. 1 .  A predicted surface of wheat yields (in pounds per 1/500 acre) over a 
I-acre rectangular region. (Copyright 0 1991. Reprinted by permission of John 
Wiley & Sons, Inc.) 

Finally, in Section 4.5, a discussion of further developments in spatial 
modeling is given. 

4.2 Geostatistical Models 

The prefix geo in geostatistics originally implied statistics pertaining to 
the earth (see Matheron [ 131). However, more recently, geostatistics has 
been used in a variety of disciplines ranging from agriculture to zoology. 
(Within meteorology, a virtually identical theory called objective analysis 
was developed by Gandin [ 141.) Its flexibility, in being able to incorporate 
the known action of physical, chemical, and biological processes along with 
uncertainty represented by spatial heterogeneity, makes it an attractive tool. 

Geostatistics is mostly concerned with spatial prediction, but there are 
other important areas, such as model selection, effect of aggregation, and 
spatial sampling design, that offer fruitful open problems. More details can 
be found in Part I of Cressie [ 121. The emphasis in this section will be on 
a spatial-prediction method known as kriging. Matheron [ 131 coined the 
term in honor of D. G. Krige, a South African mining engineer (see [15] 
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for an account of the origins of kriging). Chapter 13 should be consulted 
for applications of kriging. 

4.2.1 The Variogram 

First, a measure of the (second-order) spatial dependence exhibited by 
spatial data is presented. A model-based function known as the variogram 
will be defined; its estimate provides such a measure. Physicists are used 
to dealing with the power spectrum and the mathematically equivalent 
autocovariance function. It is demonstrated here that the class of processes 
with a variogram contains the class of processes with an autocovariance 
function and that optimal linear prediction can be carried out on a wider 
class of processes than the one traditionally used in statistics. 

Let { Z ( s )  : s E D c Sd} be a real-valued stochastic process defined on 
a domain D of the d-dimensional space W, and suppose that differences 
of variables lagged h-apart vary in away that depends only on h. Specifically, 
suppose 

var[Z(s + h) - Z(s ) ]  = 2y(h), for all s, s + h E D (4.3) 

The quantity 2y(*), which is a function of only the difSerence between the 
spatial locations s and s + h, is called the variogram (or sometimes the 
structure function). The variogram must satisfy the conditional-negative- 
semidefiniteness condition, c,",, x,"=, a,or,2y(s, - s,) 5 0, for any finite 
number of spatial locations ( s ,  : i = 1, . . . , k), and real numbers {or, : 
1, . . . , k )  satisfying x:=, a, = 0. This condition is extremely important 
because it guarantees that all model-based variances are nonnegative (e.g., 
1121, sec. 2.5.2). Thus, one must be very careful to choose such valid 
variogram models. When 2y(h) can be written as 2y0(ll h [I), for h = 

(h , ,  . . . , h<,)' E W', and 11 h 11 = (h: + . . . + the variogram is said 
to be isotropic; otherwise it is said to be anisotropic, in which case the 
process Z is also referred to as anisotropic. Figure 2 shows a commonly 
used isotropic (semi)variogram model. Note the discontinuity at the origin 
(notated as co in the models that follow), which is important in capturing 
micro-scale spatial variation. 

Variogram models that depend on only a few parameters 8 can be used 
as summaries of the spatial dependence and as an important component of 
optimal linear prediction (kriging). Three basic isotropic models, given here 
in terms of the semivariogram (half the variogram), are as follows. The 
lineur model (valid in )7id, d 2 1) 
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FIG. 2. Semivariogram model f’ plotted as a function of the lag distance. Shown 
is the spherical model. (Copyright 0 1991. Reprinted by permission of John Wiley & 
Sons, Inc.) 

where 8 = (c,,, b,)’, c,, 2 0, b, 2 0. The spherical model (valid in % I ,  %*, 
and 3’) 

h = O  1 
h II /aT) - $11 h II I d 3  0 -= II h I1 5 a, 

where 8 = (cO, c,, uJ ’ ,  c,, 2 0, c, 2 0, a,  2 0. This is the model shown in 
Figure 2. The exponenrial model (valid in %“, d 2 1) 

h = O  
h # 0 + c,[l - exp( - (1 h (1 /ae)] 

where 8 = (c,,, c,, aJ’, c,, 2 0, c, 2 0, a, 2 0. 
A semivariogram model that exhibits negative correlations caused by 

periodicity of the process is the wave (or hole-eflect) model (valid in % I ,  

MZ, and 91’): 

where 8 = (cO, c,* a,,)’, c0 2 0, c,. 2 0, a,. 2 0. 
A further condition that a variogram model must satisfy is 
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In fact, the power semivariogram model, 

where 8 = (co, b,,, A)', co Z 0, b,, 2 0, 0 5 A < 2, is a valid semivariogram 
model in %d,  d 2 1. 

When the process 2 is anistropic, the variogram is no longer purely a 
function of distance between two spatial locations. Anisotropies are caused 
by the underlying physical process evolving differentially in space. Some- 
times the anisotropy can be corrected by an invertible linear transformation 
of the lag vector h. That is, 

2y(h) = 2y0(ll Ah /I), h E %" 

where A is a d X d matrix and 2y" is a function of only one variable. The 
preceding paragraphs demonstrate that variogram models are very flexible. 
In the paragraphs that follow, it will be seen that they are even more general 
than autocovariance models. 

Replacing (4.3) with the stronger assumption, 

cov[Z(s + h), Z(s)J = C(h), for all s, s + h E D (4.4) 

and specifying the mean function to be constant; i.e., 

E[Z(s ) ]  = p, for all s E D (4.5) 

defines the class of seconcl-order (or wide-sense) stationary processes in 
D, with auto covariance function C(*).  Time series analysts often assume 
(4.4) and work with the autocorrelation function p(.) = C(*)/C(O). 

Conditions (4.3) and (4.5) define the class of intrinsically stationary 
processes, which is now shown to contain the class of second-order stationary 
processes. Assuming only the existence of the autocovariance function given 
by (4.4), 

y(h) = C(0) - C(h) (4.6) 

That is, the semivariogram given by (4.3) exists and is related very simply 
to the covariance function, which establishes the containment we set out 
to prove. An example of a process for which 2yC) exists but C(-) does 
not is a one-dimensional standard Wiener process (W(r )  : t 2 0 ) .  Here, 
2y(h) = (hl (where --03 < h c m) but cov(W(t), W(u))  = min(t, u ) ,  which 
is not a function of ( t  - ul; an analogous result is true in Md. Thus, the 
class of intrinsically stationary processes strictly contains the class of second- 
order stationary processes. 
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Now consider estimation of the variogram from data [ Z(s,) : i = 1, . . . , 
n ] .  Suppose these are observations on an intrinsically stationary process 
(i.e., a process that satisfies (4.3) and (4.5)), taken at the n spatial loca- 
tions (s, : i = l ,  . . . , n ) . Because of assumption (4.5), var[Z (s + h) - 
Z(s)] = E[Z(s  + h) - Z(s)I2. Hence, a natural (method-of-moments) estima- 
tor of the variogram 2y(h) is 

2.jl(h) C [Z(S , )  - z(~,)]~/IN(h)l, h E Rd (4.7) 
N(h) 

where the average in (4.7) is taken over N(h) = { (s,, s,) : s, - s, = h},  
and (N(h)( is the number of distinct elements in N(h).  For irregularly spaced 
data, N(h) is usually modified to ((s,, s,) : s, - s, E T(h)}, where T(h) is 
a tolerance region in :Bd surrounding h. Other estimators, more robust than 
(4.7), are discussed in [12], sec. 2.4. Parametric models 2yC; 9) can be fit 
to the estimator (4.7) by various means; as a compromise between efficiency 
and simplicity, one could minimize the weighted sum of squares, 

with respect to variogram model parameters 9. The sequence h( l ) ,  . . . , 
h(K) denotes the “lags” at which an estimator (4.7) was obtained, which 
are less than half the maximum possible 1 )  h 1 1  and satisfy JN[h(k)]I 2 30; 
k = 1, . . . , K (e.g., [8], p. 194, eq. 111.42). Minimizing the weighted 
sum of squares usually performs well and never does poorly against other 
more complicated competitors; for more details, see [ 121, sec. 2.6. 

4.2.2 Kriging 

For the purposes of this section, assume that the variogram is known; 
in practice, variogram parameters are estimated from the spatial data Z = 
[Z( s , ) ,  . . . , Z(s,)]’ observed at known locations [ s,, . . . , s,,}. Suppose 
it is desired to predict Z(so) at some unsampled spatial location so using a 
linear function of the data: 

(4.8) 

It is sensible to look for coefficients {hi : i = 1, . . . , n )  for which (4.8) 
is uniformly unbiased (e.g., see (4.9)) and that minimize the mean-squared 
prediction error E[Z(s,) - &s,>)I2. More generally, one could try to minimize 
E(L[Z(s,), p ( Z ) ] )  with respect to predictor p ( Z ) ,  where L is a given loss 
function. For example, the loss function, 
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allows overprediction to incur a different loss than underprediction. Min- 
imizing mean-squared prediction error results from using 

which is the squared-error loss function. In all that is to follow, squared- 
error loss is used. 

Assuming a constant mean (4.5), the uniform unhiasedness condition 
imposed on the predictor (4.8) becomes E[&s,,)] = p = E[Z(s, ,)] ,  for all 
p, E M. This is equivalent to 

I ,  

CA,= 1 (4.9) 
I =  I 

If the process is second-order stationary (i.e., (4.4) and (4.5) hold) and (4.9) 
is assumed, 

,=I  ;=I 

If the weaker assumption is made that the process is intrinsically stationary 
(i.e., (4.3) and (4.5) hold) and (4.9) is assumed, 

(4.11) 

Using differential calculus and the method of Lagrange multipliers, optimal 
coefficients X = ( A l ,  . . . , A,#)’ can be found that minimize (4.11) subject 
to (4.9). Define y = [y(sl - so), . . . , y(s,, - so)]’, 1 = (1,  . . . , l)’, 
and the n x n matrix r to be the symmetric matrix with (i,j)th element 
y(si - sj), which is assumed to be invertible. Then the optimal coefficients 
are given by 
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(4.12) 

and the minimized value of (4.11) (sometimes called the kriging variance) 
is 

(4.13) 

The kriging predictor given by (4.8) and (4.12) is appropriate if the 
process Z contains no measurement error. If measurement error is present, 
then a “noiseless version” of Z should be predicted; see [12], sec. 3.2.1. 

Thus far, kriging has been derived under the assumption (4.5) of a constant 
mean. More realistically, assume 

Z(s )  = ~ ( s )  + 6(s) ,  s E D (4.14) 

where E[Z(s) ]  = p(s), for s E D, and S(.) is a zero-mean, intrinsically 
stationary stochastic process with var[S(s + h) - 6(s ) ]  = var [Z( s  + h) 
- Z(s)] = 2y(h), h E 91“. In (4.14), the “large-scale variation” F(‘) and 
the “small-scale variation” 6(.) are modeled as deterministic and stochastic 
processes, respectively, but with no unique way of identifying either of them. 
What is one person’s mean structure could be another person’s correlation 
structure. Often this problem is resolved by relying on scientific or habitual 
reasons for determining the mean structure. 

Suppose p(s) = z;=(, x,(s)P,, a linear combination of known variables 
that could include trend-surface terms or other explanatory variables thought 
to influence the behavior of the large-scale variation. Thus, assume the 
model 

Z ( S )  = x ( s ) ’ ~  + 6(s), s E D (4.15) 

where = (Po, . . . , Pp)’ are unknown parameters and a(-) is intrinsically 
stationary (i.e., satisfies (4.3) and (4.5)) with zero mean. Although the 
model has changed, the problem of predicting Z(s,) using an unbiased linear 
predictor (4.8) is still of interest. The uniform unbiasedness condition is 
now equivalent to the condition 

A’X = xb (4.16) 

where &, E [xo(so), . . . , x,,(s,)]‘ and X is an n X (p + 1) matrix whose 
(i,j)th element is x,- l (s i ) .  Then, provided (4.9) is implied by (4.16), minimiz- 
ing the mean-squared prediction error subject to (4.16) yields the universal 
kriging predictor 
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Zu(s0) = ALZ (4.17) 

where 

A” = r - y y  + x(x’r-Ix)-yx,)  - x‘r-ly)l (4.18) 

and the (universal) kriging variance is 

u:(so) = yr-ly - (x‘r-ly - x,))yx’r-l X I - 1  ( x v y  - xn) (4.19) 

Another way to write the equations (4.16) and (4.17) is 

a/(so)  = v;y + vsxo (4.20) 

where v, (an n X 1 vector) and v7 (a (p + I )  X 1 vector) solve 

rv,  + xvz = z 
X’V, = 0 

(4.2 1 ) 

Equations (4.20) and (4.2 1 ) are known as the duul-kriging equations, 
since the predictor is now expressed as a linear combination of the elements 
of (y’, x’”). Interestingly, these are also the equations used for thin-plure 
spline smoothing, where the basis function (or variogram) used to define 
r and y is prespecified (see [12], sec. 3.4.5). Kriging has the advantage 
that in practice the data are used first to estimate the basis function, so 
adapting to the quality and quantity of spatial dependence in the data. 
Furthermore, kriging produces a mean-squared prediction error, given by 
(4.19), that quantifies the degree of uncertainty in the predictor. Cressie 
[ 121, sec. 5.9, presents these two methods of spatial prediction along with 
12 others. obtained from both stochastic and nonstochastic considerations. 

4.2.3 Change of Support 

The support of Z ( B )  = (1/1B1) ss Z(u)du is simply B,  the region over 
which Z is averaged. The concept is an extremely important one in modeling 
a physical process; one could think of IBI as the spatial resolution at which 
the phenomenon is being studied, although data often come as 2 = 

[Z( s , ) ,  . . . , Z(s,,)]’, at point support. Kriging adapts very easily to accom- 
modate the change from predicting Z(s,) with point support so to predicting 
Z(B)  with block support B. For example, in (4.12) and (4.13), y is modified 
to y ( B )  = [(l/IBI) J, y(s, - u)du, . . . , (l/lBl) JB y(s,, - u)du]’ and, in 
(4.13), o:(B) has the extra term - ( l / lBl*)  Is J, y(u - v)dudv. 

Suppose now that we wish to predict g [ Z ( B ) ] ,  where g is a nonlinear 
function. Then the quantity of greatest interest is the conditional distribution 
Pr[Z(B) 5 zlZ], because any optimal predictor is a function of it. Both 
disjunctive kriging and indicator kriging attempt to estimate this quantity 
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based on bivariate distributional properties of the (possibly transformed) 
process; see [ 121, sec. 5.2. However, these and other methods have their 
drawbacks and so optimal prediction of g [ Z ( B ) ]  remains an open problem. 

4.3 Lattice Models 

This section is concerned with the situation where the index set D of 
the spatial process (4.2) is a countable collection of spatial sites at which 
data are observed. The set D of such sites is called a latrice. For example, 
the Ising model in statistical mechanics (see, e.g., [ 161) is defined for binary 
data on a two-dimensional lattice of sites: 

It is used as a model for ferromagnetism; each site is thought of as possessing 
a spin, which may be either an “up” spin or a “down” spin. 

The set of sites is supplemented with neighborhood information that 
define (conditional) dependencies between sites. When the sites are located 
on a regular grid, the resulting regular lattice has neighborhoods that are 
often defined as adjoining sites or sets of adjoining sites. For example, in 
the Ising model, we could define the neighborhood of site (u, v )  to be 
( ( u ,  v + 1). (u. v - I ) ,  ( u  + 1, v ) .  (u  - 1, v)). By contrast, irregular 
lattices have neighborhoods that are often (but do not have to be) defined 
by Euclidean distances to nearby sites. For example, s, and s, are neighbors 
if I( s, - s, 11 I r. The formal definition of neighborhood, in terms of the 
conditional dependence structure, is given by (4.25) later. 

4.3.1 Markov Random Fields 

For temporal data, Markov models have been a popular way of introducing 
statistical dependence. Such models assume that the “present,” conditioned 
on the “past,” in fact depends only on the “immediate past.” A well-known 
example is the random walk process. 

For spatial data, an analogous notion can be formulated. As in Section 
4.2, the data are 

z = [Z(S , ) ,  . . . 7 Z(S,Jl’ 

located at known sites 

{s,, . . . 7 s,J (4.23) 

(In fact, it is not necessary to know exactly the locations (4.23). but simply 
which sites are neighbors of each other.) Assume that the data are jointly 
distributed according to 
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Pr[z(s,>, . . . Z(s,)l (4.24) 

from which the conditional probabilities, Pr[Z(s,)]{Z(s,) : j f i ) ] ;  i = I ,  
. . . , n, can be calculated. 

The neighborhood N ,  of the ith site is defined to be the collection of all 
other sites s, ( j  # i )  such that, 

Pr[Z(s,) I {Z(s,> : j # ill = Prlz(s,>l{z(s,) : j E NJI; 
(4.25) 

In words, (4.25) says that the ith site, conditioned on all other sites, in fact 
depends only on its neighboring values { Z(s,) : j E N , )  . In this sense, (4.25) 
is the spatial analog of the temporal Markov property. 

When the right-hand sides of (4.25) define (4.24), the stochastic process 
Z is called a Markov random field. A very attractive feature of working 
with a Markov random field is that modeling can be carried out at the focal 
level by specifying the neighbors, 

{ N , : i  = 1 , .  . . , n }  

i =  1 , .  . . , n  

(4.26) 

and the conditional probabilities, 

{Pr[Z(s,)l(Z(s,) : j  E N , } ]  : i = 1, . . . , n} (4.27) 

site by site. However, such specifications have to be made consistently so 
that at a global level the joint measure (4.24) is well defined. In addition, 
parameter estimation by maximum likelihood (see Chapter 8) requires an 
expression for (4.24) in terms of (4.27), since parameters are specified at 
the local level but estimated from the joint distribution (i.e., the likelihood). 

Much of the material presented in this section follows closely the notation 
and development of Besag [ 171, sec. 3, and can also be found in [12], Part 
11. Define 5 = { z  : Pr(z) > 0} and 5, = {z (s , )  : Pr[z(s,)] > 0);  i = I ,  . . . , 
n. The positivity condition is said to be satisfied if 5 = 5 ,  X . . . X C,,, 
which says that if each of z(s,) individually has positive probability, then 
jointly they have positive probability. In all that follows, this condition will 
be assumed to hold. 

Recall from (4.25) the definition of neighbor and neighborhood. Then a 
clique is defined to be a set of sites that consists either of a single site or 
of sites that are all neighbors of each other. 

Without loss of generality, assume that z(s , )  = 0 can occur at each site; 
i.e., assume 0 E 5. Define 

Q(z) = log {Pr(z)/Pr(O)}; z E 5 (4.28) 

and call Q(.) the negpotentialfunction. The important part of (4.28) to note 
is that it  involves a ratio of probabilities; nothing is special about choosing 
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the event 0 in the denominator except that, because Q(0) = 0, it makes 
some of the subsequent expressions shorter. Hence, 

PrW = exp <Q<z>>/C expIQ(y)l; z E 5 (4.29) 

(Note that, for continuous data, the summation in the denominator of (4.29) 
is replaced with integration.) 

Let O(sJ denote the event “Z(s,)  = 0,” and write zi = [z(sI), . . . , 
z(si- ,), 0, z(si+ ,), . . . , z(sJ)’. Then, from [17], Q<.) can be expanded 
uniquely on 5 as 

YE L 

+ . . . + z(s,)z(s,) . . . (4.30) 

z(s,JG,, I ,  [Z(SI), Z ( S A  . . . , z(s,)l; E 5 

From the joint probability function Pr(z); z E 4, conditional probabilities 
can be calculated. Furthermore, and most important, the summands in (4.30) 
can be expressed in terms of conditional probabilities. For example, 

z(s,)G,[z(s,)l = log[Pr(z(s,)l{O(s,) : j f i})/Pr(O(s,)l{O(s,) : j f i } ) ]  (4.3 1 )  

and 

z(s,)z(s,)G,,[z(s,), z(s,)l = 

From similar considerations, expressions for three-way and higher-way 
interaction G-functions can also be derived. 

The derivation of the expression (4.32) involves an arbitrary choice of 
the ith site or the jth site to be featured in the (conditional) probability 
statement. Because either could have been chosen, it is clear that the condi- 
tional-probability consistency conditions must ensure that this choice is 
immaterial. In fact, conditional probabilities, 

Pr [z(s,) I (z(s , )  : j  f i)]; i = 1, . . . , n (4.33) 

for which G-functions are well defined through (4.3 I ) ,  (4.32), etc., yield a 
Markov random field given by (4.29) and (4.30). For example, in [ 181 it 
is shown that if the specified probabilities (4.33) are such that each of the 
G-functions, defined by (4.3 I ) ,  (4.32), etc., is invariant under permutations 
of its respective subset of variables, then the negpotential function Q(-), 
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defined by (4.30), defines a Markov random field through (4.29), provided 

Hammersley-Clifford Theorem. Suppose that the random process on 
5 is a Markov random field with neighborhood structure (N, : i = 1, . . . , 
n ) .  Then the negpotential function Q given by (4.30) must satisfy the 
following property: 

if sites i ,  j ,  . . . , s do not form a clique, then G,J ,(*) = 0 (4.34) 

A proof is given in [17]. The original result, by Hammersley and Clifford 
in 1971, was proven in a less general setting and the paper was never 
published. 

By assuming that all three-way and higher way interaction G-functions 
in (4.30) are identically zero, Besag [17] shows how the one-parameter 
exponential family of conditional probabilities, 

Pr[z(s,) I zWJ1 = ex~[A,(z(N,))B,(z(s,)) + C,(z(s,)) 

exp[Q(y)l < 00. 

(4.35) 

can be used to define a Markov random field. (The notation z(N,) is used 
to denote { z(sJ) : j E N,) .) He shows that, up to an additive constant, 

+ D,(z(iv,))]; i = 1, . . . , n 

8 

Q(z) = C (a,BI[z(sl)1 + C,[z(s,)l) 
, = I  

(4.36) 
I C,<,S" 

where 0,, = O,J, 0,, = 0, and O,r( = 0 fork B N,. Special cases of (4.35) will 
now be used to generate both discrete and continuous Markov random 
fields. 

4.3.2 Markov Random-Field Models for Discrete Data 

Suppose that the data Z ( s , ) ,  . . . , Z(s,,) come as counrs. A natural model 
to choose for the conditional distributions (4.35) is the Poisson distribution: 

(4.37) 
Pr[z(s,) I Z(N,)I = exp{ - ~,[z(N,)I {e,[z(N,)i / ~(s,)!;  

i = l ,  . . . ,  n 

Then, 

8,[z(N,)1 + E[Z(s,)lz(N,)I = exp {a, + 2 8,Jz(sJ)) (4.38) 
I €  Nt 

which is of loglinear form. Equation (4.36) gives the negpotential function 
Q, where B,[z(s,>] = z(s,) and C,[z(s,)l = - log[z(s,)!]. The joint probability 
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mass function is then given by (4.29), provided 8, I 0 for all j E Ni and 
i = 1, . . . , n (which guarantees summability of the denominator of 
(4.29)). This spatial model is often called the auto-Poisson model. 

When data are binary (taking values 0 or 1) and all three-way and higher 
way interaction G-functions in (4.30) are identically zero, then 

n 

This spatial model is often called an autologistic model. 
In both (4.38) and (4.39), statistical independence in the models is 

achieved by putting 8,) = 0. Further, any large-scale inhomogeneities can 
be modeled via a = (aI, . . . , a,,)'. For example, put cy = XP where X 
is an n X q matrix of known explanatory variables and Q is a q X 1 vector 
of unknown regression coefficients. When a = (a, . . . , a)', the model 
is homogeneous in large-scale effects, leaving the spatial dependence param- 
eters [ O, , )  to model any spatial inhomogeneities. 

The Ising model is defined by (4.39) on the infinite lattice (4.22); in 
(4.39), a(,,,,) = (Y and N(,,,") = {(u - 1, v ) ,  (u + 1, v) ,  (u, v - l) ,  (u, v + 
1) ) .  Thus, the exponent in the numerator of (4.39) becomes 

exp [z(u,v) { a  + yl(z(u - 1, v )  + z(u + 1, v ) )  

+ y2(z(u, v - 1 )  + z(u,  v + I))}]  

The model was originally presented by Ising [ I91 under the added assump- 
tion that y I  = y2. Because the lattice D is infinite (but countable), a delicate 
mathematical question remains as to whether (4.39) yields a well-defined 
probability measure on D. There may be regions of the parameter space 
where two different probability measures give rise to the same conditional 
probabilities (4.39) (physicists call this phenomenon phase transition). Fur- 
ther, for y I  = y r  = y. critical values of y exist, below which the limiting 
nearest-neighbor correlation is zero, but above which the process exhibits 
long-range dependence [201. 

Binary data can be viewed as a black-and-white picture, where z(s,)  = 

1 corresponds to the ith site being colored black and z(s , )  = 0 corresponds 
to the ith site being colored white. When more than two colors (or categories) 
are allowed, the autologistic model can be generalized. Let z(s,)  E (0, 
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1, . . . , c } ,  the set of c + 1 colors available. Assuming homogeneity and 
pairwise-only dependence between sites, 

“ <’ 

r =  I r = I  , = I  

where u, = rG(r), v,, = rsG(r; s); r; s = 1, . . . , c.  The data appear 
through m, = number of sites having color r and n,, = number of pairs of 
neighboring sites where one has color r and the other has color s. 

The conditionally specified spatial models presented in the preceding 
section have proved particularly useful in the analysis of images, pattern 
recognition, and classification from satellite data. The maximum a posteriori 
(MAP) estimate of an image, given the degraded observations, can be 
computed when such spatial models are used as a “prior distribution” of 
the image. See Geman and Geman [21] and Cressie [ 121, sec. 7.4, for more 
details on statistical image analysis and remote sensing and Chapter 14 for 
more details on the use of prior distributions and the related Bayesian 
analysis. 

4.3.3 Markov Random-Field Models for Continuous Data 

Suppose that the data Z(s,), . . . , Z(s,,) are continuous variables. A 
natural model to choose for the conditional distributions (4.35) is the 
Gaussian (abbreviated as Gau) distribution: 

(4.40) 
i = I , .  . . , n  

Then, 

0,[z(N,)I = E[Z(s,)lz(N,)I = P(S0 + c c,, ids,) - P(S,)I (4.4 1 ) 

where c,,$ = c,,T~, c,, = 0, c , ~  = 0 for k d N,, and ~ ( s , )  = E[Z(s , ) ] ;  
i, j = I ,  . . . , n.  Furthermore, provided ( I  - C)-I is positive-definite, 
the joint probability density function is Gaussian given by 

Z - Gau[p,, (I - C)- ’M] (4.42) 

where C is an n X n matrix whose ( i ,  j)th element is c,,, M 3 diag(.r:, 
. . . , T:), and p, 5 [k(sI), . . . , ~(s,,)]’ .  Call (4.40) an auto-Gaussian 
model or, equivalently, a conditionally specified Gaussian (CG) model. 

I €  N, 
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When scientific interest centers on the large-scale effects, the idea is to 
use a few extra small-scale (spatial dependence) parameters so that the 
large-scale parameters are estimated more efficiently. Suppose that the data 
Z are modeled according to a CG model and that the large-scale variation 
is modeled as 

F = XP (4.43) 

where X is an n X 4 matrix of explanatory variables and P is a q X 1 
vector of regression coefficients. The classical Gaussian regression model 
is Z - Gau(XP, ~~1). Now, (4.42) and (4.43) allow one to write 

z = x p + s  (4.44) 

where the error 8 satisfies 

S - Gau[O, (I - C)-I M] 

When C = 0 and M = T21, the CG regression model (4.44) reduces to the 
usual Gaussian regression model. 

The poor performance of various classical statistical inference procedures 
when C # 0 (e.g.. [9], ch. 7; [12], sec. 1.3) should convince scientists 
analyzing spatial data that their classical regression models need to be 
generalized to include spatial dependence terms. If C = 0 is inferred from 
the data, the classical regression model is fitted. If it appears that C f 0, 
there may be a missing explanatory variable (varying spatially) causing it. 
By modeling its presence through spatial dependence parameters, the spatial 
model is more resistant to misspecification errors. Another possible cause 
of a nonzero Cis the cumulative effect of many small-scale, spatially varying 
components. 

When M and C are unknown, as is usually the case, they are often 
expressed in terms of a few (small-scale) parameters, at least one of which 
captures the spatial dependence. Thus, in general, C # 0. 

The CG regression model (4.44) is compared with the SG (simultaneously 
specified Gaussian) regression model in Section 4.3.4. There is no difference 
in computational complexity but there is a difference in interpretation of 
the spatial-dependence parameters. 

For the CG model, spatial dependence is characterized through the condi- 
tional expectation and the inverse covariance matrix is modeled. This is in 
contrast to Section 4.2, where the covariance matrix is modeled directly 
(often through the variogram). Indeed, a zero in the off-diagonal elements 
of C corresponds to conditional independence. On the regular lattice (4.22), 
spatial dependence in a homogeneous process (i.e., p = (p, . . . , p)’) is 
expressed through 
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EIZ(u, v )  I {z(k, 0 : (k, 0 f ( u ,  v ) ) l  
= p + C C y(i,j)[z(u - i ,  v - j ) - p I  

I J  

where y( i ,  j) = y ( - i ,  - j )  and y(0, 0) = 0. The first-order depend- 
ence model is the special case: y( 1, 0) = y( - 1, 0)  = yI, y(0, 1)  = 

$0, - 1 )  = yz, and all other y(i ,  j ) s  are zero. For this model, it can be 
seen that the correlation between two observations decays rather slowly 
with increasing distance between their lattice sites. 

For the irregular lattice, one could model the ( c , ~ )  in (4.41) as some 
function of distance d,] = ( 1  s, - sJ 1 1  between site i and site j .  Note that, 
although C = (c,) depends only on (d,J : 1 5 i cj I n ) ,  the covariance, 
cov[Z(s,), Z(sJ)], does not in general depend on s, - s,, and hence the finite- 
lattice process is generally not stationary. 

Care must be taken with parameterizing the spatial-dependence matrix 
C. It is not difficult to show that con2 [Z(s,) ,  Z(sJ) 1 ( z ( s k )  : k # i ,  j ) )  = 

c,,cJ,, which implies that 0 5 cucJ, I 1. When data in 9i2 occur at a potentially 
infinite number of sites (such as in (4.22)), construction of a Gaussian 
Markov random field proceeds by constructing a finite process on a torus 
(a donut-shaped surface that is the two-dimensional analog of the circle) 
lattice and then allowing its dimensions to tend to infinity. This can also 
be generalized to d-dimensional lattices, as discussed in [12], p. 438. 

When the model is no longer auto Gaussian, the normalizing constant, 
Jr exp[Q(y)]dy, in (4.29) is typically intractable. A large class of non- 
Gaussian models is generated by members of the exponential family (4.35), 
whose distributions are absolutely continuous. For example, assuming pair- 
wise-only dependence between sites, an autogamma process is defined by 

Pr[z(s,> I z(N,)] = [T(h,)]-l p;~ z(s , )~ l -~  e - ~ ~ z ( * ~ ’  I[z(s,) > 01 

where 

h#[z(N,)I = + 2 ‘,J log [Z(’,)l 
J EN, 

0, = 0,,, 0,, = 0, and 0,,, = 0 for k d N,; i, j = I ,  . . . , n. From (4.36), 
the negpotential function is, up to an additive constant, 
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The real hurdle to obtaining the joint probability density function remains 
the normalizing constant, J5 exp[Q(y)] dy. 

4.3.4 Spatial Autoregressive Models 

This section develops lattice models based on the simultaneous interaction 
of spatial data at various sites. For ease of presentation, Gaussian models 
will be considered. Suppose that the data Z = [Z( s , ) ,  . . . , Z(s,)]’ satisfy 

(4.45) ( I  - B)Z = E 

where E = [~(s , ) ,  . . . , ~ ( s , ~ ) ] ’  is a vector of independent and identically 
distributed Gau(0, a’> errors and B is an n X n matrix (b,,) whose diagonal 
elements ( b , , )  are zero. Another way to write (4.45) is 

1 

Z(s; )  = c b,Z(Sj) + E(S,) 
j =  I 

(4.46) 

which is why the model is sometimes referred to as a spatial auroregressive 
model. 

Clearly, 
Z - Gau[O, (I - B)-I(I  - B ’ ) - ’  u2] (4.47) 

Because of (4.45) and (4.47), the model will be called a simultaneously 
specified Gaussian (SG) model. More general models, on a regular lattice 
with a countable number of sites, are considered in [4]. 

There are at least two possible ways to include large-scale regression 
parameters in the model, although they have sometimes been confused in 
the literature. I now give the model I prefer and make brief mention of the 
other. 

If it is desired to interpret large-scale effects p through E ( Z )  = Xp 
(where the columns of X might be treatments, spatial trends, factors, etc.), 
then (4.45) should be modified to 

( I  - B)(Z - xp) = E (4.48) 

Thus, 
Z - Gau[XP, (I - B)- l ( I  - B’)-I aZl (4.49) 

z = x p + s  (4.50) 

Define 6 = Z - Xp, which is the error process. Then, 

where 6 satisfies 
6 = B 6 + r  (4.5 1) 

Times series typically exhibit serial correlation, which can be modeled 
through the error process 6. 
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The alternative (undesirable) model is 

(I - B)Z = xp + € (4.52) 

which has the same variance matrix as in (4.49) but 
E ( Z )  = (I - B)- '  xp (4.53) 

Thus, the regression is with respect to explanatory variables (I - B)-'X, 
so confounding large-scale and small-scale effects. 

A detailed comparison of CG models (Section 4.3.3) and SG models 
(Section 4.3.4) is given in [12], sec. 6.3. The most important difference 
between the two models is in the correct interpretation of spatial dependence 
parameters (( c,,) for the CG model versus { b,,) for the SG model). 

4.4. Spatial Point Processes 

In this section, the index set D consists of the random locations of events 
in the Euclidean space P. Thus, the spatial models differ markedly from 
those in Sections 4.2 and 4.3 (where D is a fixed subset of !)id) and, indeed, 
they have a longer history. Student [22] was concerned with the distribution 
of particles throughout a liquid; by counting the number of yeast cells in 
each of 400 squares of a hemocytometer, he concluded that the number of 
cells per square followed a Poisson distribution. In problems of cosmology, 
complete spatial randomness of the locations of galaxies in space was 
obviously inappropriate; Neyman and Scott [23] suggested a Poisson cluster 
process as a way to model the clustering of galaxies. 

Ecologists, studying the way plants interact both within and between 
species, have made considerable use of point-pattern analysis but less of 
point-process modeling. Their statistical analyses have traditionally concen- 
trated on quadrat (counting the number of plants in nonoverlapping regions) 
and distance-based (measuring the distance between plants) methods. The 
former does not retain precise spatial information, while the latter does not 
capture patterns over widely diverse spatial scales. These problems were 
largely overcome in the 1980s with the popularization of a statistic called 
the K-function [lo], which is discussed later. 

Informally speaking, a spatial point process is any random mechanism 
for generating the locations of a countable number of events in $id. More 
formally, a spatial point process N can be defined through the collection of 
probabilities, 

(Pr[N(A,) = n, : i = 1, . , . , k ]  : 

n , = 0 , 1 , 2  , . . . ;  A , E A ,  

i =  1 , .  . . , k ;  k =  1,2,. . .) 
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where N(A,) denotes the number of events in the bounded set Ai and A is 
the set of all such sets. Figure 3 shows the spatial point pattern of locations 
of longleaf pine trees in an old-growth forest in southern Georgia. This 
may then be assimilated to a spatial point process model; see [12], ch. 8. 

The homogeneous Poisson process is the simplest point process, and it 
is the null model against which spatial point patterns are frequently com- 
pared. Its realizations are said to exhibit complete spatial randomness (CSR). 
It should be noted that others have used the term CSR to describe realizations 
from an inhomogeneous Poisson process; that convention will be avoided 
here. 

A spatial point process N is a homogeneous Poissonprocess with intensity 
A if 

1. The number of events in any bounded region A E 3 is Poisson distributed 

Pr{N(A) = n )  = e-AIAl(AIA/)”/n! 

2. Given that there are n events in A, those events form an independent 

with mean AlAl: 

where IAl denotes the d-dimensional volume of A. 

random sample from a uniform distribution on A. 

FIG. 3. Map of locations and relative diameters (at breast height) of all longleaf 
pines in a 4 ha study region of an old-growth forest in southern Georgia. (Copyright 
0 199 1.  Reprinted by permission of John Wiley & Sons, Inc.) 
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Note that the distribution of N(A) depends only on the volume of A and 
not on its shape or location. If A l ,  . . . , Ak are disjoint sets, then under a 
Poisson process N(AI), . . . , N(A,) are independent Poisson distributed 
random variables. 

Departure from CSR is often toward either the clustering of events or 
the regularity of events. Clustering may result from either the clustering of 
events around parents, from spatial inhomogeneity caused by interactions 
with a heterogeneous environment, or from positive interactions among 
events. Regularity may result from negative interactions among events. 

Because the data usually consist of a single realization of a spatial point 
process, the additional assumptions of stationarity and sometimes isotropy 
are often made to reduce the parameter space and allow parameter estimation. 
Let A @ s = (a + s : a E A] denote the translation of A by the vector s. 
A spatial point process N is stationary if, for every collection of sets 
A I ,  . . . , A,, the joint distribution of (N(A , @ s) ,  . . . , N(A, @ s )  } does 
not depend on s E %". Thus, stationary point processes are invariant under 
translations. Similarly, a point process N is isotropic if it is invariant 
under rotations about the origin. 

The moment measures of a spatial point process are analogous to the 
moments of random variables or random vectors. For a point process N, 
the number of events N(A) in A E A is a random variable with mean 
measure 

F(A) = E(N(A)I (4.54) 

(4.55) 

Now consider the behavior of the moment measures as the sets ( A , }  
become small. Let ds and du be small regions located at s and u, respectively. 
Then, provided the limit exists, the first-order intensity at a point s E 92" 
is defined to be 

The kth moment measure of N is defined to be 

)Ik(Al, . . . , A,) E(N(A1) X . . . X N(A,)] 

where recall that Ids1 is the volume of the region ds. Similarly, the second- 
order intensity is defined to be 

(4.57) 

provided the limit exists. 
For a stationary isotropic point process, X(s) = A, and A(s, U) = 

X"(l1 s - u I\), for all s, u E 91". Here, )I s - u )I is the Euclidean distance 



SPATIAL POINT PROCESSES 115 

between the points s and u. In particular, under CSR, A(s) = A and 
A2(s, U) = A2. 

4.4.1 The K-function 

The reduced Palm distribution is one of the most important concepts in 
the theory of spatial point processes. Originally applied to an investigation 
of long-distance telephone queues, Palm [24] defined the function $(t; r,,) 
to be the conditional probability that there are no calls (events) in the interval 
(to, to + r ) ,  given there was a call at time to. Applying this idea of conditioning 
on the location of an event in space, leads to the following definition for 
a stationary spatial point process: 

K(r)  = A - I  E (number of extra events within distance r 

of a randomly chosen event), r 2 0 

The relationship between the K-function and the second-order intensity 
function in W is given by 

K(r)  = 2 n k 2  uK2(u)du. (4.58) 

Under a homogeneous Poisson process in s2, A;(r) = A2, so that K(r) = 

T?. Under regularity, K(r) tends to be smaller than TP, while under cluster- 
ing K(r )  tends to be greater than I-+. 

Estimating the K-function from an observed pattern on %* is complicated 
by edge effects. As distance r increases, edge effects become more trouble- 
some. From a complete map of events, let (sI, . . . , s,) denote the locations 
of all events in a sample region A. An edge-corrected estimator that uses 
information on events for which d, z r is 

I:, 

n n  

it,(,) = i - l  c 2 w(s,, sJ)-l s, - s, 1) 5 r)/n (4.59) 
( = I  J - 1  

I + ’  

The weight w(s,, s,) is the proportion of the circumference of a circle 
centered at s,, passing through s,, which is inside the study region A. Another 
approximately unbiased estimator is 

where again A CD s = (a  + s : a 
k = N(A)lIAI is used to estimate A. 

(4.60) 

E A } .  For both of these estimators, 
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As a method of data summary, the empirical K-function has obvious 
advantages. It does not depend on arbitrary choices of quadrat location, 
size, or shape. Spatial information is presented at all scales of pattern, and 
precise locations of events are used in the estimator. The K-function also 
plays a role in model building. Figure 4 shows a graph of 

i ( r )  = {iil(r)/n)l’* - r (4.61) 

versus r for the spatial point pattern of longleaf pine trees shown in Figure 
3. We plot i to emphasize departures from CSR and to stabilize variances. 
By simulating (see Chapter 5 )  100 times the same number of trees from a 
CSR process and plotting the envelopes of i, it can be seen clearly that a 
CSR model for the pattern in Figure 3 is not appropriate. 

4.4.2 lnhomogeneous Poisson Process and Cox Process 

The inhomogeneous Poisson process is perhaps the simplest alternative 
to CSR and can be used to model realizations resulting from environmental 
heterogeneity. In contrast to the homogeneous Poisson (or CSR) process, 

0 

- 1  

-2 

-3 

FIG. 4. Plot of i(r) versus r, and upper and lower envelopes from 100 simulations 
of CSR (dashed lines). Units on the horizontal and vertical axes are in meters. 
(Copyright 0 199 I .  Reprinted by permission of  John Wiley & Sons, Inc.) 
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the intensity function of an inhomogeneous Poisson process is a nonconstant 
function h(s) of spatial location s E 9tJ. 

Let A ( . )  be a nonnegative function on 9t”. Then an inhomogeneous Poisson 
process on the region A c 9id can be obtained as follows. 

1. Select a random number n from a Poisson distribution with mean 
@(A) 5 JA h(S)dS: 

Pr(N(A) = n )  = e-F(A) [p,(A)l“ln! (4.62) 

2. Sample n event locations from the distribution on A whose probability 
density is proportional to X(s): 

Note that, by assuming the existence of the intensity function A(.), “pa- 
thologies” such as multiple events at the same spatial location have been 
avoided. An important example of this latter type of process is the compound 
Poisson process, which is obtained by putting “batches” of events of random 
size K, 2 1 at Poisson locations sj; i = 1, 2, . . . , where K,, K2, . . . 
are independent and identically distributed positive-integer valued random 
variables. 

Under an inhomogeneous Poisson process, regions of high intensity will 
tend to contain large numbers of events, while regions of low intensity will 
tend to contain few events. One general class of intensity functions is 

where 8 is an unknown parameter, x(s) is a known vector of concomitant 
spatial variables, and g is a known nonnegative function. The ability to model 
A ( - )  as a function of concomitant spatial variables makes the inhomogeneous 
Poisson process an attractive model for spatial point patterns. However, the 
numbers of events in disjoint regions are still independent random variables. 
So, this process cannot be used to model spatial dependence, as might 
arise from competitive interactions among events. If the assumption of 
independence is not tenable, then one could attempt to fit either a Cox 
process or a Markov point process (Section 4.4.4). Both of these models 
can also include the effects of concomitant spatial variables. 

Cox processes were first considered by Lundberg [25] and Cox [26]. A 
Cox process N is an inhomogeneous Poisson process with random intensity 
function A(.). The Cox process can be used to model the effects of rather 
complex environmental heterogeneity. More formally, a Cox process on A 
can be defined as follows: 
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1. Generate a nonnegative random function A(s); 
2. Conditional on A(s) = h(s); 

s E A. 

process with intensity function h(s) (see Section 4.4.1). 

The simplest Cox process is the inhomogeneous Poisson process, where 
A(s) = h(s); s E W, with probability one. Next, the mixed Poisson process 
has A(s) = Wf(s); s E !H”, where W is a nonnegative random variable 
and f(.) is a deterministic function on 31”. If the intensity function of a 
Poisson process is h(s; O ) ,  then a Cox process can be obtained by allowing 
O E 0 to be a random vector. Another possibility would be to let A(s; 0 )  
= exp(O’x(s) + U(s)], where “(s) is a random function. 

s E A, generate an inhomogeneous Poisson 

4.4.3 Poisson Cluster Process 

A special case of the Poisson cluster process was introduced by Neyman 
and Scott [23]. They suggested that groups of galaxies may have originated 
from the same points in space, resulting in the clustered point pattern 
of the galaxies observed today. They defined what is now known as the 
Neyman-Scott process: 

1. Generate locations (u ,  : i = 1, . . . , m ) ,  in A, of parent events from 
a homogeneous Poisson process with intensity p. 

2. For each parent i, independently generate a random number J ,  of off- 
spring, from a discrete probability distribution {p,  : j = 0, 1,  2, . . .). 

3. For each parent i, independently locate the J ,  offspring according to a 
&dimensional density function f(s - u,) centered at ui. 

4. The final process is composed of the superposition of offspring only. 

Iff(.) is radially symmetric about 0, then the process is stationary and 
isotropic. Note that astronomical evidence collected since Neyman and 
Scott’s article suggests that their model, in fact, does not provide a good 
fit to the clustering of galaxies. 

The more general Poisson cluster process is obtained by generalizing 
condition ( 1) to allow an inhomogeneous Poisson process, generalizing 
condition (2) to specify simply that each parent produces a random number 
of offspring, generalizing condition (3) to allow an arbitrary spatial position- 
ing of offspring, and invoking condition (4). In this section, the properties 
of the simpler Neyman-Scott process will be summarized. 

Now, certain Neyman-Scott processes and certain Cox processes can be 
identical. Consider a Cox process N with random intensity 

m 

A(s) = o C ~ ( S  - u,); s E Sd 
I =  I 
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where o is a positive constant, and u,, uz, . . . , are points of a homogeneous 
Poisson process with intensity p. Then N is identical to a Neyman-Scott 
process in which a Poisson number (mean o) of offspring are distributed 
around their parent events according to the density functionf(.) and whose 
parent process is realized from a Poisson process with intensity p. No method 
of statistical analysis can distinguish between the two processes. 

In the following, assume that f ( * )  is radially symmetric and hence the 
Neymann-Scott process N is stationary and isotropic. The intensity of N is 
A = pm,, where m, is the expected number of events per cluster. The density 
of the distance r between two events in the same cluster is given by the 
convolution offwith itselff,(r) = f2(ll v 11) = J!,,df(w) -f(w - v)dw. Then, 
from (4.58). the K-function of N in !H2 is 

K(r )  = nr2 + E[J(J - l)]  F2(r)/(pm;); r > 0 (4.65) 

where Fz(-) is the distribution function of the distance between any two 
events in the same cluster. For example, suppose that the number of offspring 
per parent is Poisson distributed with mean m, and that f ( - )  is a bivariate 
normal density function with mean 0 and variance u212. Then, 

K(r;u2, p) = nr2 + p- I  { 1 - e x p ( - ~ / u 2 ) ) ;  r > 0 (4.66) 

4.4.4 Markov Point Process 

The Markov point process provides a flexible framework for modeling 
interactions among events that may be positive or negative. This point 
process has a long history in statistical mechanics, since Gibbs [27] intro- 
duced it to “explain the laws of thermodynamics on mechanical principles.” 
There, the goal was not to model the locations of molecules, but rather to 
find a mechanism that would explain the thermodynamic behavior of gases, 
liquids, etc. 

The Markov point process, here on a bounded set A c Md, is a natural 
extension of the Markov notion in time. A point process is defined to be 
Murkov ofrunge p if the conditional intensity at s, given the realization in 
A - (s), depends only on the events in b(s, p) - { s } ,  where b(s, p) is the 
ball of radius p centered at s. 

Consider a point process defined through its total porential energy func- 
tion Ll,(s,, . . . , s,) that does not depend on the order of the ( s i ) .  The 
Gibbs point process can be defined as follows. 

1. Generate a random number n from the discrete probability distribution 
{ p n  : n = 0, 1, 2, . . .], where 
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(c-le-IAl; n = O  
(4.67) 

n exp{ -U,(s , ,  . . . , sn)Jds l  . . . ds,; n = 1, 2, . . . P I 1  - __J 
- I'-" cn! A 

and the normalizing constant c is chosen so that 2,"=, p ,  = 1. 

is proportional to exp( - U,(s,, . . . , s,)): 
2. Given n, generate s,, . . . , s, from the probability density function that 

The function 

e - l A l  
A(sl, . . . , s,J, nl = 7 exp{ - U,(sl, . . . , s,)) (4.69) 

is called the Gibbs grand canonical distribution and can be thought of as 
the joint "density" of n and (si, . . . , s,,). 

The total potential energy of a realization of a Gibbs process can be 
written in the form 

cn . 

n 

Un(s,, . . . S n )  = C gl(s,) + c g12(s,, sJ) + . . * 

(4.70) 

Define s,, sJ E A to be neighbors if I( s, - s, 11 < p, for some p > 0. As in 
Section 4.3, a clique is defined to be a single event or a set of events, all 
of which are neighbors of each other. By the Hammersley-Clifford theorem, 
g ,  *(si. . . . , sk) = 0, unless the events s,, . . . , sk form a clique. Then 
the point process defined by (4.69) and (4.70) is Markov of range p. 

Frequently, third- and higher order interaction terms in (4.70) are assumed 
to be negligible and second-order interactions are assumed to depend only 
on the distances between events. Then the grand canonical distribution 
defined by (4.69) is 

I =  I 1 <I 

+ gl n(s1, * . . 9 S n )  

(4.7 1) 

when 5 models large-scale effects and the pair-potential function + models 
small-scale interactions between pairs of events. The function E; may depend 
on concomitant spatial variables. For distances r such that +(r) > 0, the 
model shows inhibition among events, while for r such that +(r)  c 0, the 
model shows attraction among events. Thus, the pair-potential Markov point 
process might be used to model clustering as well as aggregation. 
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Strictly positive pair-potential Jl always yield stable processes, but those 
with +(r) < 0 for some r are frequently unstable. A Strauss process [28] is 
defined by t(s) = -log p, and 

where p > 0 and 0 5 y 5 1. Other potential functions considered are 
J12(r) = -log{ I + (ar - 1)e-pr2}; a 2 0, p > 0 

Jlj(r) = -log(l  + (a - I ) e - p $ ) ;  a 2 0, p > 0 

J14(r) = P(I/r)" - a( l / r )m;  m < n, a E %, P > 0 
In statistical physics, 4~~ is known as the Lennard-Jones potential. The 

potential &(r) = e(b(0, R )  n b(r, R)l;O > 0, R > 0, where r = 11 r 11 has 
been suggested for modeling plant competition. 

The requirement that U,(s, ,  . . . , s,) in (4.69) does not depend on the 
order of the s; implies that interactions between all pairs of events are 
symmetric. However, in reality, competitive interactions between events 
may be asymmetric, with the strong eliminating the weak. Simple inhibition 
point processes (Section 4.4.5) more closely mimic the asymmetric nature 
of competitive interactions. 

4.4.5 Other Models of Point Processes 

Apart from the trivial case of regular lattices, the simplest class of point- 
process models whose realizations exhibit regularity is the class of simple 
inhibition processes. For such models, a minimum permissible distance S 
is imposed; no event may be located within distance 6 of another event. 
Matern [6] was the first to describe formally the simple inhibition process. 
Suppose that disks of constant radius 6 are placed sequentially over a finite 
region A. At each stage, the next disk center is chosen at random from a 
uniform distribution over those points in A for which the new disk would 
not overlap any previously located disk. The procedure terminates when a 
prespecified number of disks have been placed or it is impossible to continue. 
Further details can be found in [12], sec. 8.5.4. 

Thinned poinr processes describe the result of randomly removing events 
from a realization of an initial point process No; the retained events define 
the realization of the point process of interest N,. Thinned and related point 
processes have been used to describe survivorship patterns of trees in natural 
forests or  in plantations, and abandonment patterns of villages in central Eu- 
rope. The initial spatial point process No could be an inhomogeneous Poisson 
process, a Cox process, a Poisson cluster process, a simple inhibition process, 
a Markov point process, etc. Further details can be found in [ 121, sec. 8.5.6. 
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In addition to their locations, certain measurements or “marks” may be 
associated with events. For example, marks may be tree diameters (Figure 
3), magnitudes of earthquakes, or population sizes of towns. The locations 
of events and their corresponding marks form a marked point pattern. The 
marks associated with events may provide crucial information for modeling 
physical processes. In forest ecology, for example, the marked point pattern 
of trees and their diameters may reflect the frequency of births, patterns of 
natural disturbances (e.g., lightning, windstorms), and the requirements of 
seedlings for openings in the forest canopy. Further details can be found 
in [12J, sec. 8.7. 

Realized (marked) spatial point patterns are often the result of dynamic 
processes that occur over time as well as space. For example, the spatial 
point pattern of trees shown in Figure 3 has evolved over time as new trees 
are born and old trees die. Most published attempts at point-process modeling 
have had data available from only a single instant of time. Consequently, 
many point-process models suffer nonidentifiability problems in the sense 
that two or more distinct models may yield identical realizations. (An 
example is given in Section 4.4.3.) No amount of statistical analysis can 
distinguish between such models. Dynamic space-time models are less 
susceptible to this problem, since such models attempt to follow the temporal 
evolution of the spatial point pattern. 

4.5 Some Final Remarks 

This chapter brings together many of the commonly used models in 
spatial statistics. Very little attention has been given to inference, namely, 
estimation of model parameters and subsequent predictions based on the 
fitted models. A full discussion of these issues can be found in Cressie 
[ 121, along with several applications to real data. In this volume, Chapter 
13, written by Dale Zimmerman, provides an analysis of spatial data using 
geostatistical models. Special techniques for simulating spatial data are 
presented by Peter Clifford in Chapter 5 .  

The future of spatial statistics is in solving problems for space-time data. 
Dynamic spatial models are needed to represent phenomena distributed 
through space and evolving in time. Much more of this type of model 
development remains to be done. 
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5. MONTE CARL0 METHODS 

Peter Clifford 
University of Oxford, United Kingdom 

5.1 Introduction 

Consider a perfectly balanced spinner, spinning on a vertical axis inside 
a round box, rather like an unmagnetized compass needle. Suppose that the 
circumference of the box is marked with a scale from 0 to I ,  so that when 
the spinner stops it will point to a value between 0 and 1. Imagine repeatedly 
spinning the spinner and recording the values when the spinner comes to 
rest. Under ideal conditions, this experiment will generate a sequence of 
independent, uniformly distributed random variables. 

Most scientific calculators now have a button marked RAND. When it is 
pressed a number between 0.0000 and 0.9999 appears; the number of decimal 
places depending on the calculator. Pressing the button repeatedly produces 
a sequence of numbers all in the same range, with no discernible pattern 
in the sequence. All high-level computer languages have equivalent func- 
tions; RND for example in Basic. What the RAND function on the calculator 
is trying to do is to imitate the type of data produced by the idealized 
spinner experiment. 

The numbers that are generated on the calculator are said to be pseudo- 
random variables. They are intended to have the same statistical properties 
as the numbers generated by the experiment. Most important the numbers 
should be uniformly distributed between 0 and 1, since we imagine that 
the spinner is unbiased. Figure l(a) shows a histogram formed by collecting 
1000 values from the RND function in Microsoft QuickBasic. The histogram 
appears to be fairly flat, and in fact a formal test reveals no significant 
departure from the uniform assumption. Another property that we expect 
our idealized spinner to have is that it forgets about the previous value 
between spins; in other words, successive values should be independent. 
This can be assessed by plotting successive values against each other as in 
Figure I(b). Visually, there does not appear to be any reason to doubt the 
independence; this is confirmed by a formal statistical test. One could go 
on and consider the uniformity of triples and other simple tests of randomness 
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FIG. 1. (a) Histogram of loo0 uniformly distributed pseudo-random variables. (b) 
Scatter plot of successive pairs. 

of the sequence. A good random number generator will pass just the right 
number of tests. In other words, it will produce a sequence of numbers 
that is indistinguishable from a sequence of independent uniform random 
variables. It is unrealistic to hope that a random number generator will pass 
every test of randomness, since any such test picks out a particular type of 
coincidence, and we do not want to restrict ourselves to sequences in which 
every type of coincidence is eliminated. It is only fair to warn the reader 
that there are deep questions here, relating to the foundations of probability 
theory. Philosophically we are skating on thin ice, so it seems sensible to 
move on rapidly to more practical matters. 

There is a substantial literature on the art of designing 'and programming 
fast random number generators. By this time, in the 1990s. there is every 
reason to hope that the basic ingredients of a good generator will be included 
in the software you are using. Such is the case in the S language mentioned 
in Chapter 17. Ideally there should be detailed information about the 
built-in generator, which should state explicitly which generator is used and 
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document its performance in statistical tests of randomness. Failing this, 
some confidence in the generator can be built up by running your own tests 
and by tapping into the experience of other users. Finally there is the 
possibility of writing your own generator based on published recommenda- 
tions. 

Most random number generators work by iterating a function 4. The 
function maps the set of integers 0, 1, . . . , N - 1 onto itself, so that 
starting from some initial value w,, called the seed, successive values are 
given by 

Numbers in the range 0 to 1 are then formed by calculating WAN. The idea 
is to find a function that produces a highly chaotic sequence, so that the 
numbers w, skip about in the range 0, 1 . . . N - 1 with no obvious pattern. 
Obviously if the sequence returns to a value it has visited before the sequence 
will repeat. For this reason the function is chosen so that every one of the 
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values in 0, 1 . . . N - 1 is visited in a cycle and N is chosen to be large, 
say 232, to maximise the time between repetition. An example of such a 
function is the multiplicative congruential generator 

(5.2) 

with N = P2. The seed can be specified by the user, which enables the 
sequence to be reproduced; a facility that is helpful in debugging computer 
programs. Alternatively, the seed can be calculated as a function of the 
internal state of the computer, for example the current time. 

Note that if such a generator is run for the full cycle length N the 
histogram will be completely flat, since every value occurs exactly once. 
However, only N different successive pairs (w ,~ ,  w,,+ ,) are generated out of 
N1 possible pairs, so that the set of pairs of successive values forms a 
relatively small subset. A similar phenomenon occurs with triples of succes- 
sive values. The structure of these subsets may exhibit highly undesirable 
properties, for example the points may lie on widely separated planes. For 
these reasons it is wise to use generators such as the one given previously, 
with a well-documented performance. For a discussion of these problems, 
see Ripley [ 101. 

One may ask why it is important to be able to generate uniform random 
variables, since observed distributions are rarely of that form. The reason 
is that in principle any random phenomenon can be simulated by taking a 
suitable transformation of a sequence of uniform random variables. The 
remainder of this chapter will be devoted to such constructions. The aim 
will be to present the basic tools of Monte Carlo simulation. No attempt 
will be made to discuss specialized commercial simulation packages. 
Throughout, we use U with or without subscripts to denote a random variable 
that is distributed uniformly on the interval (0, l) ,  and similarly, we use u 
to denote observed or simulated values from such a distribution. 

Computer generated random variables play an increasingly important 
role in scientific investigation. They are an essential component in the 
simulation of complicated real-world phenomena. In some applications the 
aim may be merely to see if the computer model produces results that are 
in accord with experimental data. Generally as the investigation proceeds 
and confidence in the model increases the aim will shift to the task of 
accurately calculating some property of the system. At a final stage the 
focus will be on optimization of the system with respect to this property. 

In principle, properties of a mathematical model can be determined by 
mathematical analysis but in practice the analysis can easily become bogged 
down with intractable calculations. It is easy to lose sight of the often simple 
mechanism that lies behind the model. Computer generated random variables 
enable the mechanism to be mimicked directly. The properties of the model 

+(w) = (69069 w + 1 )  mod 232 
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can thus be investigated empirically on the computer. This “hands on” 
interaction with the model builds up intuition and may eventually suggest 
good approximate formulae. 

5.2 Continuous Distributions 

Any random variable can be simulated by transforming a computer gener- 
ated uniform random variable. The simplest example is the standard expo- 
nential random variable, with probability density e-x, x > 0. This can be 
simulated by the transformation x = -log(u), where u is a simulated 
uniform random variable. To see that the value is simulated from the right 
density we use the change of variable formula, which states that the density 

of a random variable X = g(U) is given by -g-’(x) , for an arbitrary 

smooth monotone transformation g. 
1: 1 

In our case g ( U )  = - log(U) so that g - ’ ( x )  = e-.‘and -g-’(x) = 

e - for x > 0, as required. More generally - A - I log(u) simulates an exponen- 
tially distributed random variable with density he-b, x > 0. The exponential 
distribution occurs frequently throughout the physical sciences and it is 
fortunate that it is so simple to simulate. 

The normal distribution can also be simulated in a straightforward manner. 
First note that, if Z has distribution N(0, 1) then c~ + aZ has distribution 
N(k,  a2). The problem of sampling from N ( k ,  a2) is therefore reduced to 
that of sampling from N(0, 1) and then taking a simple linear transformation. 

The Box-Muller algorithm simulates a pair of independent N(0, 1) vari- 
ables by making use of the following result. If (X, Y) are two independent 
N(0, 1)  random variables, represented in polar coordinates as R, 0, i.e., X 
= R cos(0) and Y = R sin(@), then R and 0 are independent. Furthermore 
R2 has an exponential distribution with mean 2, and 0 is uniformly distrib- 
uted on the interval (0, 2 ~ ) .  This can be checked by the two-dimensional 
change of variables formula. The result enables a pair of independent 
N(0, 1) variables to be simulated, by first simulating R2 and 0 and then 
converting to Cartesian coordinates. The algorithm is therefore as follows. 

1: I 

Algorithm 5.1: 
independent N(0, 1 )  variables: 

The Box and Muller algorithm simulates a pair (x, y) of 

u = RND : V = RND 

r = sqr(-log(v)) : t = 2 n * u 

x = r * cos(t) : y = r * sin(t) 
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Random variables with the so called x2.  f and F distributions (used 
in the development of inference methods based on samples from normal 
populations) can be constructed by using independent N ( 0 ,  1) and exponen- 
tial variables. By definition, the x 2  distribution with n degrees of freedom 
is the distribution of the sum of squares of n independent N(0, 1) variables. 
A simulated x2  variable is therefore given by z: + 0 a * + z;, where zI ,  . . . , 
z, are sampled from N(0, 1). Alternatively, when n = 2m, it can simulated 
as - 2  log(ul) - - - * - 2 log(u,), since the sum of two independent 
squared N ( 0 ,  1) variables has an exponential distribution with mean 2 .  When 
n = 2m + 1 it is necessary to add on only another squared 
N(0,  1) variable. Similarly, a t variable with n degrees of freedom is given 
by 

t = n1'2 Z, ,+~/ (Z :  + * * + ~ f ) " ~  (5.3) 

and an F variable with m and n degrees of freedom is given by 

F = (n/m)(~,: + . * * + z ~ ) / ( z ~ , + I  + * * * + zL+J  (5.4) 

The x2 distribution is a member of the gamma family of distributions. Fast 
algorithms have been developed for sampling from the general gamma 
distribution. These algorithms should be used when undertaking substantial 
simulation studies. References are given in the standard texts listed at the 
end of this chapter. 

The standard Cauchy random variable with density ~ - ' / ( l  + x2), --oo 
c x < 00 has the same distribution as the ratio of two independent N(0, 1) 
variables. It can therefore be simulated as zI/z2. Note that if zI = y and 
z2 = x as in Algorithm 5.1 then z1/z2 = t an(ku) ,  which turns out to be 
equivalent to the transformation obtained by inversion described next. 

5.2.1 The Inversion Method 

Inversion is a general method for simulating random variables. It makes 
use of the fact that the transformation X = F - ' ( U )  gives a random variable 
X with distribution function F provided the inverse function F - '  exists. 
This is a simple consequence of the change of variables formula, this time 
with g(U) = F - ' ( U ) .  Since g-'(x) = F(x),  the density of X becomes 
d - F(x)  = f ( x ) ,  which is the probability density corresponding to the distri- 
dx 
bution function F. The method is illustrated in Figure 2. Note that applying 
this procedure in the exponential case, for which F(x)  = 1 - vr, x > 0, 
gives F - ' (  U) = - log( 1 - U) rather than - log(U) as given previously. 
However there is no real inconsistency here, since U and 1 - U have the 
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FIG. 2. Generation of simulated value x from the distribution function F by the 
method of inversion. 

same distribution. Another simple example is the Weibull distribution, which 
has distribution function 

F(x; a, P) = 1 - exp[-(x/p)al, x > 0, a > 0, p > 0 (5 .5 )  

This is simulated by x = P[ - log( 1 - u ) ] ” ~  or equivalently p[ - 10g(u)]”~. 
The Weibull distribution is used extensively in reliability theory as a model 
of the distribution of breaking strengths in material testing. Similarly, the 
logistic distribution with distribution function 

is simulated by x = [a - log((1 - u)/u)]/P. 
To use the inversion method, the inverse function F - ’  either has to be 

available explicitly, as in the exponential, Weibull and logistic cases, or has 
to be computable in a reasonable amount of time. The equality x = F-’(u) 
is equivalent to u = F(x),  so that finding x for given u is equivalent to 
finding a root of the equation F(x)  - u = 0. When F is strictly monotone, 
there is only one root and standard numerical root-finding algorithms can 
be used, provided of course that F(x) itself is easy to evaluate. If it is 
required to sample repeatedly from the same distribution, it may be worth- 
while devoting some time to the development of an accurate approximation 
to F - ’  beforehand. For the standard normal distribution N(0 ,  1). a numerical 
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approximation to F - '  is given in Abramovitz and Stegun [l]. However 
inversion is usually not the method of choice for the normal distribution 
since there are other simple methods such as Algorithm 5.1. 

The main advantage of the inversion method is that it is generally easy to 
verify that a computer algorithm using it is written correctly. In this sense the 
method is efficient; i.e., in saving the time of the programmer. However, there 
are usually competing methods that will run faster at the expense of mathemat- 
ical and algorithmic complexity. We proceed to discuss some of these. 

5.2.2 Rejection and Composition 

Rejection and composirion techniques are used extensively in simulation 
algorithms for both discrete and continuous distributions. Rejection sampling 
works by repeatedly simulating random variables from the wrong probability 
density and then rejecting them with a probability that depends on the ratio 
of the right density to the wrong density, until an acceptable value is obtained. 

A very simple example is that of simulating a random variable uni- 
formly distributed on a disk of radius 1. The rejection method samples a 
pair (x, y) of independent random variables uniformly distributed on ( - 1, 
1)  and then rejects the pair unless x2 + y 2  < 1. The rejection probability is 
either 0 or 1 in this example. 

Algorithm 5.2: 
unit disk, by the rejection method: 

This simulates a pair (x ,  y) uniformly distributed on the 

do 
X = 2 * RND - 1 : y = 2 * RND - 1 

loop until x"2 + y"2  < 1 

Marsaglia's polar algorithm converts the pair (x, y) into a simulated pair 
of independent N(0, 1) variables by computing 

w = x"2 t y"2 : t = sqr(-2 log(w) / w) 

x = x t  : y = y t  

This too is justified by the change of variables formula. 
More generally, suppose that it is easy to simulate random variables with 

density g but we want random variables with density$ Provided there is 
a constant K such that f l x )  5 Kg(x), - 00 < x < 00, the rejection algorithm 
proceeds as follows. 

Algorithm 5.3: 
method: 

Here we simulate x fromf, wheref5 Kg, by the rejection 
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do 

simulate x from t h e  density g 
loop until K * g(x) * RND 5 f(x) 

Iffis known only up to a multiplicative constant, i.e.,f(x) is proportional 
to a function a(x),  then rejection can still be used provided a constant L 
can be found for which a(x )  I Lg(x),  - UJ < x < 00. The rejection probability 
for the value x becomes a(x)l[ lg(x) l .  

The method is justified as follows. The frequency with which the algo- 
rithm stops and thereby gives a value between x and x + A is the product 
of the probability of being in the right range and the conditional probability 
of stopping; i.e., the product of &)A and a(x) l [ lg(x)] .  The product is 
proportional to a(x)A, which is itself proportional to f (x )A .  Given that the 
algorithm has stopped, the value x is therefore a simulated value from 
the density f. 

The probability that the algorithm stops on a particular iteration, i.e., 
that a sample from g is accepted, is 

The algorithm stops quickly when L is small. This can be achieved by 
matching the shape of the function a as closely as possible to that off. 
Algorithm 5.6 illustrates this principle. 

5.2.3 Composition 

Composition methods exploit the mixture structure inherent in certain 
probability distributions. Suppose that 

m 

(5.8) 

where each of the are probability densities and the p k  are probabilities 
adding to 1. Such a density f is then said to be a discrete mixture or 
composition. Continuous mixtures are defined similarly with an integral 
replacing the sum. Simulation fromfproceeds in two stages. First, a value 
is simulated from the discrete distribution pol p , ,  . . . . If the simulated 
value is n then at the next stage x is simulated from fn. Composition plays 
an important role in the design of sophisticated simulation algorithms. The 
books referenced in Section 5.10 contain numerous examples of its usage. 
The method is also particularly suited to the sampling of multimodal densi- 
ties that can be built up as mixtures of simple unimodal densities. 
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5.3 Discrete Distributions 

The simplest discrete random variable takes two values, 0 and I ,  with 
probabilities 1 - p and p .  respectively. It can be simulated by taking x to 
be 0 if u < 1 - p and 1 otherwise. This is equivalent to splitting the interval 
(0, 1) into two subintervals of lengths 1 - p and p; if u falls in the first 
then x = 0, and if it falls in the second, x = 1. More generally, if the 
possible values of the random variable X are xo, x , ,  . . . in increasing order, 
and the associated probabilities are pol p , .  . . . with pk  = 1, then the 
interval (0, 1) is split up into successive subintervals I,, I,, . . . of lengths 
po, p,, . . . , respectively. If u falls in the kth interval then the simu- 
lated value of X is xk. Equivalently x is the smallest value of x for which 
F(x)  2 u, where F is the distribution function of X. This is the inversion 
method, in its most general form. 

Binary search can be used to put the method into practice. Firstly, the 
values S(k) = F(x,), k = 0, 1, . . . , m are calculated for m sufficiently 
large that a high percentage of the distribution has been included, e.g., until 
F(x,,) > 0.9999. The algorithm simulates a value x as follows. 

Algorithm 5.4: 
discrete distribution: 

This uses binary search for sampling x from a general 

U z RND : a = 0 : b = m 

do 

x = int((a + b ) / 2 )  
if S(x) < u then 

a = x  
else 

b = x  
endif 

loop until a 2 b - 1 

Other methods of dealing with the general discrete distribution, are de- 
tailed in the specialized texts referenced at the end of this chapter. 

5.3.1 Binomial and Geometric 

As in the continuous case, special methods exist for special distributions. 
For example, the binomial distribution B(n, p) can be sampled by adding 
together n independent variables each taking the value 0 or I with probabili- 
ties 1 - p and p, respectively. For small values of n this will be faster than 
general methods such as binary search. The geometric distribution with 
pi  = p(1 - pY, i = 0, 1, . . . is a discrete version of the exponential. It 
can be simulated by taking x = int[log(u)/log(l - p ) ] .  
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5.3.2 Poisson 

Properties of the Poisson process can be exploited to simulate from a 
Poisson distribution. Suppose that the intensity of the process is 1, then the 
times between arrivals are independent and exponentially distributed with 
mean 1. Furthermore, the number of amvals in the I.L has a Poisson distribu- 
tion with mean p. The strategy is therefore to sum simulated exponential 
variables until time p, has elapsed. The number of arrivals at this time will 
therefore have the required Poisson distribution. Note that checking whether 
-log(u,) - * * * - log(u,) is greater than p is equivalent to checking 
whether uluz - - * u, is less than exp( - p). The algorithm to produce a 
simulated value x is therefore as follows. 

Algorithm 5.5: 
Poisson process: 

This simulates a Poisson distribution (p < 20), using the 

a = RND : b = EXP ( - p ) :  X = 0 

do while a z b 

a = a RND 

x = x + l  

loop 

The algorithm will not perform correctly for large values of p because 
the product u,uz * - * u, is eventually miscalculated as a result of numerical 
underflow. Although this problem can be remedied by reverting to the test 
based on the sum of logarithms, Algorithm 5.6 is very much faster and is 
to be preferred when p > 20. The algorithm uses a rejection method by 
comparison with the logistic distribution. Suitably scaled, the logistic density 
provides an upper bound for the Poisson probabilities. See Figure 3. 

Algorithm 5.6: 
Atkinson’s method: 

Here, the Poisson distribution (p 1 20) is simulated by 

b = ?T / sqr(3 p ) :  a = b + p 

c = .767 - 3 . 3 6  f p : k = lOg(C f b) - i . ~  

do 

do 

u = RND 

y = (a - log((1 - u )  / u ) )  / b 
loop until y > -.5 

x = int(y t . 5 )  
z = k + x log(*) - logfact(x) 

loop until log(RND u (1-u)) < z 
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FIG. 3.  Comparison of a scaled logistic density and a histogram constructed with 
bars centered at integer points and with heights equal to the Poisson probabilities 
(/A = 20). 

The function logfact ( x )  = log(x!), which appears in the algorithm, can be 
calculated efficiently using standard numerical routines based on Stirling’s 
approximation. 

5.4 Multivariate Distributions 

A random vector having a multivariate normal distribution with mean 
vector c~ and variance-covariance matrix V can be simulated as follows. 
First, form the Cholesky decomposition of V; i.e., find the lower triangular 
matrix L such that V = LLr. Next, simulate a vector z with independent 
N ( 0 ,  1) elements. A vector simulated from the required multivariate normal 
distribution is then given by p + Lz. 

For example, suppose that we want to simulate a three-dimensional 
normal vector with mean (100, 200, 300) and variance covariance matrix 

(5.9) 

The Cholesky decomposition of V is 
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so that the simulated normal vector (x,, xz, x,) is given by 

x, = 100 + 2z, 

137 

(5.10) 

where z , ,  z2 and z, are values simulated from the N(0, 1) distribution. 
The method is practical provided the dimension of the vector X is not 

too large; i.e., smaller than a few hundred. The main computational task is 
the calculation of L. Efficient algorithms for this purpose are included in 
most numerical packages. Cases in which the dimension of X is large occur 
naturally in time series and image analysis. Special techniques that can deal 
with these cases are described later in this chapter. 

In principle, the sampling of multivariate distributions presents no new 
problems, since any multivariate probability densityf(x,, . . . , x,,) can be 
decomposed into the product of conditional densities; i.e., 

f(XI9 * * 9 X"> = f(xllf(xzl~Ilf(~31~Ir x2) * * * 
(5.12) 

To sample the vector (x,, . . . , x,,) the algorithm proceeds by firstly sam- 
pling xI from f(xl) and then x2 from f (xzIx, )  and so on until finally x,, is 
sampled from f(x,,(x,,  . . . , x,,- I). At each stage the sampling problem is 
univariate. In practice, the decomposition may be unwieldy and the univari- 
ate densities may be difficult to sample from. Special methods exist in 
special cases; the books listed at the end of the chapter give many examples. 
If all else fails, it is usually possible to implement the Metropolis algorithm, 
which is described in the next section. 

f(xnIxI, * * . 9 4 - 1 )  

5.4.1 The Metropolis Algorithm 

The algorithm of Metropolis, Rosenbluth, Rosenbluth, Teller and Teller 
[9], commonly known as the Metropolis algorithm, is a general method of 
Monte Car10 simulation. As in rejection sampling, it is necessary to know 
the probability density f only up to a constant of proportionality. However, 
unlike the rejection method, there is no requirement that the density should 
be bounded by a multiple of a more easily sampled density. The Metropolis 
algorithm produces a sample fromfby simulating a specific Markov proc- 
ess. which will be described later. To build some intuition about how the 
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Metropolis algorithm works we give a simple illustration. Think of a helicop- 
ter making a succession of 1-hr flights according to the following rules. 
Whenever the helicopter lands, the pilot plots a new course involving 1 
hour’s flying but in a random direction. If the destination is further north 
than the helicopter’s present position, the pilot takes off and flies to the 
new destination. Otherwise the pilot decides what to do by tossing a coin: 
heads to fly off to the chosen destination and tails to stay put, wait an hour 
and try again with a new random direction and, if necessary, another coin 
toss. If we plot out several thousand of the landing sites as the helicopter 
travels endlessly over the globe we will notice that they tend to cluster 
around the North Pole according to some distribution. If we eventually stop 
the clock and see where the helicopter lands next, this point will be a 
random sample from the equilibrium distribution. This is the basis of the 
Metropolis algorithm. The helicopter course is a Markov process, and we 
have shown how to sample from the equilibrium distribution associated 
with it. The Metropolis algorithm is actually much cleverer than this: the 
trick is to design the Markov process so that it has a specific equilibrium 
density, f .  

The Markov process {X,,}  is constructed as follows. First, a transi- 
tion density 9(x  + y )  must be found, defined for all x, y in the sample 
space off, and having the property that if 9(x + y) is positive then so is 
q(y + x). Suppose that at the nth time step the Markov process is in state 
x.  Now simulate a value y using the transition density q(x -+ y ) .  The value 
y is called the proposal. In the case of discrete random variables the proposal 
density 9 has the interpretation 

9(x + y )  = P ( Y  = ylx,  = x) (5 .13)  

and in the continuous case 

P(Y E AIX,, = x) = I q(x + y)dy  (5.14) 
A 

The next stage of the algorithm is to decide whether y is accepted or not. 
If it is accepted then X n + , ,  the new state of the Markov process, will be y.  
If not the process remains in state x. 

The Metropolis algorithm accepts the proposal with probability 

that is, the proposal is accepted if 

(5 .15)  
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To check that this process has the required equilibrium, it is necessary to 
confirm only that detailed balance holds; i.e., 

f ( X h ( X  -+ Y M X ,  Y )  = f ( Y ) d Y  3 X M Y ,  x )  VX9 Y (5.17) 

The algorithm is widely used in molecular physics applications. For example 
consider the problem of simulating a three-dimensional molecular system 
in which spherical molecules are subject to a potential U .  According to the 
theory of statistical mechanics, the equilibrium probability density of x, the 
vector of molecular positions, is proportional 

expI - P W X )  1 (5.18) 

where p is inversely proportional to temperature. In practice simulations 
are restricted to a few hundred molecules, typically in a cube with periodic 
boundary conditions. The simplest proposal is to displace each coordinate 
of each molecule independently by a random amount uniformly distributed 
in ( - A, A), where A is an adjustable parameter. See Figure 4. Because the 
transition density is constant, the acceptance probability for a new position 
vector y becomes 

maxi 1 I exp[ - PWy)l/exp[ - PU(x>l I (5.19) 

In other words, if the new position decreases the energy of the system it 
is certain to be accepted and if it increases the energy it is accepted with 
a probability less than 1. 

FIG. 4. Molecules are given independent displacements uniformly distributed within 
the boxes. The proposed vector of positions y is accepted with probability max( 1 ,  
exp[ - PU(y)l/ exp[ - P U W l ) .  
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The algorithm proceeds by successively generating proposed moves and 
then moving if the proposals are acceptable. Note that if A is small, the 
proposals will be accepted with a high probability, but the configuration 
will need a large number of transitions to change substantially. On the other 
hand, if A is large then large jumps are possible but the probability of 
accepting the change will typically be small. A general rule of thumb is to 
adjust A so that proposals are accepted roughly 50% of the time. After a 
large number of time steps the Markov process can be expected to settle 
into equilibrium. It should be stressed that the steps that the process takes 
do not correspond to a physically realistic evolution; they are just a mecha- 
nism for arriving at a specific equilibrium distribution. The method can be 
contrasted with the numerical solution of the deterministic equations of 
motion as in molecular dynamics simulation. The book by Allen and Tildes- 
ley 121 provides a comprehensive coverage of methods of simulating mo- 
lecular systems and includes a discussion of how best to determine when 
equilibrium has been attained. For a recent review of the use of Markov 
chain Monte Carlo methods in statistics, see Besag and Green [3]. 

5.5 Monte Carlo Integration 

The evaluation of a physical constant frequently involves the calculation 
of a multidimensional integral. Monte Carlo integration is based on a simple 
idea, namely, that an integral 

can be approximated by 

(5.20) 

(5.21) 
, = I  

where uI, . . . , u , ~  are simulated uniform (0, I )  variables. The estimate i 
has expected value I, and its standard deviation decreases as n-'I2. Higher 
dimensional integrals are dealt with in a similar manner; i.e., if A the domain 
of integration is scaled to fit within a cube (0, in d-dimensions then 
I = JA g(x, ,  . . . , xd)dxl . . . dx, is approximated by 

I =  I 

where gA(Ulr  . . . , u,,) equals g(u,,  . . . , ud) when (u , .  . . . , u,,) is in 
A and equals 0 otherwise. As usual, the u terms are simulated independent 
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variables, uniformly distributed on (0, 1). The problem with Monte Carlo 
integration is that in all dimensions the standard deviation of the estimate 
decreases as Kn-II2. The best that can be done is to reduce the size of the 
constant K. 

5.5.1 Importance Sampling 

Notationally it is easier to illustrate the method in the case d = 1. 
Importance sampling works by simulating from a probability density fother 
than the uniform density on (0, 1). The estimate of I is then given by 

i = n-I c g(x,)lf(xi) 
i =  I 

(5.23) 

where xI ,  . . . , x,, are independently simulated from f. Provided f ( x )  is 
positive whenever g(x) is nonzero, the estimate is unbiased. The standard 
error (estimated standard deviation) of i can be calculated in the usual way, 
namely, 

(5.24) 

where y, = g(x,)/f(x,) for i = 1,  . . . , n. To make the standard error small, 
f must be adapted to g so as to reduce the variation in the ratio g(x)lf(x). 
When g is positive the ideal f will have approximately the same shape; in 
other words, f will be large when g is large and f will be small when g is 
small. This is the basic principle of importance sampling: that you should 
bias the sampling towards those regions where the contributions to the 
integral are large. When g changes sign, the situation is less clear. It may 
be possible to find a function h with a known integral J such that g + h 
is for the most part nonnegative. In this case, importance sampling can be 
applied by using anfshaped roughly like g + h. The resulting Monte Carlo 
integral is then 

n 

1 = n- '  c [g(x,) + h(x,)llf(x,) - J 

where xI, . . . , x, are independently simulated from$ 
Over the years, a number of further refinements of Monte Carlo integra- 

tion have been developed. These make use of whatever additional informa- 
tion may be available about the shape of g. Hammersley and Handscomb 
[5] present a succession of techniques of increasing complexity that yield 
progressively improved estimates of a specific integral. Some or all of the 
methods may be relevant to a particular practical problem. 

(5.25) 
I =  I 
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5.6 Time Series 

One of the simplest stochastic processes is the random walk. The position 
of the walk at time n is given by X,, = Z, + * - * + Z,,, wher- 5,, . . . , 
2, are independent, identically distributed random variables constituting the 
steps of the walk. In general, Z,, can be in any dimension. For physical 
applications it is typically in three dimensions. The process is simple to 
simulate since X,,,, = X,, + Z,, so that successive positions are obtained 
by taking the current position of the walk X,, and adding on the next step 
Z,,. When the components of each Z,, are independent N(0, 1)  variables, X,, 
corresponds to the position of Brownian motion at time n.  To interpolate 
at a time n + f between n and n + 1 the Brownian bridge can be simulated. 
Given that X,, = x,, and X,,, , = x,,, , the distribution of X,,,, is normal with 
mean x, (1 - t )  + x,,+ , t  and the variance of each coordinate of X,,,, is 
t ( l  - t). Thus the trajectory of a particle moving according to Brownian 
motion can be simulated first on a coarse time scale, to determine the 
general direction of its movement, and subsequently finer details of the 
trajectory can be filled in at points in time and space that are of special 
interest. This technique is used extensively in modelling molecular trajec- 
tories in studies of reaction kinetics. 

The simple random walk is a prototype for the general autoregressive 
process AR(p) that has the following structure 

X",, = a,X, f a2X,,-, + * * + ap,,-, ,  + z,, (5.26) 

where the 2, are again independent and identically distributed. Under certain 
conditions on the constants a,, . . . , a,,, the process has a stationary distri- 
bution. See Chapter 3. For convenience we will assume that all variables 
have zero means. The easiest way to simulate the process in this case, is 
to start with an arbitrary set of initial values x,, . . . , x,, and then, using 
simulated values of z,, calculate 

x,,, = a,x, + a & - ,  + * * + q J n - , , + l  + zn (5.27) 

for n = p ,  p + 1, . . . , until equilibrium is obtained. After a period of 
equilibration, the values of x, come from the stationary distribution, and 
the subsequent time series can then be used as a realization of the stationary 
autoregressive process. This is known as the harvesting phase of the algo- 
rithm. The main problem is to determine when equilibration has been com- 
pleted. In practice, a number of ad hoc methods are used, including 
monitoring the empirical mean and covariances of the series. If computer 
time is not a constraint, substantial periods of equilibration can be contem- 
plated when in doubt. 
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When the Z,, are normally distributed, (X,,) is a Gaussian process. The 
equilibrium distribution of XI,  . . . , X,, is multivariate normal with a 
vxiance-covariance matrix that can be obtained from the Yule-Walker 
ec.>iations. See Chapter 3. The process can then be started from a simulation 
of XI,  . . . , X,, using the methods of Section 5.4 and continued using the 
recurrence relation as previously. Having started in equilibrium it remains 
in equilibrium. 

The autoregressive moving-average process, ARMA, (p, q) has structure 

x,,., - a,X,, - - * * - aJ,,-,,+i = biz, + * . (5.28) 

Again we will restrict attention to the problem of sampling the process in 
equilibrium, which means that certain restrictions have to placed on the 
parameters a,,  . . . , a,, and b,, . . . , b,. See Chapter 3. 

As before, simulations can be started in an arbitrary state, say z ,  = 
. . .  = z ,  = 0, x ,  = * * - = x,, = 0, and then continued through an 
equilibration period before harvesting values of the process. 

Alternatively, in the Gaussian case, the process can be started in equilib- 
rium, although an additional complication is that the initial state must specify 
both z , ,  . . . , z, and x , ,  . . . , x,,. Rather than go into detail about how 
to do this for the ARMA (p, q)  model we will move on to describe methods 
for simulating an arbitrary stationary Gaussian process. The methods we 
describe will also enable us to simulate time series that are defined on a 
continuous time scale, rather than on the discrete set of times . . . , 0, 1, 
2, . . . .  

+ b $ n - y + l  

5.6.1 Spectral Sampling 

We start by considering processes taking real values at discrete times. 
A stationary Gaussian process ( X , , )  is specified by its autocovariance func- 
tion. For simulation purposes, we may as well assume that the mean of the 
process is zero. In Chapter 3 it was shown that the autocovariance function 
C(k) has a spectral representation 

wheref(w), is a nonnegative function called the specrraf density. The vari- 
ance of the X,, is given by 

at = J "f(w)dw (5.30) 
0 

Conversely, if the covariance function is known then f is given by 
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I m 

f(w) = [ 1 + 2 2 C(k) cos(wk) 
k =  I 

‘II 

Since f integrates to o’y the function 

f(w) 
0: 

= - 

(5.31) 

(5.32) 

is a probability density function. It is straightforward to show that if W is 
sampled from the density f* and if U is uniformly distributed on (0, I),  
then the sequence of random variables 

u y V 5  COS(TU + n ~ )  for n = . . . , - I ,  0, 1, . . . (5.33) 

has the same covariance as ( Xn ). The simplest simulation of ( X , 2 )  is therefore 
rn 

uy (2/m)Il2 2 cos(mi + nw,) 
i =  I 

(5.34) 

where (u,, wi) are independent simulations of (U, W) and m is large enough 
to guarantee approximate normality by the central limit theorem. A conserva- 
tive rule is to chose m to be 10 times the number of time points at which 
the process is simulated. 

If it is difficult to sample from the probability dens i tyy  the following 
procedure can be used. It uses the fact that when U is uniformly distributed 
on (0, 1 )  and when V independently has probability density k then 

f o r n  = . . . , - l , O ,  I ,  . . . 

[2f(V)/k(V)]1/2 c o s ( ~ U  + nv) 
f o r n  = . . . , -1.0. 1, . . . 

(5.35) 

has the same covariance function as (X,, } . Here we have assumed that the 
support off is contained in that of k. A simulation of the process (X,*) is 
then given by 

rn 

(2/rn)ll2 2 ~ ( v , ) / k ( v , ) ] ’ / *  cos(m,  + nv,) 
, = I  

(5.36) 

where (K,, v, )  are independent simulations of (U, v) and m is large enough 
to guarantee approximate normality. It should be noted that if k is poorly 
matched tof,  components of the sum will have a long-tailed distribution 
and large values of m will be needed to achieve normality. 

for n = . . . , - 1 ,  0, 1, . . . 
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To illustrate the method we will simulate values from an ARMA(1, 1) 
process. The general ARMA(p, q) process has spectral density 

u: 11 + x:=1 b&p'kWl, 

11 - z;=, U&iWk(Z  
f(w) = - 

where a$ is the variance of Z,,. For the particular case 

(5.37) 

x, = ax,,-, + z, + bZ,- ,  (5.38) 

this becomes 

1 + 2b cos(w) + bZ 
= ?r 1 - 2a cos(0) + a2 

(5.39) 

The spectral density with b = 0.5, a = 0.7 and u$ = 1 is graphed in Figure 
5. A simulation of 200 successive values of the ARMA process, XI, . . . , 
X,, calculated by sampling from the uniform density k(w) = l h ,  with 
m = 2000, is displayed in the adjoining panel. 

A stationary time series in continuous time can be thought of as a one- 
dimensional spatial process. In the next section, we show how homogeneous 
Gaussian random fields in an arbitrary number of dimensions can be simu- 
lated. 

PD 

fn 

* 

N 

0 

0 1.0 2.0 3.0 0 50 100 150 200 
W time 

FIG. 5. Spectral density of ARMA(1, I )  process with b = 0.5, a = 0.7 and 
o$ = 1. Simulation of process using spectral sampling with k uniform. 
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5.7 Spatial Processes 

5.7.1 Gaussian Random Fields 

The simulation of Gaussian random fields is important in the study of 
spatially distributed data, both as a means of investigating the properties 
of proposed models of spatial variation and as a way of constructing good- 
ness-of-fit tests by the Monte Car10 method. When there are only a few 
spatial locations, the Cholesky decomposition method of Section 5.4 can 
be used. When a large number of locations is involved, for example In 
simulating a random surface in a study of frictional effects, we have to 
employ different techniques. In geostatistical applications, turning band 
simulation, developed by Matheron [8], appears to be the method of choice. 
The technique has the following advantages: (a) it permits the field to be 
simulated at irregularly spaced locations; (b) the second-order properties 
of the simulated process are exactly those specified by the Gaussian model; 
(c) the multivariate distribution of the simulated process is approximately 
Gaussian, relying on the central limit theorem for the approximation. How- 
ever, the technique is restricted to the simulation of fields that by transforma- 
tion of the spatial coordinates can be made homogeneous and isotropic. 
Furthermore, the method of turning bands involves repeatedly simulating 
and superimposing independent copies of an associated stationary one- 
dimensional process. Each such component of the simulation may therefore 
by itself involve a substantial computational cost. 

The spectral sampling methods for simulating stationary Gaussian time 
series extend naturally to random fields in higher dimensions. First of all, 
we generalize the discussion to consider processes defined at all points in 
a continuum, e.g., at all points along a time axis or all points in the plane 
or in space in one, two and three dimensions, respectively. With the notation 
of Chapter 4, we denote a real-valued Gaussian random field by X ( h ) ,  h E 
Rd, where d is the dimension of the space. We will assume that the field is 
homogeneous; i.e., that X(h , ) ,  . . . , X(h,) has the same distribution as 
X ( h ,  + k,), . . . , X(h,, + k,,) for any displacement k E Rd. We assume 
that the mean of the process is 0 and we denote the covariance function 
E[X(h)X(O)] by C(h).  The spectral density functionf(w) of the random field 
and the covariance function are related by 

f(w) = ( 2 T r - d  I C(h) cos(w'-h)dh 
I8 

(5.40) 

and 

(5.41) 
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If the covariance function is isotropic, thenf(w) is a function of 101 alone. 
Furthermore, as Matheron has shown, the covariance function C that is now 
a function of r = Ih( can be expressed as 

I' C,(vr)(l - v*)(d-3)'2dv (5.42) 
2I'(d/2) 

C(r)  = Gr((d - 1 ~ 2 )  o 

where C ,  is the covariance of a one-dimensional stationary time series. 

a:, the variance of X(h) is given by 
Note that the spectral density is defined over the whole of Rd. In particular 

(5.43) 

For homogeneous fields that are defined only on integer lattices, i.e., 
discrete grid points, the spectral density is confined to the cube ( -  T, T ) ~  

and the integral in Eq. (5.40) is replaced by summation over the grid points. 
For the case d = 1 this differs slightly from the definitions given in Sec- 
tion 5.6. 

5.7.2 Turning Bands 

Matheron [8] showed that if V is a point chosen randomly on the unit 
sphere in Rd and Z( t )  is a stationary process with covariance C,, then Z(hTV) 
has the same second-order properties as X(h) .  In two dimensions the process 
Z(hTV) can be visualized as a corrugated surface whose contours are parallel 
bands, turned through a random angle. The turning band simulation of X(h)  
is given by 

m 

m- 2 Zi(h'Vi) 
i =  I 

(5.44) 

where (vi, zi(t))  are independent simulations (V ,  Z(t ) ) .  By choosing m suffi- 
ciently large the distribution of (5.44) at a finite number of locations is 
approximately Gaussian by virtue of the central limit theorem. 

5.7.3 Spectral Sampling 

A simple alternative to the method of turning bands is to use spectral 
sampling as in Eq. (5.36). Suppose that the field is to be simulated at a set 
of points h i ,  . . . , h,. First of all, we must find a d-dimensional density 
that is easy to simulate from. The density has to have the property that it 
is positive wheneverfis positive. Call this density k and write V for the 
d-dimensional random variable with this distribution. As usual we denote 
a uniform (0, 1) variable by U .  The random field is simulated by 
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rn 

(2/m1)”~ C L f ( v , > / k ( ~ ~ ) ] ” ~  COS(ITU~ + hTv,) for h E R’ (5.45) 
i =  I 

where (ui, v , )  are independent simulations of (U, V) and m is large enough 
to guarantee approximate normality. The special case when f 0: k leads to 
some simplification. 

Spectral sampling is more widely applicable than the method of turning 
bands. It is also easier to implement since there is no need to solve the 
functional Eq. (5.42) to obtain C,, and the problem of simulating the process 
Z( t )  is avoided. Most important, spectral sampling is not restricted to iso- 
tropic fields. In particular, it is possible to designate one of the space axes 
as a time axis and simulate a Gaussian spatial-temporal process using the 
anisotropic spectral density corresponding to the spatial-temporal covari- 
ance function. Furthermore, many processes are most conveniently specified 
in terms of their spectral density, and in those cases in which only the 
covariance function is given, Eq. (5.40) can be used to obtain the spectral 
density by integration. 

5.7.4 Lattice-Based Gaussian Processes 

The treatment of lattice-based spatial processes is similar. The principle 
difference is that f is constrained to ( - IT ,  IT)”. A benefit of this is that 
there is an obvious simple choice for k, namely, the uniform density on 
( - ‘II, T)“. The two-dimensional autonormal random field described in Chap- 
ter 4 has spectral density 

f(w) = [ l  - (Y cos(w,) - p cos (w2)l-I 

for (w,, w2) E ( -  T, ‘II)~ 
(5.46) 

where (a1 and are less than 0.5. Figure 6 gives a simulation of such a 
field obtained by using Eq. (5.45) with k the uniform density on ( - IT,  IT)*. 

5.7.5 Systematic Sampling of Spectral Density 

A number of refinements of the basic method (5.45) have been pro- 
posed. The usual modification is to replace the simulated variables vi by 
values chosen from a predetermined set of points distributed systematically 
throughout the spectral domain. Effectively this replaces the continuous 
spectral density by a discrete one. A side effect is that the simulated process 
becomes periodic, which will distort long range correlations. The main 
advantage is that when the points are suitably chosen, the fast Fourier 
transform can be used to do the calculations, resulting in a substantial 
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FIG. 6. Simulation of autonormal random surface a = /3 = 0.49: spectral sampling 
with k uniform and rn = 50,000. 
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reduction in computing time. For example, placing points at (o,, wk) ,  where 
m, = j d N  for j ,  k = - N + 1, . . . , N leads to the simulation 

for m, n = . . . , -1, 0, 1, . . . , in the two-dimensional lattice-based 
case. The best value of N will depend on circumstances. A large value of 
N ensures that the discrete spectrum yields a covariance function close to 
that o f f a t  the cost of additional computing time. An added refinement is 
to include independently simulated exponential random variables under the 
square root sign. The advantage is that the resulting expression has an exact 
Gaussian distribution. In practice, this produces no real benefit when N is 
large since the central limit theorem will ensure approximate normality even 
without the added variables. 

5.8 Markov Random Fields 

In this section we will focus on methods for the simulation of Markov 
random fields on graphs and lattices. We will assume as in Chapter 4 that 
the joint distribution of the values Z ( s , ) ,  . . . , Z(s,,) at the sites s I ,  . . . , 
s, is such that at every site sk, the conditional density of Z(s,) given the rest 
of the values is of the form p,[z(s,)le(N,)], where Nk is the set of sites that 
neighbour st. When the number of sites is small, it may be feasible to 
obtain the joint density of Z(s,) ,  . . . , Z(s,)  explicitly or at least up to a 
multiplicative constant. In such cases, standard methods such as rejection 
sampling can be used. However, most applications of Markov fields involve 
lattices with large numbers of sites. In image processing, for example, n 
may be 512 X 512; i.e., the number of pixels on the screen. Simulation 
methods make use of the Markov property of the field. The most straight- 
forward technique is to visit sites cyclically in some prescribed order and 
at  each visit update the site according to a certain probabilistic rule. If this 
is done correctly the succession of updated configurations forms a stochastic 
process having f as its equilibrium. 

Updating can be achieved in a number of ways. The simplest is to use 
the Metropolis method on the conditional densities. Suppose that site st is 
in state z(s,) when it is visited and that the neighbouring sites are in state 
z(N,). The site-wise Metropolis procedure generates a proposal using a 
density g,(y) and then accepts the proposal with probability 
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(5.48) 

The density g, can depend on the site k and the values z (Nk) .  When the 
Markov field takes only a finite number of values, gk can simply be uniform. 

Another method of updating that has become popular is the Gibbs sampler: 
In general it is more difficult to implement, and there is some evidence that 
the convergence to equilibrium is slower than the site-wise Metropolis 
method. The Gibbs sampler updates a site by simulating a value from the 
conditional density p, [y (z (Nk)] .  When the field takes only two values at each 
site, e.g., a black-and-white image, it is trivial to apply the Gibbs sampler. 
However, when the number of possible values at each site is large, use of 
the Gibbs sampler can be cumbersome and costly in computer time. Under 
these circumstances the site-wise Metropolis method is to be preferred. 

An unresolved problem is that of determining when convergence has 
been attained. The number of iterative cycles that have to be completed 
before equilibrium is achieved will depend both on the strength of depen- 
dence between site values (long-range order effect) and which properties 
of the equilibrium distribution are under investigation. Careful monitoring 
of the evolution of the random field is required. 

Recently there has been a great deal of interest in a new method of 
simulating the Potts model, a particular class of discrete-state Markov ran- 
dom fields in which each site is assigned one of q different values or colours. 
In its simplest form p [ z ( s , ) ,  . . . , z(s,,)] the probability density for the 
Potts model is taken to be proportional to exp[ -pu(z) ] ,  where p > 0 
and u(z) is the number of neighbouring pairs of sites (s,, s,) for which 
z(s,) # z(s,). The distribution is a model for an aggregation process in which 
neighbouring sites tend to be of the same type. It has been used in image 
analysis as a prior distribution for the Bayesian reconstruction of a corrupted 
image. The prior distribution represents a prejudice that neighbouring pixels 
should tend to be of the same colour. The site-wise Metropolis algorithm 
converges very slowly for the Potts model, particularly when p is large. 
Quite dramatic improvements can be produced by using a different Markov 
chain introduced by Swendsen and Wang. See, for example, Besag and 
Green [ 3 ] .  At each step in the chain, the algorithm starts by joining each 
pair of neighbouring sites with a bond. The algorithm then identifies which 
pairs of neighbouring sites are such that z(s,) f z(s,). The bonds between 
such pairs are then broken. The algorithm proceeds by independently break- 
ing each of the unbroken bonds with probability e - p ,  then finds which 
clusters of sites are held together by the remaining unbroken bonds and 
finally colours each cluster randomly, independently and with equal proba- 
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bility using one of the q possible colours. Computer experiments show that 
the Swendsen-Wang algorithm reaches equilibrium much more rapidly than 
the site-wise Metropolis method. Finding Markov chains with such good 
convergence properties for more general densities than that of the Potts 
model is a challenging area of statistical research. 

5.9 Point Processes 

The simplest spatial point process is the Poisson process and the simplest 
case is when there is only one space dimension that can equivalently be 
thought of as time. A one-dimensional Poisson process with intensity A can 
be simulated most simply by making use of the fact that the times bemeen 
arrivals are independent and exponentially distributed. Alternatively, from 
the definitions in Section 4.4, it is known that the number of arrivals in an 
interval (0, t) has a Poisson distribution with mean At, and the times of 
arrival are then uniformly distributed on (0, t). This leads to the following 
algorithm. 

Algorithm 5.7: 
during an interval (0, 2): 

Here we simulate the arrival times in a Poisson process, 

simulate x from Poisson ( A  t) by 
u s i n g  Algorithm 5 . 5  or 5 . 6  

for i = 1 to x 

t(i) = t * RND 
next i 

The advantage of the first method is that the arrival times are generated 
as time evolves. In Algorithm 5.7, which is a faster algorithm, the arrival 
times t(i) are generated in no particular order, so that an additional sorting 
operation is required if they are needed in an increasing sequence. Algorithm 
5.7 extends immediately to the spatial case; i.e., the homogeneous Poisson 
process with intensity A in a cube (0, t)d in &dimensions. The only changes 
that have to be made are that x has to be sampled from the Poisson distribution 
with mean Ar', the mean number of points in the cube, and the location of 
a typical point is then uniformly distributed in (0, t)"; i.e., each one of its 
coordinates is uniformly and independently distributed between 0 and t. To 
simulate the homogeneous Poisson process in a more complicated region, 
it is necessary only to locate the region within a cube and record just those 
points that lie in the region of interest. 



REFERENCES 153 

The inhomogeneous Poisson process can be simulated directly from the 
construction in Chapter 4. Similarly the constructive definitions of the Cox 
process and the Poisson cluster process in the same chapter can be used to 
provide straightforward simulation algorithms. The Markov point process 
mentioned in Chapter 4 can be simulated either constructively or by making 
use of a spatial-temporal birth-death process whose equilibrium distribution 
is of the form required (Ripley [lo]). 

5.10 Further Reading 

There are a number of good books on Monte Carlo methods. The mono- 
graph by Hammersley and Handscomb [ 5 ]  is easy to read and describes a wide 
range of applications. Devroye [4] provides a more recent and compendious 
catalogue of techniques. Volume I1 of Knuth’s book [7], The Art  of Computer  
Programming contains many ingenious algorithms, emphasising good com- 
puting practice. Other recent books are those by Ripley [lo], which is strong 
on theory, and Kalos and Whitlock [6], which emphasizes physical applica- 
tions. It is always worth checking software manuals to see whether random 
variables can be simulated by built-in algorithms. The S language, mentioned 
in Chapter 17, has routines for common continuous variables. 
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6. BASIC STATISTICAL INFERENCE 

John Kitchin 
Semiconductor Operations 

Digital Equipment Corporation 
Hudson, Massachusetts 

6.1 Introduction 

We see in Chapter 1 that observations of physical phenomena are often 
subject to uncertainty or random “errors” and that probability theory can 
be useful for modeling and interpreting them. In this chapter we begin to 
address the problem of making inferences, or more generally, answering 
questions based on observations subject to randomness. We build a frame- 
work for statistical inference. 

6.1.1 Goals of this Chapter 

The goals of this chapter are to introduce the basic concepts of classical 
inference under a parametric model; to illustrate these concepts through 
simple, though real, examples in a way that demonstrates what is possible 
with classical statistical inference; and to give pointers to literature that can 
help the reader carry out statistical inference for more general problem 
sets. Included are brief discussions of some of the weaknesses of classical 
statistical inference and reference to other approaches to inference that, to 
many, are in competition with classical statistical inference. 

6.1.2 Motivation 

Consider the observations in Table I (prearranged for convenience in 
ascending order). Each is the natural log of the time to failure (in hours) 

TABLE I. Natural Logs of Electromigration Failure Times from Accelerated Stress 
x ,  = 3.29 xs = 3.72 xs, = 3.99 x I 3  = 4.21 
xz = 3.47 x6 = 3.80 x l 0  = 3.11 xI4 = 4.28 
x, = 3.54 x, = 3.82 x l t  = 3.15 XIS = 4.53 
x, = 3.55 xs = 3.93 ~ 1 2  = 4.17 X , 6  = 4.94 
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of a microscopic metal conductor line (interconnect) on a individual semi- 
conductor test “chip.” Failure is defined as a 10% or greater increase in 
electrical resistance, signaling end-of-life of the metal line due to electromi- 
gration.’ Though the 16 chips (from the same production lot) were manufac- 
tured to be identical and experienced equal temperature and current density 
accelerations by careful control of test conditions, the results vary over a 
range of 1.65, equivalent to a factor of exp(1.65) A 5 from shortest to 
longest time till failure. Each of the 16 metal lines represents (after scaling) 
the metal interconnect on an individual semiconductor chip under mass 
production. Our interest is in answering important questions about the 
entire production lot; for example, does the lot meet a certain reliability 
requirement? 

Scientrfc inference is the act of drawing conclusions or answering ques- 
tions about an unknown “state of nature” based solely on theory and 
observation. The methods of science generally exclude expediency, the 
subjective judgment of the experimenter, or consideration of the conse- 
quences of the answers. Classical sfatistical inference was developed in 
order to pursue scientific inference based on observations that are subject 
to statistical uncertainty. Table I1 pairs specific questions we address in the 
examples of this chapter with more general questions that arise in scientific 
inference, to illustrate how statistical inference supports scientific inference. 
To develop classical statistical inference, we must develop a formal way 
of describing a “state of nature” and posing a question about it coupled 
with a set of methods for transforming observations subject to uncertainty 
into an answer to the question. First, however, we briefly examine methods 
for summarizing the electromigration observations separately from the prob- 
lem of how to answer questions. 

6.1.3 Descriptive Statistics and Graphical Methods 

Commonly used descriptive statistics that provide a measure of the foca- 
tion or “central tendency” of a set of observations are the sample mean 
X = 3.97 and the sample median X = i(x, + x9) = 3.96, when applied to 

‘Electromigration is a directed diffusion phenomena of intense interest in the semi- 
conductor industry because it can cause electrical failure over time in the metal 
“interconnect” lines of integrated circuits by forming voids or metal extrusions. 
The causes of randomness in electromigration time to failure are not well-understood, 
yet questions of design and production reliability have to be answered on the basis 
of the observations such as x lr  x2. . . . , x l h .  Thus, this example demonstrates 
the need for statistical inference methods. Note, the statistical treatment of these 
observations in this chapter is simplified. More elaborate statistical models and 
inference methods are used to account for length scaling and temperature stress. 
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TABLE 11. Electromigration-Specific versus General Questions 
Answerable with Statistical Inference 

Electromigration Question General Question 

I 

I1 

Is this lot as reliable as the standard 
requires? true? 
How much does annealing decrease 
the frequency of grain boundary 
triple points? 

I11 Does electromigration accelerate as Do these observations confirm the 
the square of the current density? theory? 

IV What lifetime is predicted for this What observation is predicted for 
customer’s chip? the next experiment? 

V Are electromigration failure times Does this model fit the data? 
Lognormal? 

Is this claim about the population 

How much does this new treatment 
improve the process? 

the observations of Table I. (See Section 6.2.1 for the general formulas for 
sample mean and sample median,) 

A descriptive statistic called the range 

r = max(x,, x,, . . . , x , ~ )  - min(x,, x2, . . . , x , ~ )  = 1.65 (6.1) 

is sometimes used to measure the variability among or scale of the observa- 
tions. However, the most commonly used descriptive statistic for scale is 
the sample standard deviation: 

4 0.42 16 - 1 

(See Section 6.2.1 for the general formulas for sample range and sample 
standard deviation.) 

Figure 1 shows a relative frequency histogram of the 16 observations, 
revealing a symmetric, unimodal (one-hump) distribution of values around 
the the two nearly equal location statistics. This situation is generally consis- 
tent with a statistical model that stipulates that the observations were drawn 
at random from a normal (Gaussian) population (see Chapter 2). To further 
support this conjecture, Figure 2 gives a normal probability plot, on which 
a normal cumulative distribution function plots as a straight line. 

A much richer collection of descriptive statistics and graphical methods 
can be found in many texts, including [ 151 (very readable, though elemen- 
tary), [7], and [19] (very rich). 

We have gained insight into the location and scale of the population of 
electromigration log failure times through application of descriptive statistics 
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FIG. 1. Histogram of 16 electromigration log failure times. 
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FIG. 2. Normal probability plot of electromigration log failure times. 

to the sumple observations. Also, we have a tentative probability model to 
describe the relationship between the population and the sample. However, 
we are not at present equipped to do any formal inference. 

6.1.4 Statistical Models and Population Parameters 

Statistical inference requires a sta?is?ical model. A formal (parametric) 
statistical model consists of an observable X, a vector of unknown parameters 
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0, and a family of probability distributions indexed by 0, usually specified 
by a joint probability mass function p ( x ;  0) or a joint probability density 
function f ( x ;  0). 

Our brief excursion through descriptive statistics applied to the electro- 
migration observations leads us to assume the statistical model 

X = X I ,  X,, . . . , X,, independent, identically distributed (6.3) 

What is being said so formally is that the population of chips in the lot has 
a one-to-one correspondence with a population of electromigration log 
failure times that is normally distributed with mean p and standard deviation 
cr. Testing 16 of the chips to failure gives a realization of the observable 
XI ,  X 2 ,  . . . , XI, that yields information on the unknown population param- 
eters p and u through their N ( p ,  u) relationship with the observable. 

The statistical model describes all random samples of size 16 that might 
be drawn from the population of electromigration log failure times. The 16 
observations in Table I are but a single realization of the observable (but at 
present the only realization we have). This distinction between the statistical 
model for all possible realizations of the observable and a specific realization 
of the observable is key to the interpretation of classical statistical inference. 

Any question about the “state of nature” of the population that is framed 
in terms of the parameters p and u can be answered via statistical inference 
based on this statistical model. Note, however, that to answer Question V 
from Table I1 requires a statistical model more general than that assumed here 
for the electromigration observable. We defer to Chapter 7 the introduction of 
methods of statistical inference for questions about how well a parametric 
statistical model fits the observable. 

Given a statistical model we can now develop methods to estimate the 
population parameters or functions of them (estimation), establish the preci- 
sion of such estimates (confidence intervals), and formally answer questions 
about the population (statistical testing). 
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6.2 Point Estimation 

In this section we develop methods for obtaining an estimator that yields 
a “good” point (that is, single number) estimate of a population parameter 
within the statistical model chosen. 

6.2.1 Concept of a Statistic 

Formally, a statistic is any function of the observable. A statistic T maps 
the observable to a real number T ( X )  and is therefore a random variable 
with a probability distribution (see Chapter 1). For example, the descriptive 
statistics introduced in Section 6. I to measure location are the sample mean 

(1 x = ( l h )  c xi 
i =  I 

and the sample median 

i f n  = 2k + I 
if n = 2k (112) (XI,, + XI,+,,) 

(6.7) 

where XI, , ,  XI2,, . . . , X,,,, denotes the observable arranged in increasing 
order: Further, statistics to measure scale are the sample range 

R(X)  = max(X,, X,, . . . , X,,)  - min(X,, X,, . . . , X,,) (6.9) 

and the sample standard deviation 

(6.10) 

the latter invoked as the preferred estimator of the parameter u. Note that 
the statistic S utilizes the statistic x. 

In general we speak of an estimator T as a statistic that yields information 
on a parameter 8. Several statistics are introduced in the succeeding sections, 
not only as estimators, but also as limits for confidence intervals and as 
test statistics for statistical hypothesis tests. 

6.2.2 Desirable Properties of Estimators 

We naturally desire the estimator T to yield estimates (realized values) 
that are in some sense “close” to 8. A common way to measure “close” 
for a random variable is through the mean squared error: 
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where E and V are the expectation and variance operators, respectively (see 
Chapter 1). The realized values of T will spread about the center of its 
distribution E(T) with a precision measured by its variance V(T) .  On the 
other hand, the accuracy of T is measured by its bias for 8, given by 

For example, in the estimation of p the variance of the sample mean, 
V ( a  for a sample of size n from a N’, a) population equals a*/n while 
its bias, E(x)  - p equals zero; that is, X is unbiased. In general, the smaller 
the mean squared error of an estimator, the better it is on average at 
estimating the parameter. It is obvious from Eq. (6.11) that reducing either 
the variance or the bias of an estimator improves its “closeness” to 8. 
Hence, minimum variance and unbiasedness are two desirable properties 
of estimators. 

In comparison to x in the N ( p ,  a) statistical model, the sample median 
2, though also unbiased, has V(@ > 7u2/6n for any n 2 3. Hence its mean 
square error is always at least 7/6 times as large as that of x, regardless of 
the value of the standard deviation u (expect in the trivial cases n = 1 and 
n = 2 when the sample mean and sample median are identical). This is 
why the median is not used for inference about p in the N ( p ,  u) case. In 
fact, x is the minimum variance unbiased estimator for p in the N ( k ,  u) 
model. 

A third desirable property of an estimator T is consistency-as the sample 
size n increases without bound the probability that T yields a value “close” 
to 8 converges to 1.  Any reasonable estimator will be consistent, typically 
because of the Law of Large Numbers (see Chapter 1). Also, if an estimator’s 
mean squared error converges to 0 as n increases without bound, consistency 
is assured. For these reasons developing a “good” estimator usually focuses 
on minimizing variance and bias, balanced against the complexity and 
computational burden that an estimator or inference based on it may impose. 

E(T) - 8 .  

6.2.3 Methods of Obtaining Estimators 

6.2.3.1 Method of Moments. One of the conceptually simplest ways 
to obtain an estimator is to match sample moments_to population moments. 
(See Chapter 1 on moments.) As a simple case, X is the first moment of 
the sample data and estimates the population first moment p (the mean) in 
the electromigration statistical model. The sample variance SZ is the second 
moment about the mean of the sample data, and it estimates the second 
moment about the population mean a* in the electromigration statistical 
model. 
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TABLE 111. Frequency of Grain Boundary Triple Points in 
Semiconductor Interconnect Lines 

Type of Number of Length of Triple Points 
Treatment Triple Points Line Examined per 100 p m  

As deposited 64 1 I40 p m  5.61 
Annealed 32 1340 p m  2.38 

A more challenging example of the method of moments comes from an 
electron microscopy study of the microstructure of aluminum interconnect.’ 
Grain boundary triple points are counted over two differently treated lengths 
of 1.3 pm wide semiconductor interconnect (Table 111). The study seeks 
inference about parameters p and A, the mean number of grain boundary 
triple points per 100 pm of interconnect in  the population of chips as 
deposited and in the population of chips annealed, respectively. The natural 
method of moments estimators are the sample means X/11.4 for p and 
Y/13.4 for A, where X and Y are the total number of grain boundary triple 
points in the 1140 pm and 1340 km lengths, respectively. Note, this “averag- 
ing” is over a continuous variable (length) rather than over a discrete set 
of values such as the 16 in the electromigration example. This is common 
in problems dealing with time or space averages, but some extra thought 
is required to formulate the statistical model, which is done in Section 6.3.1. 
Under that model both of these method of moments estimators are minimum 
variance and unbiased. 

In general, estimators obtained via the method of moments are easy to 
compute and have the consistency property. Often they are also unbiased 
and minimum variance. If no minimum variance unbiased estimator is 
known and the maximum likelihood estimator (see Section 6.2.3.3) is too 
difficult to obtain, there is no reason not to use the method of moments 
estimator. 

Like the method of moments, the 
method of least squares is a conceptually simple way of developing an 
estimator with good properties and predates by a century the systemization 
of mathematical statistics (with its comparative study of the properties of 
estimators) that began early in the twentieth century. Though least squares 
is addressed in full in Chapter 9, we illustrate its rationale and usefulness 
in statistical inference with an application to simpfe linear regression (SLR). 

6.2.3.2 Method of Least Squares. 

*Digital Equipment Corp. internal report by B. Miner and S. Bill. 
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Many studies of electromigration postulate that the median time to failure 
equals cj-”I, where c is an unknown scaling constant, j is the current density 
in the interconnect, and m is the current density exponent. By a log transfor- 
mation we have equivalently that the log median failure time equals PI) + 
P Ix, where x = logo’) and P I is the negative of the current density exponent. 
In a Monte Curlo experiment (see Chapters 5 and 15) we generate 30 
independent simulated electromigration log failure times at each of 3 known 
current densities, plotted in Figure 3. Thus we have n = 90 pairs (x,, y,) ,  
where y ,  is a log failure time at log current density x,, with which to estimate 
the unknown parameters PI, and PI in the SLR relating current density to 
failure time. (Of course, unlike in a physical experiment, we know the 
values of PI, and PI in  our Monte Carlo experiment.) 

The method of least squares seeks estimators fil) and f i l  that minimize 
the sum of squares for  error: 

, 
SSE = 2 ( Y ,  - fi,> - (6.12) 

(Here we are using a common nomenclature rule that the estimator of a 
parameter 8 is denoted 6.) The solution that minimizes SSE (found through 
elementary calculus) is 

, = I  

- 
2;=, (x; - X) ( X  - Y )  

c:.’= I (x; - X)? P I  = (6.13) 

so = r - f i l X  (6.14) 

7.0 1 
6.0 

0 - 
0) 4.0 
E 
i= 
’c 
0 3.0 
0) 
0 -I 

2.0 

1 .o 

- 

I I I I I 

13.75 14.00 14.25 14.50 14.75 15.00 

Log of Current Density 

FIG. 3. Linear regression on simulated electromigration log failure times at three 
current densities. 
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As expected, Po and P I  are statistics, that is, functions of the observable 
(xl, Yl), (xz, Y2) ,  . . . , (x,,, Y,,), but not of the unknown parameters Po 
and PI .  

For the 90 pairs (x,, y , )  realized in the Monte Carlo experiment, the values 
of SSE, the slope PI, and intercept fi, calculated with Eqs. (6.12), (6.13), 
and (6.14) are 27.97, - 2.14, and 34.5, respectively. Inserting these realized 
values of the statistics PI and Po into Po + Plx yields the fitted regression 
line drawn in Figure 3. 

The method of least squares optimizes estimation by minimizing the sum 
of the vertical distances (error) of the sample pairs from the fitted regression 
line. Note that this method does not rely on a statistical model for the pairs. 
However, least squares estimation in SLR is often carried out under the 
normal error model: 

(6.15) 

(6.16) 

under which SSEI(n - 2), fil, and 6, are the minimum variance unbiased 
estimators of u2, PI, and Po, respectively. 
6.2.3.3 Method of Maximum Likelihood. Loosely speaking, muxi- 

mum likelihood estimation for a parameter 0 sets the estimator T equal to 
the value of 0 that maximizes the a priori probability of the realized values 
of the observable. In our formal statistical model of Section 6.1.4, the 
likelihood function L to be maximized is simply the joint probability density 
function f(x; 0) (or joint probability mass function p(x; 0)) considered as 
a function 0 while x isfixed at the realized values of the observable. 

For example, the likelihood L under the statistical model in Eqs. (6.3) 
through (6.6) of our getting the 16 values in Table I is given by 

yi = P o  + PIX, + E, 

E,, e2, . . . , E,, are independent N ( 0 ,  a) 

(3.29 - p)’ ) exp( -(3.47 - rJ.Y 

L =  2u’ ) .  .. .  . exp( - 2u2 

6 U  6 U  

) exp( - 2u2 
(4.94 - p)* 

(6.17) 

which, by simple calculus, is maximum at p = X = 3.97, regardless of the 
(unknown) value of u. If, further, we search - for the value of u that maximizes 
L, we get u = s ,,,, = .41. In general, X and S ,,,, = ( v ( n  - I)/n)S are the 
maximum likelihood estimators of p, and u in a N ( k .  a) statistical model. 

Besides being the fruit of the compelling likelihood principle of mathe- 
matical statistics, a maximum likelihood estimator has (under technical 
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regularity conditions) the consistency property and large-sample versions 
of the minimum variance and unbiasedness properties. 

6.2.4 Looking Further on Point Estimation 

See Chapters 3 and 4 of [3] for a more complete and mathematically 
rigorous (yet readable) coverage of methods of developing and comparing 
estimators for classical inference in parametric models. Included in [3] is 
a discussion of the large sample theory of estimators, of which this chapter’s 
mention of consistency is only the slightest of beginnings. 

Chapter 8 gives a much more complete introduction to the method of 
maximum likelihood and insight into the origin of computational problems 
using it, along with detailed application to several different statistical models. 

A more mathematically focused source for estimators, with references 
to the original literature, is 1111, [12], and [13]. This series, indexed by 
probability distribution, gives formulas, algorithms, and statistical tables 
for computing a wide variety of estimators, including method of moments, 
minimum variance unbiased, maximum likelihood, and best linear unbiased. 

6.3 Interval Estimation 

This section addresses how precision in statistical estimation can be 
obtained. Confidence intervals and other interval and “region” estimation 
methods based on the confidence interval concept provide a special type 
of initial precision for inference under uncertainty. 

6.3.1 Single Parameter Confidence Intervals 
It is common in science and engineering to convey the precision for a 

sample average of repeated measurements as x 2 s/G. An important 
question is: “If the sample is subject to randomness and X is meant to 
estimate the population mean p,, is p, always contained in such an interval?” 
The answer is, “No.” However, classical inference offers the concept of a 
confidence interval that conveys a type of precision in estimation, but one 
qualified by the level of uncertainty inherent in  the estimation. 

To illustrate how a simple confidence interval is built, we start with 
the estimation of p, based on  2 when the population is N ( p ,  m). We know 
from the tables of the standard normal distribution that the event - 1.96 < 
(2 - p)/(m/l&) c 1.96 has probability .95. Simple rearrangement of the 
inequalities defining this event leads us to 
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(6.18) 
- a x - 1.96- < p. < X + 

%G 
The interval i? t 1.96u/%G defines a 95% confidence interval for k. 

The general form of a 1 - (Y confidence interval for a single parameter 
6 is (L, U ) ,  where L and 21 are statistics specially chosen to allow a 
statement of 1 - a probability for the event (1: c 6 < 211 (analogous to 
that in Eq. (6.18)) under the chosen parametric statistical model. The differ- 
ence 21 - L, the width of the confidence interval, conveys the statistical 
precision of the estimation of 6 in  a way consistent with classical statistical 
inference. 

In Eq. (6.18), a is a nuisance parameter, since its value is needed for 
the confidence interval for p., but u is not the object of the inference. Often, 
a nuisance parameter has an estimator that can be substituted for it  without 
changing the basic form of the confidence interval. For the case of estimating 
a normal mean 

defines a confidence interval for p. using the sample standard deviation S 
to estimate u (and requiring use of the Student t-distribution for the quantity 
(i? - p.)/(S/G).) For example, the electromigration date of Table I, the 
95% confidence interval for p. is 3.97 & (2.13 - . 4 2 ) / f i ,  equal to (3.75, 
4.19). 

Our success in manipulating the probability statement about the quantity (x - p.)/(u/%G) into a confidence interval follows from the fact that the 
distribution of (x - p.)/(u/fi)  is completely specified (either by assigning 
a value to u or replacing it with its estimator S), even though the quantity 
depends on the unknown parameter k. In deriving confidence intervals it 
is common to work with such quantities (called pivots), often having the 
form (T - O ) / G ,  where 6 denotes an estimator of the standard 
deviation of T (also called the standard error of T). 

We turn now from our confidence interval introduction to an example for 
which no pivot exists-but first the statistical model needs to be developed. 

A statistical model for the grain boundary triple point “annealed” results 
in Table 111 is had by first thinking of the lines as divided into squares 
1.3 k m  on a side. Since over a thousand such squares were examined for 
each treatment and for each square the chance of it containing a triple point 
is small (apparently 5 . O l ) ,  we invoke the Poisson probability model of 
Chapter 1 as the limit of these binomial trials. Independence of the trials 
is required, which here corresponds to assuming that the presence of a grain 
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boundary in any one square does not affect the chance of a grain boundary 
being present in any other collection of squares.’ The resulting statistical 
model is Y = Y and 8 = 13.4A with p(y; 0) = exp(-13.4A)[13.4A]”/y!. 

The goal of this discussion is to develop a confidence interval for A, the 
frequency of grain boundary triple points under the annealed treatment. 
First, we seek a confidence interval based on the Poisson distribution of K 
Mimicking the probability statement of Eq. (6.18), we seek statistics L and 
zf, functions of V, for which 

P(L < 13.4X < U)  = 1 - (Y (6.20) 

Fortunately, a special relationship between the Poisson and x’ distributions 
makes Eq. (6.20) true when 

(6.21) 
1 == -x? 
2 0‘22y 

(6.22) 

From Table 111 the realized value of Y is 32. To apply Eq. (6.21) and (6.22) 
to yield a 90% confidence interval on A first requires linear interpolation 
among the xa distribution percentiles in Table 3 of the Appendix to get 

1 u = -x’ I - u / 2 , 2 1 Y + I l  

64 - 6o (48.76 - 40.48) = 43.72 
X I m 4  = 40.48 + (70 - 60) 

66 - 6o (95.53 - 79.08) + 88.95 
~ . o s . h h  = 79.08 + (70 - 60) 

(6.23) 

(6.24) 

Then the 90% confidence interval for A is (;*43.72/13.4, i.88.9Y13.4) = 
( I  .65, 3.3 1). in units of triple points per 100 pm. 

Using the same development of a Poisson statistical model, but using 
numerical computation of the xa quantiles needed, we get (4.20, 6.91) for 
the 90% confidence interval for p, the frequency of grain boundary triple 
points as deposited. 

6.3.2 Interpreting Confidence I nterva Is 

The advantage of a confidence interval for 8 over a point estimate of 8 
is that the interval conveys an a priori (before the sample is realized) 
precision in the estimation of 8, though a precision qualified by the interval’s 

‘The “fit” of the Poisson model for the triple point counts could be assessed via 
the technique of Chapter 7 applied to a detailed tally of the frequency of triple 
points in equal-length subsections of the total length examined. 
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confidence level 1 - a. For a fixed confidence level, a narrower confidence 
interval conveys a greater precision for 0 than a wider interval. However, 
no level of a posteriori (after the sample is realized) precision is imputed to 
a confidence interval in classical inference. In particular, the 95% confidence 
interval (3.75, 4.19) from the electromigration data of Table I either does 
or does not contain the unknown mean k. This is a subtle, and often 
confusing, point in the interpretation of classical statistical intervals. 

To further clarify the interpretation of a confidence interval, Table IV 
reports the results of a Monte Carlo simulation of repeatedly drawing inde- 
pendent samples of size 16 from a N(3.9, 0.5) population and applying the 
confidence interval determined by Eq. (6.19) for a = .05. Since we know 
the value of k on which the simulation is based, we know which of the 
1000 intervals actually contain k. As expected, the 95% confidence interval 
formula applied repeatedly yields about 950 “correct” intervals. Conversely, 
there is no way to judge that an interval is correct without knowing the 
parameter p (which if known makes the confidence interval unneeded). 
Thus “confidence” must come a priori from the properties of the confidence 
interval formula, and not a posteriori from the realized confidence interval 
that our sample yields. 

That the interpretation of a confidence interval relies on repeated trials, 
usually difficult or even conceptually impossible to pursue in practice, is 
a major source of criticism for classical inference. Alternatives are pointed 
out in Section 6.5., but confidence intervals are firmly embedded in statistical 
practice (and software). On the other hand, it is common to loosely (but in 
truth wrongly) interpret a 95% realized confidence interval, like our previous 
(3.75, 4.19) interval, as itself having a 95% chance of being correct. 

TABLE IV. Confidence Intervals for lo00 Monte Carlo Samples 
from a N(3.9, .5 )  Population 

- 
Trial # X S 95% Confidence interval Contains p? 

- 
I 3.85 .48 (--I Yes 
2 3.67 .34 (.-) No 
3 3.88 .52 ( r - 1  Yes 

- 
- 

- 
999 3.88 .58 (L-) Yes 

1000 3.68 .57 (--) Yes 
- 

Summary: I 
p = 3.90 

946 Yes 
5 4  No 
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6.3.3 Some Useful Options in Applying Confidence Intervals 

Since a confidence interval (f, 21) for a parameter 8 results from a 
probability statement about inequalities, any transformation that preserves 
the inequalities L < 6 < 21 is also a confidence interval on the transformed 
8 at the same confidence level. 

For example, since the transformation exp(x) is a monotone function, 
we can claim that (exp(3.75), exp(4.19)) 4 (43 hrs, 66 hrs) is itself a 95% 
confidence interval for exp(p). the lognormal median time to failure from 
electromigration for the chip population under the same acceleration. 

Though all confidence intervals presented in this chapter have finite 
lower and upper bounds, a one-sided interval is always available by taking 
either L or 21 to be infinite. This is desirable when it is not useful to produce 
inference about how small ( L  = - 00) or large (U = 00) the parameter is. 

For example, in reliability testing for electromigration, interest may rest 
only in the least possible value of the median time to failure, since there 
is no consequence when the median parameter is larger than the reliability 
standard. The advantage is that, for a given confidence level, 'U is smaller 
(or L is larger) in a one-sided interval than for a two-sided interval. 

Since a confidence interval has an a priori precision, the sample size 
needed for a given precision (at a specified confidence level) can, in princi- 
ple, be determined. 

For example, the confidence interval for exp(p.) derived at the beginning 
of this section has a relative width (precision) of 66/43 1.53 or about 
53%. Suppose a 95% confidence interval with 20% relative precision is 
desired. This means exp( U) = 1.2 exp(L), or equivalently 21 - L .182. 
From Equation 6.18 it is clear that 21 - L must also equal 2( 1 . 9 6 ) ~ / 6 .  
Solving these two constraints for n gives n = (2u1.96/.182)', which for 
u = .5 yields a sample size of n = 116. Several points need to be made 
concerning this discussion. 

The general sample size formula for a normal mean (1  - a)-level 
confidence interval of (a priori) width W is n = (2uzd,/W)', where n is 
rounded up to an integer. 

A planning value for the nuisance parameter u must be specified to arrive 
at a unique value for n. In practice, the value of u used is often that 
from a similar previous experiment or a conservative guess based on prior 
judgment about the population being sampled. 

Though a planning value of u may be used, the confidence interval 
should be based on the estimator S (as in Eq. (6.19)). Thus, the width of 
the confidence interval is a random variable and on average will be wider 
than the W from which the sample size is computed. More refined techniques 
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TABLE V. Statistics from Die Probe Travel Study 

Pin Type n 
- 
X S 

Short 
Long 

~ 

8177 
8180 

0.897 
0.870 

~ ~~ 

0.854 
0.610 

exist that offer some control over the variation in width, at the price of a 
larger sample size. See Section 8.3.4 ff. of [S]. 

Though this example deals only with the normal mean case, formulas 
(or tables and graphs) are available for choosing sample sizes for confidence 
intervals under many other statistical models. In some cases however (for 
example a confidence interval for a Poisson mean), a planning value for 
the parameter of interest (not just nuisance parameters) is required. 

6.3.4 Comparing Two Independent Samples 

Often there is interest in comparing two populations by performing infer- 
ence on the difference or ratio of their individual parameters. This difference 
or ratio is itself a single parameter, and hence the methodology developed 
so far in Section 6.3. I can be applied. For example, Table V shows sample 
statistics on measured contact resistance (in ohms) from a study4 to explain 
variations in two types of semiconductor die probes, short pin and long 
pin, with population means p, and p2. respectively. Our interest here is in 
the single derived parameter k I  - p? that describes the difference in contact 
resistance between the two pin types. 

Development of a confidence interval proceeds along the lines that the 
difference of sample moments 2 - 7 is the minimum variance unbiased 
estimator of p ,  - p2. For large sample sizes a combination of the Law of 
Large Numbers and the Central Limit Theorem (see Chapter 1 )  ensures that 
the pivot 

(6.25) 

has approximately a N ( 0 ,  1 )  distribution. Equation (6.25) can then be un- 
folded (analogous to the single sample case of Eq. (6.18)) to yield 

‘Digital Equipment Corp. internal report by R. Hart, G. Wozniak, J .  Ramirez, and 
B.  Cantell. 
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+ Z,,* + ;) = 1 - a 

For the die probe study a 90% confidence interval for k I  
Eq. (6.26) is then 

- 
Y 

(6.26) 

- k2 based on 

(.897 - .870) & 1.645 (6.27) 

The triple point frequency experiment of Section 6.2.3.1 offers another 
two-sample inference problem-for the derived parameter Up,  equal to the 
relative reduction in triple point frequency due to annealing. (The ratio 
Up seems a more natural comparison than the difference p - A since triple 
point frequency has no reference value in this experiment.) 

A confidence interval for this ratio is difficult to find in standard text- 
books. In such a situation a more mathematical reference like [ 111 can be 
consulted, where on page 98 is found an approximate confidence interval 
for the ratio of Poisson means 13.4A/11.4p based on the F-distribution. 
(Moreover, if [ I  1 1  is unavailable, the next source is the original journal 
article, in Russian!) The point is that what seems a relatively simple inference 
problem can sometimes require a complicated, arcane solution. For this 
reason, an alternate, “quick and dirty” approach based on confidence rectan- 
gles is developed in Section 6.3.6.2 for inference about Alp. 

6.3.5 Prediction Intervals 

Besides intervals for population parameters it is possible to utilize the 
confidence interval concept to produce an interval that, with a given confi- 
dence, will contain a new observation from the population. These prediction 
intervals are frequently used in SLR to lend precision to prediction of a 
future observation at a value x* of the independent variable between or 
beyond those values at which observations were collected. 

For example, based on the fitted log failure time versus log current 
density regression line of Figure 3 we may wish to claim that a particular 
chip in the population, perhaps the one sold to Customer A, will have a 
certain lifetime at the particular current density x* that Customer A operates 
the chip. 

For this case a (1 - a)-level prediction interval for a future observation 
at x* is 
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Note that the standard error term in Eq. (6.28) depends not only on SSE 
but also on the value of x* along with those of X = 14.17, 2 x, = 1275, 
and x: = 18,069.9. In particular, a 95% prediction interval for the log 
failure time at log current density x* = 10.80 is 

34.5 - (2.14 * 10.80) 

) (6.29) 
27.97 I 90(10.80 - 14.17)' 

? 1.99 J8 ( 1  + - + 90 (90 * 18,069.9) - 1275? 

= (9.60, 13.18) 

By applying the exp transformation (just as legitimate for prediction intervals 
as confidence intervals), we find that (14,800 hrs, 530,000 hrs) is a 95% 
prediction interval on the lifetime of Customer A's chip. 

There is an uncontrolled risk here from extrapolating well beyond the 
range of observation of the independent variable x, since no data are available 
to judge whether the linear model Y = Po + Plx + E holds in the extrapola- 
tion region. 

It should also be noted that the prediction interval of Eq. (6.28) is wider 
than the equivalent confidence interval on the mean log failure time 
P,, + P,x*, since both the sampling variability of the new observation at 
x*  and the uncertainty of the parameter estimators fi0 and fi, must be 
accounted for. 

This prediction interval for Customer A s  chip is quite wide, and several 
publications support a theory of electromigration that holds that the current 
density exponent m equals 2. Consider now the prediction interval that 
results if we adopt this theory by setting P, = -2  rather than estimating 
it. By the method of least squares we minimize 

,I 

SSE(Po) = 2 [ K  - Po - (-2)x,12 (6.30) 

which (again by simple calculus) yields 6,) = Y + 5. The resulting predic- 
tion interval is 

,=I 

- 

(6.3 I )  

The same Monte Carlo data for these revised estimators, fi0 and SSE(fi,,), 
yields realized values of 32.44 and 28.12. Thus the revised (under the 



INTERVAL ESTIMATION 173 

prediction interval is 32.44 - (2 10.80) 2 
( 16,600 hrs, 157,000 hrs) after applying the 

exp(x) transformation. Note how much narrower (more “precise” in the 
special confidence interval way) the latter prediction interval is-the benefit 
of replacing our uncertainty about PI with an assumption of P I  = -2. 

6.3.6 Statistical Intervals for Two or More Parameters 

When inference is needed on two or more parameters based on the same 
set of observations, methods of simultaneous inference should be used to 
optimize the precision and control the confidence level of the inference. 

6.3.6.1 Confidence Regions. The concept of a confidence interval 
can be generalized for carrying out simultaneous inference on two or more 
parameters. The basis is the same-a probability statement that relates 
statistics (which can be calculated from the observable) to the (unknown) 
parameters of interest is developed, and then manipulated to describe a 
region in the parameter space. 

For example, the statistics &), el, and SSE combine with the parameters 
of interest Po and P I  in the probability statement 

n(& - P(,>’ + 2(C x,)(S0 - ~ , , > ( f i ~  - p I )  + (2 XXPI - PI>’ 

2SSE/(n - 2 )  (6.32) 
< F I - , , , , , - ,  = 1 - ~1 I 

which defines a random region in the plane (parameter space) of all possible 
pairs (Po, PI). Replacing Po, P I ,  and SSE in Eq. (6.32) with the realized 
values 34.5, 2.14, and 27.97 from the Monte Carlo simulation (along with 
c. x, = 1275, c x? = 18,069.9, and F,,.,,,, = 4.85) yields the elliptical 
region 

141.6(34.5 - Po)’ + 2550(34.5 - Po)(-2.14 - PI) 
(6.33) 

+ (-2.14 - PI)* < 4.85 

centered at (34.5, -2.14). Figure 4 shows a plot of this realized 99% 
elliptical confidence region for Po and P I  defined by inequality (6.33) along 
with their point estimates. 

Generalizations of Eq. (6.32) for generating joint confidence (ellipsoidal) 
regions for the (three or more) parameters in linear models beyond SLR 
are derivable via the theory of quadratic forms for the normal distribution. 
However, joint confidence regions not based on the normal error model are 
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P O  

FIG. 4. A 99% confidence ellipse for electrornigration linear regression parameters 
Po and PI.  

uncommon, due the difficulty of deriving the analog of Eq. (6.32) under 
such models. 

Forming a confidence region for two 
parameters generally requires knowledge of the joint probability distribution 
of the two estimators (as in Eq. (6.32)), which may be complex if the two 
estimators are not statistically independent. An alternate, simpler way to 
carry out simultaneous inference on two parameters is via joining individual 
confidence intervals on the two parameters to form a confidence rectangle. 

Since each (single-parameter) confidence interval is based on a probabil- 
ity statement about an random event, probability calculus can be employed 
to derive the confidence rectangle for the pair of parameters. For example, 
for the grain boundary triple point frequency inference (Section 6.3. I ) ,  the 
event 

6.3.6.2 Confidence Rectangles. 

A ,  = {-&<h.;-} U 
13.4 (6.34) 

will have P(A, )  = .90 based on Eq. (6.21) and (6.22) for 01 = .lo. Analo- 
gously, the event A, = (L2/ll.4 < p < 'U,/ll.4} will have P(A,) = .90, 
also. Assuming A ,  and A, are independent events (based on our knowledge 
that the annealed line was processed and examined independent of the as 
depositedline), we have P(A , n A,) = -90 * .90 = .8 1. Thus the combined 
confidence intervals (from Section 6.3.1) 
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( 1.65 < A < 3.37 and 4.20 < p < 6.91 ] (6.35) 

form a rectangular confidence region of confidence level 8 1 % in the plane 
of all pairs (A, p). 

Moreover, we are now in a position to solve the two-sample inference 
problem for Alp (the relative change in triple point frequency due to anneal- 
ing) from Section 6.3.4. The rectangular region defined in Statement 6.35 
is a subset of the region 

{ E < h < l l l j  
6.91 p 4.20 

(6.36) 

obtained by combining the two inequalities. Hence the confidence interval 
(.24, .80) in Eq. (6.36) has confidence level of at least 8 1 % for A/p. Therefore 
we are at least 81% confident that annealing reduces the triple point fre- 
quency by at least 20% (that is, A < .80p). Figure 5 compares the confidence 
rectangle from statement (6.35) (darkly shaded) to the confidence region 
on the ratio A/p from statement (6.36) (lightly shaded). 

In many cases independence cannot be assumed for the events that 
define the formula for the confidence rectangle-either because the 
samples are not independently obtained or because the individual parameter 
estimators are correlated (as in Eq. (6.32)). Then the Bonferroni method 
can be applied. 

The combination of k (not necessarily independent) confidence intervals 

I I I ,  I I I 

1 2 3 4 5 6 7 8  

P 

FIG. 5. An 81% confidence rectangle for grain boundary triple point frequencies 
A and p. 
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to form a k-dimensional confidence rectangle (analogous to statement (6.35)) 
has a confidence level governed by the Bonferroni inequality: 

(6.37) 

where A, is the event thatjth confidence interval (having confidence coeffi- 
cient a,) contains the j th  parameter (analogous to statement (6.34)). Note 
that the intervals combined need not have equal confidence coefficients. 
Also, if the confidence intervals are mutually independent (which, however, 
may be difficult to confirm or simply not worth the effort), then there is 
equality in statement (6.37). Thus the Bonferroni method is conservative (but 
only slightly so in our triple point frequencies example-80% confidence by 
Bonferroni versus 8 1% confidence by independence). 

Finally, the confidence level for a joint confidence interval can be quite 
low when several intervals are joined. For example, joining k = 10 confi- 
dence intervals by the Bonferroni method, each with confidence level 95%, 
yields a joint confidence level bounded by only 50%. 

A further generalization of confidence intervals applies to a function of 
the unknown parameters and some other known, continuous variable. One 
example already seen of such a function is the SLR line Po + p,x. The 
family of confidence intervals over the continuum of values of the known 
variable (such as x) is called a confidence band. A confidence band allows 
efficient inference over all values of the known variable simultaneously. In 
contrast, applying the Bonferroni method to more than few values of the 
function (corresponding to different values of the known variable) would 
yield a confidence level degraded to a useless level. 

In the SLR example, with a confidence band over all values of log current 
density x the analyst can make a future inference for reliability at any group 
of values of current density-the values of interest do not have be known 
at the time the data is analyzed. A ( 1  - a)-level hyperbolic confidence 
band for the function Po + Plx is 

The values realized in the Monte Carlo simulation of electromigration log 
failure times yield the 90% confidence band graphed in Figure 6. 

Confidence bands are also available for parametric inference on a distribu- 
tion function. For example, for the statistical model of Eq. (6.3) through 
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FIG. 6.  A 90% confidence band for the electromigration linear regression line. 

(6.6) the distribution of log time to failure is @[(x  - p.)/o]. Based on the 
the estimators X and S, [ 5 ]  gives a formula (too complex to reproduce here) 
for a ( 1  - &)-level confidence band for @ [ ( x  - p.)/a]. Figure 7 plots this 
band for the realized values X = 3.97 and s = .42 from the data of Ta- 
ble I, along with the estimated distribution function @[(x  - 3.97)/.42]. 

Note carefully the distinction between these two confidence bands. For 
the SLR example the band is for the mean log failure time as a function 

2.0 3.0 4.0 5.0 6.0 7.0 8.0 

Log Failure Time 

FIG. 7. A 90% confidence band for the normal distribution of log failure time. 
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the log current density. In the normal distribution model for log failure time 
example the band is for the probuhiiit-y offui/ure as a function of the 
log failure time. However, both 90% bands have (conceptually) the same 
interpretation as a 90% confidence interval-in the long-run over repeated 
trials for which each band is calculated by the formula given, 90% of the 
realized bands will completely contain the (unknown) function. 

6.3.7 Looking Further on Confidence Intervals 

Many statistics texts go into much greater detail than here about the 
generation of confidence intervals, often indexing the development by the 
type of statistical model (normal, binomial, one sample, two sample, etc.). 
See, for example, 171. 

Typically, an elliptical confidence region (Section 6.3.6. I ) has greater 
precision (is smaller) than the analogous Bonferroni rectangular region 
(Section 6.3.6.2) of the same confidence level, due partly to the latter's 
being a (conservatively) approximate region. However, the elliptical region 
is generally nor a subset of the Bonferroni region. See Chapter 5 of [ 16) for 
a direct comparison of the two and more extensive discussion of confidence 
regions and the Bonferroni method for SLR. 

An extensive guidebook that presents (typically without derivation) 
graphical and tabular methods for confidence intervals, along with sample 
size formulas and large-sample approximations, for many common statistical 
models is (81. This reference also covers prediction intervals and tolerance 
intervals' for many models. 

Though we mention the usefulness of pivots in deriving confidence 
intervals, pivots are difficult or even impossible to find in many statistical 
models. Special distributional relationships like the one underlying Eqs. 
(6.2 1 )  and (6.22) are uncommon and often require specialized knowledge 
to uncover. General methods of obtaining confidence intervals that work 
for most parametric statistical models include numerically inverting likeli- 
hood ratio tests, approximate intervals based on the large-sample normality 
of maximum likelihood estimators, and intervals derived from profile likeli- 
hood functions of the observable. See Chapter 8. But whatever method is 
employed to obtain the limits L and 21, the interpretation of the confidence 
interval (1: c 0 < 'U) remains the same. 

Finally, see [6] for one-sided confidence bands, analogous to the one- 
sided confidence intervals discussed in Section 6.3.3. 

sTolerance intervals bracket, with a given confidence, a fixed fraction of the values 
of a population. 
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6.4 Statistical Tests 

As we stated in the Motivation section for this chapter, statistical inference 
enables scientific inference based on observations subject to statistical uncer- 
tainty. In this section we briefly introduce statistical testing. Again by 
analogy to the scientific method, statistical testing enables a process for 
statistical falsijication of a (properly constructed) scientific hypothesis, 
within the limits imposed by the uncertainty in the observations. 

6.4.1 Statistical Hypotheses and Decision Making 

A statistical hypothesis is a formal claim about a state of nature structured 
within the framework of a statistical model. For example, one could claim 
that the median time to failure from (accelerated) electromigration of the 
chip population described in Section 6.1.4 is at least 60 hrs, perhaps to 
address Question I of Table I1 where 60 hrs represents a reliability require- 
ment. 

Within the framework of the statistical model for the chip popula- 
tion failure times (again, see Section 6.1.4), the reliability claim would be 
stated as 

Ho: /.I. 2 4.1 (6.39) 

since log(60) = 4.1 and the log of the median of a lognormal distribution 
is the mean of the corresponding normal distribution. 

The label HI, arises from the term null hyporhesis or more generally 
working hypothesis. Scientifically speaking, Hf1: 2 4.1 is posed and 
allowed to stand until it can be falsified. The sratisrical decision that H,, is 
false (and is rejected) must be based on a decision procedure that combines 
some function of the observable in the statistical model with the stipulations 
of the hypothesis-data meets theory. 

More generally for a parameter 8, a working hypothesis can be given as 
Ho: 8 E fz,,, where 0,) is a set of real numbers bounded by a BO, yielding 
one of three cases: 8 = 00, 8 5 Otr, or (like our reliability requirement 
example above) 8 2 el,. 

6.4.2 Significance Tests 

A significance tesr is a decision procedure for possibly rejecting Ht1: 8 E 
Q, based on  the observable X. Associated with such a test is the signijkance 
level a given by 
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del 
a = P (reject HI, when 8 = el,) 2 P (reject H,, when H, is true) (6.40) 

The significance level 01 is set to control the risk of falsely rejecting HI,, 
but the actual false-rejection probability depends on the (unknown) value 
of the parameter 8. Since the maximum (worst-case) probability of false 
rejection occurs at the boundary value 0,) of R, (for reasonable decision 
procedures), 01 in statement (6.40) is specified at 6 = 6,. so as to be an 
upper bound on the false-rejection probability. The decision procedure is 
usually constructed so that a is small, say .10 or 0.05, to protect against 
(make unlikely) an erroneous conclusion, calculated supposing HI, to be 
true. 

In classical inference the significance level is the a priori probability 
that the significance test will lead to an erroneous decision. Similarly to 
confidence intervals (see Section 6.3. I .  I ) ,  there is no a posteriori error 
protection imputed by the significance test-the decision based on the 
realized observations is either correct or  in error: 

6.4.2.1 Choosing a Test Statistic and Rejection Region. The deci- 
sion procedure for a statistical test requires some function of the observable 
(data) be compared to the hypothesis (theory). Typically this comparison 
is through a test statistic T (a random variable as in  Section 6.2.1) whose 
probability distribution is completely specified through H,,. Often the search 
for a test statistic begins with a good estimator of the parameter on which 
HI, is defined. 

In the statistical model for the electromigration_example x is minimum 
variance and unbiased for p. The association of X to the po = 4.1 of the 
hypothesis leads to the test statistic T = (% - p0)/ (S/G),  which has a 
Student t-distribution with n - I degrees of freedom when the unknown 
p is at the (worst case) boundary value pO. 

Now needed is a rejection region R to specify a priori (before the sample 
is realized) the basis for deciding whether to reject H,, while ensuring that 
the significance level a satisfies the relation 

a = P(T E R when 6 = el,) (6.41) 

Intuitively for our reliability requirement example such a relationship 
T E R should be of the form T c c, for some critical value c. If the sample 
yields an X that is low relative to the minimum reliability requirement 
(hypothesis boundary) p0 = 4.1 (that is, if X - 4.1 is sufficiently negative), 
then the hypothesized conformance to the reliability requirement can be 
reasonably rejected. 
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If we take ‘‘< - f a . , , - , ”  as defining the rejection region R, then we have 
constructed a general a-level significance test for all hypotheses of the form 
Ho: p 5 po in the statistical model of our reliability requirement example, 
because P [ ( x  - po)/(S/G) c = a. In particular, the rejection 
criteria for the reliability requirement example for an a = .05 test of 
significance is not met since (3.97 - 4 . 1 ) / ( . 4 2 / f i )  A - 1.18 is not less 
than - 1.75 = t,os,ls. Thus, the hypothesis Ho: p z 4.1 is nor rejected. 

6.4.2.2 Relationship of Confidence Intervals to Significance Tests. 
Confidence intervals have a direct relationship to significance tests. In 
general, the decision procedure 

Reject Ho: 0 = O,, If (L ,  ‘U) does not contain 6, (6.42) 

defines an a-level significance test for H,, when (L,  ‘U) is a (1 - a)-level 
confidence interval for 8. 

For example, the confidence interval constructed in Section 6.3.6.2 for 
the relative change in triple point frequency due to annealing gives an 
a = .I9 significance level test of H,,: X/p = 1 (the hypothesis of no change 
in triple point frequency) when implemented as a decision procedure of the 
form in statement (6.42). 

After the test statistic in a significance test 
is realized (that is, a posteriori) and compared to the rejection region, the 
test decision is either correct or in error-there is no “probability” of 
correctness. However, within this limitation in the interpretation of classical 
statistical testing, p-values are a frequently used method for quantifying the 
“weight of evidence” against the working hypothesis. 

The p-value o f a  realization of a statistical test is the significance level 
of the test for which the realized test statistic straddles the boundary between 
the rejection region and its complement (the “do not reject” region). 

In Figure 8 the p-value .I27 obtained for the reliability requirement 
example (from the fact that P [ ( x  - 4 . 1 ) / ( S / f i )  < - 1.181 = .127) is 
plotted relative to the a = .05 rejection region. Again, the p-value is a 
function of the realized sample value (based on X = 3.97 and s = .42) but 
the a priori a = .05 rejection region is not (and moreover cannot be). In 
this way p-values give flexibility in evaluating the results of the significance 
test beyond the Accept-Reject decision based on an arbitrary choice of 
a = .05 made before the data are realized. 

6.4.2.4 Statistical versus Practical Significance. The die probe 
travel study of Section 6.3.4 reveals the distinction between statistical 
significance and practical significance. 

A significance test of H(,: pI - p2 = 0 can be carried out when the 
pivot 2 of Eq. (6.25) is transformed into a test statistic by setting p, - 

6.4.2.3 Use of p-Values. 
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FIG. 8. Rejection region and p-value of significance test of H,,: p 2 4. I .  

k. = 0. Substituting the realized statistical values of Table V into Eq. (6.25) 
yields 

(0.897 - 0.870) - 0 z =  = 2.33 
(0.854)’ (0.6 10)’ (6.43) /%Tk 

The corresponding p-value of the test is c.0 1, and thus the tested difference 
is highly statistically significant. However, the observed difference is less 
than 3 parts in a 100, deemed practically irrelevant by the investigators. 
The statistical significance of the observed difference is due to the large 
sample sizes available, but this statistical test result has no practical signifi- 
cance. Thus the data are sufficient to establish convincingly that the mean 
resistances of short and long pin die probes di’eer; but the size of the 
difference is not large enough to be of scientific importance. 

6.4.3 Looking Further on Statistical Tests 

The results of the significance test in the reliability requirement example 
of Section 6.4.2 present an unanswered question: “What probability of error 
attaches to the decision not to reject H,): p 2 4.1 if in fact H,,  is false?” 
Such is clearly important because this probability is the consumer’s risk 
of receiving a lot of chips that does not meet the reliability standard. 
Neymann-Pearson hypothesis testing in one sense completes significance 
testing by formalizing the “H,, is false” case with an alternative hypothesis, 
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usually of the form H(,: 0 E a,, where R,, and a, are disjoint. For our 
reliability requirement example, H‘,: < 3.9 might be appropriate (since 
exp(3.9) A 50 hrs, measurably less than the 60-hr requirement). The a 
priori probability of the error of not rejecting H,, when H,, is true (called 
p) can be evaluated and controlled. Neymann-Pearson hypothesis testing 
is presented in most statistics texts. See [7] for an elementary introduction 
with applications in the physical sciences. For a more mathematical introduc- 
tion see [3]. 

In our reliability requirement example, the rejection region was of the 
form T < c but any region giving the same a-level is a candidate. However, 
regions of the form T < c or T > c are frequently “best” based on formal 
criteria explained in references on the optimality theory of statistical testing. 
A standard reference is the classic [14], though [3] is more readable by 
nonstatisticians. 

The likelihood ratio principle is a powerful approach to constructing 
optimal hypothesis tests based on the ratio of the two values of the likelihood 
function of the statistical model (see Section 6.2.3.3) when it is maximized 
separately over R,, and 9,. See Section 6.4 of [3] for an introduction. 

Another important class of statistical tests, especially for analysis of 
discrete data, is based on Pearson’s x2 (chi-square). These tests are often 
employed as “goodness of fit” tests to answer Question V (from Table 11): 
“Does this model fit the data?” The (meta-) statistical model invoked to 
structure such a goodness-of-fit test is a often a nonparametric one for 
which the parametric testing approaches introduced here do not apply. See 
Chapter 8 of [3] or Chapter 14 of [7]. 

Finally, a standard criticism of classical statistical testing is that there is 
no formal consideration of the consequences of an erroneous decision. We 
see from the reliability standard example that the consequences of the two 
types of error might differ greatly in impact. Decision theoretic methods 
generalize statistical testing to include consequence by employing the con- 
cept of utility. See [ l ]  for an introduction. 

6.5 Beyond Basic Statistical Inference 

The goals of this chapter were to only briefly introduce and illustrate 
some of the methods available for classical statistical inference. A more 
comprehensive (and classic) introductory text is [ 181. More up to date and 
focused on the physical sciences is [7]. 

All of the methods and examples introduced in this chapter are, for 
simplicity, based on having (or more generally, modeling for) complete 
samples. Had the electromigration testing of Example 1 ended at 75 hrs, 
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xl5 and xlh would have both been recorded as log(75) A 4.32, and the 
sample of 16 log failure times would be termed censored. Our statistical 
model would have to incorporate the fixed 75 hr ending point for the 
accelerated testing since the resulting censoring changes the probability 
distribution P ,.) of the observable. Chapter 8 considers classical statistical 
inference for censored samples. 

Another complication not addressed in this chapter is that of ourliers- 
observations seemingly disparate from the body of the sample and often 
identified by descriptive statistics and graphical methods applied to the 
sample before settling on the statistical model. (For example, if xI in Table 
I equaled 1.95 instead of 3.29, it would be termed an outlier.) Statistical 
inference methods for formally identifying outliers (and thus excluding 
them from the sample with confidence) are found in (21. 

A good estimator for a parameter under one statistical model may have 
inferior properties under another model with a different underlying distribu- 
tion. When there is uncertainty about the form of the underlying distribution, 
robust estimution provides specially modified estimators (for example, a 
trimmed sample mean to estimate a population mean) that have reasonably 
good properties under several parametric statistical models. Refer to I lo] 
for an introduction to robust estimation methods. 

Besides confidence intervals (to contain population parameters) and pre- 
diction intervals (to contain a future observation from the population) there 
are tolerance intervals to contain a prespecified proportion of the members 
of the population, with a confidence level attached. For an introduction, 
formulas, and relevant statistical tables see (81 

Our brief examination of simple linear regression as an application of 
the least squares method of estimation was meant only to open the door to 
the whole area of linear models-statistical models for which the observable 
is a linear function of other important observable variables and random 
error. Statistical inference for linear models under the normal error model 
is perhaps the most completely developed and frequently exercised applica- 
tion of classical statistical inference. The previously cited ( 161 gives a 
readable and comprehensive introduction to this broad area of statistical 
practice. 

The planning of experiments to maximize the efficiency of the inferences 
and the accuracy of the predictions (typically based in linear models) is 
called experimental design. A basic and popular introduction is (41. 

For simplicity of introduction the inference methods in this chapter are 
all based on a fixed, that is, predetermined, sample size n, though this 
constraint is not realistic in many statistical inference problems. Sequential 
methods build and utilize statistical models in which the sample size or the 
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duration of the observation period is itself part of the random observable. 
For an introduction and examples of application see [20]. 

In the parametric statistical models assumed in this chapter (as formally 
defined in Eqs. (6.1 ) through (6.4)) the underlying probability distribution 
of the observable, X, is specified up to a finite vector of parameters 0. A 
nonparametric statistical model does not require such a specification of the 
probability distribution. Hence, nonparametric inference methods demand 
fewer assumptions and are thus more general. They can be especially useful 
in identifying an accurate parametric model for conducting statistical infer- 
ence. However, their generality comes at the price of less precision in 
estimation. See 191 for an introduction to nonparametric statistical models, 
estimators, and tests for assessing distributional assumptions. 

We introduce classical statistical inference as a framework for doing 
scientific inference under uncertainty in a manner free of expediency, the 
subjective belief of the experimenter, and the consequences of the decision. 
While all will agree that expediency has no place in scientific inference, 
many have criticized classical inference for its inability to incorporate sub- 
jective belief or consequence. Chapter 14 introduces Bayesian inference, 
viewed by many as a competitor to classical inference, which does allow 
the incorporation of the experimenter’s subjective prior beliefs into the 
inference. Decision theoreric methods allow the incorporation of the conse- 
quences of the decision into the inference through use of the concept of 
utiliry. For a thorough and balanced comparative introduction to these (now 
three) schools of statistical inference, see [ 1 1. 
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7.1 Introduction 

Readers have already been introduced to statistical models and methods 
of estimation in Chapter 6. Efficient methods of estimation for different 
parametric models will be discussed in later chapters. The use of these 
methods, however, requires knowing which parametric model is appropriate 
for a given situation. Sometimes, prior knowledge or subject matter expertise 
can be used to select the right model. More often, however, such information 
is unavailable or incomplete, and empirical methods are needed for assessing 
goodness of fit and identifying appropriate models. This is the topic of the 
present chapter. 

7.1.1 Scope 

The focus in this chapter is on assessing distributional assumptions in 
one- and two-sample problems. In a one-sample situation, we have data 
from a population of interest, and the goal is to model the underlying 
cumulative distribution function (cd’ F(x) .  The simplest goodness-of-fit 
problem in this situation is assessing the null hypothesis: 

F(x)  = F,,(x) for all x (7.1) 

where F,,(x) is a completely specified cd’ This is called a simple hyporhesis 
because F&) is completely known. A more common problem is assessing 
whether 

F(x)  = F,,(x; 0) for some 8 (7.2) 

where F,,(x; 0) is a specified parametric family, such as the normal, Weibull 
or gamma. This is called a composite hypothesis because the cdfF(x)  is 
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not completely specified under the null hypothesis. Of particular interest 
are parametric location-scale families 

where p is a location parameter and u is a scale parameter. Examples are 
the normal location-scale family and the exponential scale family. 

In a two-sample situation, we have data from two populations character- 
ized by the two c d !  F(x)  and G(x). We will consider testing the simple 
hypothesis 

F(x)  = G(x) for all x (7.4) 
as well as methods for assessing the common shape of the two cd!. 

Two types of techniques, graphical methods and formal goodness-of-fit 
tests, will be discussed. Graphical methods are attractive because they allow 
one to visually examine the data and look for systematic patterns as well 
as aberrant behavior. If the specified model does not fit the data, plots 
will often suggest what alternative models to consider. However, they 
are informal in nature and hence the interpretations are often subjective. 
Goodness-of-fit tests, on the other hand, provide formal criteria for accepting 
or rejecting a hypothesis, but if a hypothesis is rejected, they provide little 
information on what alternative models might be suitable. We will show 
how the advantages of both methods can be combined by using graphical 
methods with confidence bands. 

7.1.2 Organization 

The well-known chi-squared tests are discussed in Section 7.2. These 
tests are, however, best suited for discrete distributions or grouped data 
whereas the emphasis of the chapter is on modeling data from continu- 
ous distributions. Sections 7.3-7.5 deal with the one-sample problem. The 
quantilequantile (Q-Q) plotting technique and associated simultaneous 
confidence bands are developed in Section 7.3. Formal test procedures for 
testing the simple hypothesis (7. I )  and the composite hypothesis (7.2) are 
discussed in Section 7.4. Extensions to censored data are given in Section 
7.5, and the two-sample problem is considered in Section 7.6. 

7.2 Chi-Squared Tests 

The simplest, and perhaps most versatile, goodness-of-fit procedure is 
the chi-squared test introduced by Pearson in 1900. The general form of 
the test statistic is 
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where the 0 is the actual number of observations and E is the “expected” 
number of observations in a given cell. To see what these are in concrete 
terms, let us consider specific testing problems. 

7.2.1 Simple Hypothesis 

We discuss first the testing problem (7.1). Suppose the actual observations 
XI,  . . . , X, ,  which are independent and identically distributed from F(x), 
have been grouped or “binned” into J cells (T,- ,, T,],j = 1, . . . , J. Then 
0, is the number of X ,  that fall in the jth cell, j = 1, . . . , J. The 
“expected” number of observations in the jth cell, E,, is given by E, = 

npo, where poJ is the probability content of the jth cell under the null 
hypothesis, F,,(T,) - Fo(T,- I). 

The test is carried out by computing the value of X 2  and comparing 
it to the appropriate percentile of the distribution of X 2  under the null 
hypothesis. The hypothesis (7.1) is rejected at level OL if X 2  exceeds the 
100( 1 - a)th percentile; otherwise it is accepted. The exact distribution of 
X 2  under the null hypothesis is complicated. In large samples, however, this 
distribution can be well approximated by a x’ distribution with (J - 1) 
degrees of freedom. Since percentiles of x2 distributions are widely available, 
it is easy to implement this test. 

7.2.2 Composite Hypothesis 

Next consider the composite hypothesis (7.2) that F(x) = F&; 0), where 
F,(*) is a specified parametric family and 8 is some unknown p-dimensional 
parameter. 0, is again defined as the number of observations falling in the 
jth cell. To compute E,, however, we now have to estimate the unknown 
0. Let 6 be an estimate, and joJ be the probability content of the j th cell 
under F&; 6). Then E, = a;,,. By substituting these values of 0, and EJ 
in (7.5), we get the chi-squared statistic for testing the composite hypothesis 
(7.2). The limiting distribution of this test statistic depends on the method 
of estimation used to obtain 6. Fisher [ 11 showed that if maximum likelihood 
estimation based on the grouped data is used, the large-sample distribution 
is again x2 but now with (J - p - I )  degrees of freedom, to account for 
the p unknown parameters that have been estimated. The result holds true 
if other asymptotically equivalent methods of estimation are used. Use of 
maximum likelihood estimators based on the original values of X, (see 
Chapter 8) leads to a more complicated distribution for the test statistic, 
however. 
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Example Consider the following data from a well-known experiment by 
Rutherford and Geiger [ 2 ]  on the emission of a-particles from a radioactive 
source. The data in Table I are n, = the number of intervals (of a given 
duration) in which j a-particles were observed, j = 0, 1,  . . . , 11. 

We now illustrate how the chi-squared test can be used to assess the null 
hypothesis that the emission of a-particles has a constant rate of decay. 
Under this null hypothesis, it is well-known that the the data in Table I 
come from a Poisson distribution. If the data have a Poisson distribution 
with mean A, the probability content of the j t h  cell is p,,,(A) = A’e-Vj! We 
have to estimate the unknown parameter A in order to get the values of E,. 
For this data set, the maximum likelihood estimate of A based on the grouped 
data is very close to the sample mean x = 3.88. Using this value as i, the 
chi-squared statistic is computed to be 11.39. The P-value from a x2 distribu- 
tion with J - p - 1 = 10 degrees of freedom is P (  xi,, > I1.39} = 0.33, 
so there is no evidence to reject the null hypothesis of a Poisson model. 

Before proceeding with chi-squared tests for other situations, we digress 
slightly to describe a graphical technique for assessing the fit of a Poison 
model. Under the Poisson assumption, the values of 0, should be close to 
nAJe-Vj! If we let Y, = log(0,) + logo’!) - log(n), then Y,  should be close 
to - A  + log(A)j. Thus, a plot of Y, vs. j should be approximately linear 
with slope log(A) and intercept - A. A nonlinear configuration would suggest 
that the assumption of a Poisson model does not hold. This plot was sug- 
gested by Hoaglin [3] who called it the Poissonness plot. See Hoaglin and 
Tukey [4] for graphical techniques for checking the shapes of other discrete 
distributions. 

Example Figure 1 shows the Poissonness plot for the emission data. The 
plot is remarkably linear, indicating that the Poisson model is reasonable 
for this data set. Note that we did not have to estimate the unknown value 
of A to assess the fit of the Poisson model. In fact, one can estimate A from 
Figure 1 by fitting a line to the linear configuration of points. 

TABLE I. Data on Emission of a-Particles 
(number of intervals in which j a-particles are observed) 

j 0 l  2 3 4 5  6 7 8 9 1 0 1 1  

0, 57 203 383 525 532 408 273 139 49 27 10 6 
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Fic. 1 .  Poissonness plot for data on emission of a-particles. 

7.2.3 Two-Sample Tests 

The chi-squared test can also be used for two- and K-sample prob- 
lems. We will describe it for the two-sample hypothesis (7.4). Extension to 
K > 2 is straightforward. 

Let X,, i = 1,  . . . , n and YA, k = 1,  . . . , m be independent and 
identically distributed from F(.)  and G(*),  respectively. We assume that the 
two data sets are mutually independent. Then 0,, is the number of X ,  in 
cell j and 0, is the number of Yk in cell j ,  j = 1 ,  . . . , J.  The correspond- 
ing “expected” number of observations under the null hypothesis (7.4) are 
El, = ni, and E ,  = miJ,  wherej, = (01, + 0,) I (n + m). The chi-squared 
statistic for the two-sample problem is then obtained from (7.5) by summing 
over all the cells involving both samples. If n and m are both large, the 
distribution of the X’ statistic under the null hypothesis for the two-sample 
problem can also be well approximated by a x’ distribution with (J - I )  
degrees of freedom. For the general K-sample case, the test statistic has a 
limiting x 2  distribution with ( K  - 1)(J - 1 )  degrees of freedom. 

7.2.4 Discussion 

The x 2  approximations to the distributions of the test statistics work well 
provided the expected number of observations in each cell is not too small. 
A conservative guideline is that the expected number in each cell is at least 
five. There are also guidelines available for selecting the number of cells 
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and cell sizes. It is generally recommended that the cells are chosen to have 
equal probability under the null hypothesis. Moore 151 suggests a rough 
rule of thumb for the number of cells as J - 2rPS. 

The chi-squared tests are based on grouped data, and so they are ideally 
suited for situations where data are available only in grouped form or for 
testing hypotheses about discrete distributions. They should not be used in 
other more general situations, however, as there will be considerable loss 
of information in grouping the data into cells. The choice of cells or break- 
points for binning the data can also affect the results. In subsequent sections 
of this chapter, we present alternative methods that are more appropriate 
for general situations. 

7.3 Quantile-Quantile (Q-Q) Plots 

7.3.1 Assessing the Fit of a Completely Specified Distribution 

Suppose we have a set of data XI,  . . . , X,, independent and identically 
distributed from F(x) ,  and we want to determine if F(x)  can be reasonably 
approximated by a given distribution F,,(x). Based on the data, we can 
estimate F ( x )  by the empirical cumulative distribution function (ecdf :  

F(x ,  = n - '  c IIXi i x] 
,=I  

(7.6) 

where I [X ,  5 x] = 1 if X, I x and equals 0 otherwise. Let X,,, 5 . . . I 
X,,,, be the order statistics of the sample data; i.e., the values of X ,  arranged 
in increasing order. Then, it can be seen that the ecdf is a step function that 
jumps a height of l ln at the value of each order statistic X,,,. 

Example We use a data set on failure times of mechanical devices to 
illustrate the techniques in this section. The data in Table I1 are failure times 
(in millions of operations) of 37 devices. (We have given here only part of 
the data from the study. See Nair [6] for the complete data set.) There were 
two possible modes of failure-two springs-for these devices indicated 
by the codes A and B. For now, however, we will focus on  just the failure 
times of the devices. 

There are 37 observations, so the ecdj given in Figure 2, jumps by 
1/37 at each of the order statistics and is constant in between the values of 
the order statistics. The estimated cumulative probabilities and quantiles 
can be read off from this plot. In addition, it is possible to identify features 
peculiar to the data set, such as the striking gap immediately preceding 2 
million operations, indicating a relatively long time between successive 
failures at that point. 
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TABLE 11. Data on Failure Times of a Mechanical Device 
(in millions of operations) 

Time Mode Time Mode 

1.151 
1.170 
1.248 
1.331 
1.38 1 
1.499 
1 S O 8  
I .534 
1.577 
1.584 
1.667 
1.695 
1.710 
1.955 
1.965 
2.012 
2.05 I 
2.076 
2.109 

B 
B 
B 
B 
B 
A 
B 
B 
B 
B 
A 
A 
A 
B 
A 
B 
B 
B 
A 

2.116 
2.119 
2.135 
2.197 
2.199 
2.227 
2.250 
2.254 
2.261 
2.349 
2.369 
2.547 
2.548 
2.738 
2.794 
2.910 
3.015 
3.017 

B 
B 
A 
A 
B 
A 
B 
A 
B 
B 
A 
A 
A 
B 
A 
A 
A 
A 

2 

x 

8 
1.0 1.5 2.0 2.5 3.0 

Time to Failure (millions of operations) 

FIG. 2. Plot of the ecdf for the mechanical device failure time data. 
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To assess the null hypothesis in (7.1), it is natural to plot the ecdff i (x)  
and the hypothesized cdf F,(x) on the same figure and visually compare 
the fit. Under the null hypothesis, f i ( x )  is an estimate of F,,(x), so we can 
expect them to be close to each other. Large, systematic differences would 
indicate that the null hypothesis is not true. This “comparative” plot has 
several drawbacks. First, it is hard to visually assess differences between 
two curves. Second, if the hypothesis is not true, it is not easy to determine 
from this plot what other distributions might be reasonable. It is much easier 
to assess and interpret deviations from a straight line. We discuss a well- 
known method based on this idea called quanrile-yuanrile (Q-Q) plots. See 
Wilk and Gnanadesikan [7] and Can, Koehler, and Thompson [8] for more 
details and other plotting techniques. 

The Q-Q plot, as the name suggests, is a plot of the quantiles from the 
hypothesized cdf against the quantiles from the ecd’ More specifically, let 
F,y’ (p) be the pth quantile ( =  the LOOpth percentile) of the hypothesized 
cd’ Then, the Q-Q plot is a plot of 

(7.7) 

for i = 1, . . . , n, where the values of X,,, denote the order statistics. 
There has been a discussion of other plotting positions besides (i - S ) / n  
i n  the literature (see, e.g., Chambers et al. [ 9 ] ) ,  but we will restrict attention 
here to this choice. 

Example: Consider the data set on failure times of a mechanical device 
in Table 11. Suppose we want to assess the simple null hypothesis that the 
distribution of failure times of the devices is a standard exponential distribu- 
tion with parameter A = 1 ;  i.e., F,,(x) = 1 - exp( -x). To obtain the 
exponential Q-Q plot, we just substitute in (7.7) the quantiles of the exponen- 
tial distribution with parameter A = I ,  F,r’ (p)  = - log( 1 - p ) .  Figure 3(a) 
shows this plot with the order statistics plotted on the x-axis and the standard 
exponential quantiles on the y-axis. The probabilities are also shown on the 
righthand side of the y-axis. If the data are from the standard exponential 
distribution, the plot should follow the straight line with slope 1 and intercept 
0. It is quite clear from this plot, however, that the null hypothesis does 
not hold. In fact, as we shall see later, none of the exponential distributions 
fit this data set well. 

The Q-Q plot is essentially a plot of F,rI[k(x)]; i.e., a plot of the ecdf 
P(x) with the y-axis transformed. It  still retains all of the original information 
in the plot of k(x ) .  Since the y-axis is also labeled in the probability scale, 
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Exponential Weibull Log Normal 

0.0 1.5 3.0 2 3  2 3  
Time to Failure Time to Failure Time to Failure 

(a) (b) (a 
FIG. 3. Some Q-Q plots for the mechanical device failure time data. The quantile 
axis is plotted on the left of the plot, the probability axis on the right of the plot 
for the distribution given in the plot heading. A logarithmic scale is used on the 
x-axis for the Weibull and log-normal plots. 

the cdf can still be visually estimated from this plot. Unlike the ecdf plot, 
however, it is now easier to interpret the deviations from linearity and 
identify possible alternative distributions. To develop guidelines on how to 
interpret the deviations, let us consider the possible shapes of the Q-Q plot 

~ ( x )  = F,- ' (P(x) ]  (7.8) 

If F(x)  = F,,([x - ~]/a), i.e., the location-scale model (7.3) holds, it is 
easy to see that ~ ( x )  will be approximately equal to [x - p,]/u. Thus, if 
the Q-Q plot does not follow the straight line with slope 1 and intercept 
0 but still appears linear, this would suggest that a location-scale model 
is reasonable. This will be discussed in more detail in the next subsection. 
If T(X) has an S or inverted S shape, then F(x)  is symmetric with respect 
to F,(x). Thus, if F,,(x) itself is symmetric, an S or inverted S shaped Q-Q 
plot would suggest that F(x) is also symmetric. An S shape implies that 
F(x)  is heavier tailed than F&) while an inverted S shape implies that 
it has lighter tails. 
If T(X) is piecewise linear, that suggests that the data could be from two 
different populations so a mixture model might be appropriate. 

Fowlkes [ 101 provides an extensive catalog of the shapes of the theoretical 
Q-Q plot for different distributions. This catalog is very useful in interpreting 
the shapes and identifying specific parametric alternatives. 
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7.3.2 Assessing the Fit of Parametric Families 

We discuss first the special case of location-scale families, which include 
the normal and exponential families. The method can also be applied to 
check the fit of models that can be transformed to location-scale families. 
For example, the lognormal and Weibull models can be transformed to 
location-scale families by applying a logarithmic transformation to the data. 

As we have already noted, under the location-scale model F,,([x - 
p]/u), the Q-Q plot is approximately linear with slope I/u and intercept 
-$u. So we can assess the location-scale hypothesis by checking if the 
Q-Q plot follows some linear configuration without specifying the slope 
and intercept of the line. Thus, we can use the same Q-Q plot, without any 
modification, to check the fit of an entire location-scale family of cd’k 
Note also that we do not have to estimate the unknown parameters IJ. and 
(+. These properties make the use of the Q-Q plot particularly attractive. 
Let us consider some important special cases of location-scale families. 

The one-parameter exponential model with cdf 1 - exp( -Ax) is a scale 
family. It arises naturally in reliability and other applications where interest 
centers on the failure rate (or rate of decay). The exponential distribution 
is characterized by the fact that it has a constant failure rate (or rate of 
decay). Constructing an exponential Q-Q plot was already discussed in the 
last section. Under exponentiality, the plot should be approximately linear 
with slope A and intercept 0. 

If the exponential model does not fit the data, a natural next step is to 
consider the more general Weibull model with cdf 1 - exp ( -  [ x / a ] p )  for 
some OL > 0 and p > 0. This family of distributions includes the exponential 
model as a special case when p = 1 .  It is a flexible family that can be 
used to model a variety of problems. The Weibull family is not a loca- 
tion-scale family but can be made into one by applying the log transforma- 
tion. Specifically, if Y has a Weibull distribution, then X = l og (Y)  has a 
smallest extreme-value (SEV) distribution which is a location-scale family 
with location parameter c~ = log(a) and scale parameter u = p- I .  Thus, 
the Q-Q plot with X I , ,  = log( Y1,J and F i  I(p,) = log[ -log( 1 - p,)] can be 
used to assess the fit of Weibull models. Under a Weibull model, the plot 
will be linear with slope l/u = p and intercept -J.L/U = p log(&). In 
particular, if the exponential model holds, the line will have slope I .  The 
guidelines discussed in the previous subsection can be used to interpret 
deviations from linearity. 

The normal distribution plays a central role in statistics and assessing 
whether a given distribution belongs to a normal family is a problem that 
occurs frequently. In addition, the lognormal distribution has been found 
useful in modeling data with heavy tails, such as oil and gas exploration 
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data and environmental data on air quality. The normal Q-Q plot is obtained 
by taking F,,(x) in (7.7) to be the standard normal cdf@(x). Under a normal 
model, the plot will be approximately linear with slope 1/u and intercept 
- p/u. The Q-Q plot for assessing lognormality is obtained by first taking 
logarithms of the data and then using the normal Q-Q plot. 

Example: As we have already seen, Figure 3(a) is the exponential Q-Q 
plot for the mechanical device failure data. Since no line through the origin 
fits the data well, we can conclude that the exponential model is not reason- 
able for this data set. The plot appears to be nonlinear with a convex shape, 
suggesting a Weibull model as a possible alternative. The Weibull Q-Q 
plot in Figure 3(b) is approximately linear, suggesting that the Weibull 
model is plausible. The lognormal Q-Q plot is shown in Figure 3(cj and 
suggests that the lognormal model might be a slightly better fit. 

To extend the Q-Q plotting technique to more general parametric families 
such as beta or gamma, we have to first estimate the unknown parameters 
0. The maximum likelihood method of estimation, to be discussed in Chapter 
8, can be used to estimate these parameters. Once an estimate of 0 is 
available, the Q-Q plot for assessing the composite hypothesis (7.2)_is 
obtained by replacing I$' [ ( i  - .5j/nJ in (7.7) with Fg'  [(i - .5) /n;  01, 
where F;' (p; 6) is the pth quantile of F,,(x; 6). Under the null hypothesis, 
the plot should be approximately linear with slope 1 and intercept 0. Devia- 
tions from linearity can be interpreted using the guidelines discussed in the 
last section. 

7.3.3 Plots with Simultaneous Confidence Bands 

Since the interpretation of Q-Q plots is subjective and can be difficult, 
we develop confidence bands that allow us to account for the uncertainty 
in the Q-Q plots and provide more objective assessment. We first discuss 
confidence bands for the true cdf F(x) and use these to get bands associated 
with the Q-Q plots. 

Interval estimation was discussed in the previous chapter. For our pur- 
poses we need simultaneous confidence bands; i.e., confidence intervals 
that are valid simultaneously for a range of parameter values. Throughout 
this chapter, we denote a confidence band of the form (a  - b, a + 6 )  by 
the notation a 2 b. Further, confidence bands for the cdfF(x )  can always 
be restricted to the interval [0, I ] .  Although we will not state it explicitly, 
we assume throughout that this is always done. 

The simplest and most well-known confidence band for F(x) is the 
Kolmogorov [ 1 ! 1 band (or K-band): 
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F ( x )  +- n-l+cx (7.9) 

where c, is the 100 ( I  - a) th  percentile of the distribution of a corresponding 
test statistic (see next section fordiscussion of test statistics). This confidence 
band is interpreted as follows. The probability that the confidence band 
will contain the true cdf F(x)  simultaneoudy for all values of x is at least 
I - a. 

Note that the width of the K-band is constant for all values of x. An 
alternate band that has width proportional to the estimated standard deviation 
of the ecdf is the S-band, given by 

(7. lo) 

where d,, is the appropriate percentile value. This confidence band was 
discussed in the context of two-sample comparisons by Doksum and Sievers 
112). The band is valid simultaneously for F ( x )  for all values of x in the 
range ( x  such that a 5 $ ( x )  I h } .  The restriction to the interval [a  4 

k ( x )  I b] is necessary because the percentile value d, 4 03 as either 
a + 0 or b -+ 1 .  In our experience, the choice a = 1 - b = .05 provides 
a reasonable compromise between the size of the percentile value (and 
hence the width of the band) and coverage. 

Table 111 in the next section provides large-sample approximations to the 
percentile values for the K- and S-bands for some commonly used a-levels. 
For small to moderate sample sizes, the asymptotic percentile values for 
the K-band can be used with the correction c, /(n1/2 + . I2 + . I  I/n'I2) instead 
of c,/nl/' [see (7.9)1. A similar correction is not available for the S-band, 
and readers are referred to Niederhausen [ 13) for exact percentile values. 

F(x)  * f i -1 '2d , [F(~)( l  - F(x))]"' 

Example: Figure 4 shows the ecdfgiven in Figure 2 together with the 
95% K- and S-bands for all of the mechanical device failure data. For 
the S-band, a = 1 - b = .05 so the band is valid for all x such that 
.05 5 F(x)  5 .95. Notice that the K-band is narrower in the middle of the 
distribution while the S-band is narrower in the tails. This property can be 
shown to hold in general. For detecting alternative distributions, most of 
the information is typically in  the tails, and thus the S-band is to be preferred 
in this regard. 

The simultaneous confidence bands for F(x)  can be used to formally test 
the simple null hypothesis (7. I ) .  The null hypothesis is accepted at level a 
if the corresponding ( I  - a)-level band contains the cd'F,,(x); otherwise 
it is rejected. This test can be implemented visually by plotting the simultane- 
ous band and the cdfF,,(x) on the same plot and checking whether the band 
contains F&). However, as we have already seen, visual comparisons are 
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Time to Failure (millions of operations) 

FIG. 4. Comparison of 95% K-  and S-bands for the mechanical device failure time 
data. 

much easier when the plots are displayed on the quantile scale. Thus, we 
want bands associated with the Q-Q plots. 

Recall that the Q-Q plot is just a plot of R ( x )  with the y-axis transformed 
by F,yI(-). By applying the same transformation to the simultaneous bands 
we get bands associated with Q-Q plots. Specifically, let L(x) and U(x)  
denote the lower and upper envelopes of a particular simultaneous confi- 
dence band for F(x) .  (As noted before, we implicitly assume that they are 
restricted to [0, 1 I.) Then, the confidence band associated with the Q-Q 
plot is just [ F i '  (L(x ) ) ,  F t l  (U(x ) ) l .  

This band is a simultaneous ( 1  - a)-level confidence band for the true 
(theoretical) Q-Q plot. The simple null hypothesis that F(x)  = F,,(x) can 
be tested at level (Y by checking if the band contains the straight line with 
slope 1 and intercept 0. The band also provides a conservative test of the 
composite hypothesis of a location-scale model (7.3). This is done by 
checking if the band contains some straight line (with any slope and inter- 
cept). This test is conservative in the sense that the level of the test is less 
than 01. Another way of saying this is that the band is wider than necessary. 
Discussion of alternative procedures for testing for the location-scale model 
is beyond the scope of the present chapter. 

Example: Figure 5 shows the exponential, Weibull and lognormal Q-Q 
plots (same as Figure 2) with a 95% S-band. Let us first consider Figure 
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Exponential Weibull Log Normal 

0.0 1.5 3.0 2 3  2 3  
Time to Failure Time to Failure Time to Failure 

(a) (b) (a 
FIG. 5.  A 95% S-band associated with the Q-Q plots for the mechanical device 
failure time data. 

5(a). Since the straight line with slope 1 and intercept 0 does not fit into 
the band, we can reject, at level .05, the  simple null hypothesis that F(x)  
is given by the standard exponential distribution with A = 1. To determine 
if any exponential distribution will fit the data, we have to determine if a 
line with intercept equal to 0 and an arbitrary slope A will fit into the band. 
Since this is not the case, we can reject, at level .05, the more general 
hypothesis of exponentiality for this data set. Figures 5(b) and 5(c) can be 
used similarly to assess the fit of Weibull and lognormal models, respectively. 
For example, suppose we want to test the hypothesis that F(x) is a lognormal 
distribution with p = 1.0 and u = 1.0. Under this null hypothesis, the 
lognormal Q-Q plot in Figure 5(c) will be linear with slope 1/u = 1 and 
intercept -p/u = 0. Since this line does not fit into the S-band, we can 
reject this hypothesis at level .05. We can, however, fit some straight line 
into the band, so there is no evidence to reject the composite hypothesis 
of a general lognormal model. 

In addition to being a formal hypothesis test, the band provides us with 
an indication of the amount of variability in the plot at different x-values 
and thus alIows us  to account for the uncertainty while making visual 
judgments. I t  retains all the advantages of the original graphical method. 
In particular, the righthand side of the y-axis is labeled in  probability scale, 
so one can still use it to obtain simultaneous interval estimates for F(x)  and 
its quantiles. 
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7.4 Formal Test Procedures 

7.4.1 Assessing the Fit of a Completely Specified cdf 
We have already seen that the simultaneous confidence bands in Section 

7.3 yield formal tests of the simple hypothesis (7.1). In fact, there is a one- 
to-one correspondence between the K-band in (7.9) and the well-known 
Kolmogorov [ 111 test statistic: 

(7.11) 

This statistic has the desirable property that, if the null hypothesis (7.1) 
holds and if F&) is continuous and strictly increasing, then its distribution 
does not depend on what F,,(x) is. This property is often referred to as being 
distribution free, and it makes the computation of the percentiles of the 
distribution of the statistic especially easy. Table I11 provides values of some 
large-sample percentiles. 

However, we have already seen in the context of confidence bands that 
the K-band is not as desirable as the S-band. In fact, although the K-test is 
well-known and simple to use, it does not perform as well as other possible 
tests and is not recommended. We now discuss some alternatives. 

The S-test that corresponds to the S-band is given by 

(7.12) 

The S-test is also distribution-free under the null hypothesis. See Table I11 
for some approximate percentile values. 

The S-and K-tests are both based on maximal weighted distances between 
the ecdf F(x)  and the hypothesized cdf F,(x). There are also corresponding 
tests based on average distances. We describe two well-known tests of this 
type. The first is the Cramer-von Mises test: 

TABLE 111. Approximate Percentile Values for K, S ,  CM,  and AD Tests 

Band fY = .01 a = .05 a = .10 

K 1.63 1.36 1.22 
S : a  = 1 - b = .01 3.81 3.3 1 3.08 
S : a = I  - b = . 0 5  3.68 3.16 2.91 
S : a = I - b = . 1 0  3.59 3.06 2.79 
CM 0.74 0.46 0.35 
AD 3.86 2.49 1.93 
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(7.13) 

This is simply the average unweighted squared distance between the 
ecdf and the hypothesized cd’ A weighted average distance test is the 
Anderson-Darling test given by 

(7.14) 

The motivation for this weighting scheme is similar to the one used with 
the S-test. Like the maximal distance tests, the average distance tests are 
also distribution free. Again, Table I11 provides approximate percentile 
values for several commonly used &-levels. See Stephens [ 14) and references 
therein for additional tables of critical values. 

Example: Suppose we want to formally test the hypothesis that the distri- 
bution F ( x )  of the mechanical device failure data is lognormal with p, = 
1.0 and u = 1.0. The computed statistics are K = 2.78, S = 11.27, 
CM = 1.98, and A D  = 9.46. All of these test statistics are significant at 
the .01 level, and so this null hypothesis must be rejected. This is consistent 
with our conclusion in the last section based on the 95% S-band. 

We turn now to a comparison of the performances of the various tests. As 
noted already, most of the information for discriminating between parametric 
models is in the tails, so procedures that give more weight to the tails will 
perform better. We have already seen this in the context of confidence bands 
where the S-band did better than the K-band. Similarly, the A D  test, which 
gives greater weight to the tails, is better than the CM test in this regard. 
Overall, the K-test is dominated by the other tests discussed in this section 
and is not recommended. The others are all competitive. The advantage of 
the S-test is that it yields a confidence band that can be displayed graphically. 
However, it has to be restricted to a range 0 c a 5 &x) 5 b c 1.  The A D  
test, on the other hand, does not suffer from this problem. 

There are many other tests in the literature for testing the simple hypothe- 
sis (7.1). Interested readers should refer to D’Agostino and Stephens [lS],  
Chapters 4 and 8. 

7.4.2 Tests for Parametric Families 

Consider now the more general problem of testing the composite hypothe- 
sis in (7.2). For example, we may want to assess the fit of a location-scale 
family such as the normal. Or we may be interested in the fit of a gamma 
model. 
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The test statistics discussed in the previous subsection can be extended 
to this more general situation by replacing F,,(x) with F,,(x; G), where 0 is 
a suitable estimate of the unknown parameter 9. Unfortunately, however, 
the test statistics are no  longer distribution free, and it is more difficult to 
get appropriate percentile values for the test statistics. Tables of approximate 
percentile values are available in the literature for selected tests and paramet- 
ric families, especially location-scale families. See Stephens [ 141 and refer- 
ences therein. 

7.4.3 Special Tests for Normality 

There is a large variety of tests in  the literature for assessing the assump- 
tion of normality. We have already considered distance based tests for 
testing normality. We consider briefly some other important tests here. See 
D’ Agostino [ 161 for additional details and references to other procedures. 

Perhaps the test with best overall performance for assessing normality 
is the Shapiro-Wilk [ 171 test. It is simply a ratio of two estimators of the 
variance u2, 

sw = 6 2 1 - 2  I u 2  (7.15) 

The term 6 )  in the numerator is the best linear unbiased estimator of u 
under the assumption of normality while the term G2 in the denominator is 
the usual sample standard deviation S. If the data are normal, both will 
estimate u, and hence the ratio will be close to 1 .  If normality does not 
hold, does not estimate u, and hence the ratio will be quite different 
from 1 .  The exact computation of G, involves calculating the expected 
values, variances, and covariances of the order statistics of a sample of size 
n from a standard normal distribution. This is quite involved, although 
tables of these values are available in the literature. Many approximations 
to the Shapiro-Wilk test have been suggested to ease the computational 
problem. In particular, Weisberg and Bingham [ 181 show that the numerator, 
6.f, can be approximated well by 

(7.16) 

where p,  = [ i  - 3/81 / In + 1/41). Note that the p, are close to the plotting 
positions used in  the normal Q-Q plot. In fact, the Shapiro-Wilk test is 
directly related to the measure of linearity in the normal Q-Q plot. Stephens 
[ 141 provides an extensive table of critical values for the statistic n( 1 - 
SW) with S W  computed using Weisberg and Bingham’s approximation in 
(7.16). The hypothesis of normality is rejected at level a if the computed 
value of n( 1 - SW) exceeds the critical value. 
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The procedures we have discussed thus far are omnibus tests in the sense 
that they have not been designed with any particular alternatives in mind. 
Among the various omnibus tests for normality, the Shapiro-Wilk and its 
modifications have the best performance over a wide variety of alternatives. 
With the exception of the K-test, the distance based tests also perform 
reasonably well. The S-test yields a simultaneous band that can be used 
with Q-Q plots and hence is attractive. 

There are also directional tests for detecting particular types of deviations. 
For detecting asymmetry, moment tests based on the sample skewness have 
been proposed. Similarly, for detecting heavier or lighter tailed distributions, 
moment tests based on the sample kurtosis can be used. For details about 
these tests, readers should consult Bowman and Shenton [ 191. When certain 
types of deviation from normality are suspected a priori, directional tests 
specifically geared for such an alternative, such as the moment tests, should 
be used. 

7.5 Extensions to Censored Data 

In this section, we briefly discuss extensions of the methods discussed 
thus far to situations with censored data. We will consider only a specific 
type of censored data here. See Chapter 8 for discussion of other situations. 

Consider the mechanical switch data in Table 11. As we have already 
noted, there were two possible modes of failure for these mechanical devices. 
The codes A and B in Table I1 indicate the particular spring that failed in 
each case. Note that when a device failed due to mode A (B), we can no 
longer observe the failure of the corresponding mode B (A). In this case, 
one says that the failure time of mode B (A) was randomly righr censored. 
This data set is a typical example of a competing-risks problem, where a 
system fails due to one or more competing causes, and one observes only 
the time to failure of the system and the corresponding failure mode (compo- 
nent). Because the two springs were subjected to different stress levels, the 
life distributions of the two failure modes are likely to be different. Thus 
it is of interest in this problem to make inferences about the failure time 
distributions of the individual springs in addition to the failure distribution 
of the device itself. 

If the failure times due to the two different modes are independent, it is 
possible to estimate the underlying distributions of both failure modes 
without making any parametric assumptions. To be specific, suppose we 
want to estimate the failure distribution of mode A. Let X,, i = 1, - - - , 
37, denote the failure times of the 37 mechanical devices in Table 11. Let 
Ri denote the rank of X, among the 37 observations, let 6, = 1 if the failure 
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was due to mode A, and let 6, = 0 otherwise. Then, the Kaplan-Meier 
estimator of the failure distribution for mode A is given by 

FKM(x)  = 1 - n [(H - R,) / (H - R, + I)]", x 5 X,,,) (7.17) 
I I x , s  r )  

where X,,r, is the largest order statistic of the Xi .  It can be seen that this 
estimator is a step function that jumps only at the times where failure is 
due to mode A. 

Example: Figure 6 is a plot of the Kaplan-Meier estimates of the cdfi 
of both failure modes A and B for the mechanical device data. It is in fact 
quite interesting that one can estimate both the individual distributions from 
such data. The Kaplan-Meier estimate of the cdffor mode B goes only up 
to about 0.7. It lies above the estimate for mode A for up to about 2.5 
million operations indicating that the system is more likely to fail because 
of mode B than mode A in the early stages. 

The Q-Q plot for randomly censored data can be based on the 
Kaplan-Meier estimators. Again, we use the specific case for mode A to 
illustrate the ideas. Let r ,  5 . . . 5 r, denote the ranks of the X ,  that 
correspond to mode A failures; i.e., the ranks of those X i  for which 6, = 

1. Recall that X,,, is the ith order statistic, and let p i  

2 

x 

9 
0 

1.0 1.5 2.0 2.5 3.0 

Time to Failure (millions of operations) 

FIG. 6. Plot of the Kaplan-Meier estimates of the cdf's for the two failure modes 
for the mechanical device data. 
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gKM (X(rt,-,,))]/2. Then, the Q-Q plot for randomly censored data is just a 
plot of 

In the absence of censoring, this reduces to the Q-Q plot we have discussed 
previously. 

Example: Figures 7(a)-(c) show the exponential, Weibull and lognormal 
Q-Q plots based on the Kaplan-Meier estimates of the cdfi for both failure 
modes A and B. Again, the exponential model does not fit the data well. 
The Weibull model seems reasonable for both failure modes, but the slopes 
of the two plots appear to be different. This suggests that a simple Weibull 
model with the same shape parameter for both distributions may not be 
appropriate. Figure 7(c) indicates that the lognormal model is also plausible. 

Confidence bands associated with the cdf F(x) and with Q-Q plots as 
well as formal goodness-of-fit tests for randomly censored data are available 
in the literature. A complete discussion of these is beyond the scope of the 
present chapter. Interested readers can refer, for example, to Nair [6] and 
Stephens [ 141. 

Exponential Weibull Log Normal 

0.0 1.5 3.0 2 3 2 3 
Time to Failure Time to Failure Time to Failure 

(a) (4 (a 
FIG. 7. Q-Q plots for the distributions of the two failure modes for the mechanical 
device data. 
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7.6 Two-Sample Comparisons 

In this section, we consider the situation where we have two cdfs F(x) 
and G ( x )  corresponding to two populations of interest. We have to compare 
the two c d l  based on two mutually independent sets of data from the two 
populations. We consider methods for testing the simple hypothesis (7.4) 
as well as methods for assessing the common shape of the two cdfs. 

7.6.1 Two-Sample Q-Q Plots 

The Q-Q plotting technique has been extended to two-sample problems 
(see Wilk and Gnanadesikan [7]). For simplicity, we will consider only the 
case where the sample sizes for both populations are the same. Then, the 
two-sample Q-Q plot is just a plot of 

Y,,) vs. X ( , ) ,  i = 1, . . . , n (7.19) 

where the X , , ,  and Y,,, are the order statistics from the two samples. 
If the two distributions are the same, the Q-Q plot will be linear with 

slope 1 and intercept 0. If the distributions differ only in location and scale, 
i.e., F(x) = G ( [ x  - k]/a), then the plot will be linear with slope 1/u and 
intercept - p/u. Thus, the same Q-Q plot can be used to check the composite 
hypothesis that the two distributions belong to the same location-scale 
family. Unlike the one-sample situation, however, we are not specifying 
here the shape of the underlying location-scale family. If the Q-Q plot 
appears to be nonlinear, the guidelines suggested in Section 7.3.1 can 
be used to interpret the deviations, such as whether F is symmetric or 
heaviedlighter-tailed compared to G. 

Example: The data in Table IV are rainfall in acre-feet from 5 2  clouds, 
of which 26 were chosen at random to be seeded with silver oxide. This 
data set comes from Simpson, Olsen, and Eden [ 2 0 ] .  Figure 8 shows the 
two-sample Q-Q plot of rainfall from the seeded clouds plotted against 
rainfall from the control clouds. The solid line is drawn at y = n. Clearly 
there is more rainfall from the seeded clouds. In fact the line y = 2 . 5 ~  
(chosen by eye), which passes through the data very well, tells us that the 
seeded clouds have produced about 2.5 times as much rain as the unseeded 
clouds in this experiment. For a further analysis of this data, as well as a 
discussion of how to handle the situation of unequal sample size, see 
Chambers et al. [91. 

7.6.2 Formal Tests 

obtained. We discuss here only the simple Kolmogorov-Smirnov test. 
Two-sample versions of the formal test procedures in Section 7.4 can be 
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TABLE IV. Data on Rainfall from Cloud Seeding 
(in acre-feet) 

Control Clouds Seeded Clouds 
~~ 

1202.6 
830.1 
372.4 
345.5 
321.2 
244.3 
163.0 
147.8 
95.0 
87.0 
81.2 
68.5 
47.3 

41.1 
36.6 
29.0 
28.6 
26.3 
26. I 
24.4 
21.7 
17.3 
11.5 
4.9 
4.9 
1 .o 

2745.6 
1697.8 
1656.0 
978.0 
703.4 
489.1 
430.0 
334.1 
302.8 
274.7 
274.7 
255.0 
242.5 

200.7 
198.6 
129.6 
119.0 
118.3 
115.3 
92.4 
40.6 
32.7 
3 I .4 
17.5 
7.7 
4. I 

Let m and n denote the (possibly unequal) sizes of the two samples, 
and let N = mn/(m + n) .  Let k ( x )  and G(x) be the ecdfs of F(x) and 
G(x), respectively. To test the null hypothesis (7.4), we can use the 
Kolmogorov-Smirnov test statistic 

0 200 600 lo00 

Control Clouds 

FIG. 8. Two-sample Q-Q plot of rainfall from seeded clouds vs. rainfall from 
control clouds, with the solid line y = x and dashed line y = 2 . 5 ~  drawn. 
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(7.20) 

the maximum distance between the two ecdfs. Under the null hypothesis, 
the distribution of this test statistic does not depend on the (unknown) 
common distribution. Its finite-sample distributions have been tabulated 
extensively and percentile values are readily available. The large-sample 
distribution is the same as that of the one sample Kolmogorov test statistic, 
and hence the percentile values in Table 111 can be used with large samples. 

Example: The value of the KS test statistic for the data of Table IV is 
5563, indicating that the two samples do not have the same distribution. 
This result could have been anticipated from the two-sample Q-Q plot. 

The other tests and bands discussed in Sections 7.3 and 7.4 can also be 
extended to the two-sample situation. Readers can refer to Doksum and 
Sievers [ 121 and references therein for details. 
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8.1 Introduction 

The method of maximum likelihood (ML) is perhaps the most versatile 
method for fitting statistical models to data. The method dates back to early 
work by Fisher [ 11 and has been used as a method for constructing estimators 
ever since. In typical applications, the goal is to use a parametric statistical 
model to describe a set of data or a process that generated a set of data. 
The appeal of ML stems from the fact that it can be applied to a large 
variety of statistical models and kinds of data (e.g., continuous, discrete, 
categorical, censored, truncated, etc.), where other popular methods, like 
least squares, do not, in general, provide a satisfactory method of estimation. 
Statistical theory (e.g., Kulldorff [2], Kempthorne and Folks [3], Rao [4], 
and Cox and Hinkley [ 5 ] )  shows that, under standard regularity conditions, 
ML estimators are optimal in large samples. 

Modem computing hardware and software have tremendously expanded 
the feasible areas of application for ML methods. There have been a few 
reported problems with some applications of the ML method. These are 
typically due to the use of inappropriate approximations or inadequate 
numerical methods used in calculation. In this chapter we will illustrate the 
method of ML on a range of problems. We suggest methods to avoid potential 
pitfalls and to effectively quantify the information (including limitations) in 
one's data. 
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8.1.1 Modeling Variability with a Parametric Distribution 

Chapter 1 shows how to use probability models to describe the variability 
in  data generated from physical processes. Chapter 2 gives examples of 
some probability distributions that are commonly used in statistical models. 
For the most part, in this chapter, we will discuss problems with an underly- 
ing continuous model, although much of what we say also holds for discrete 
models. 

The natural model for a continuous random variable, say K is the cumula- 
tive distribution function (cdf). Specific examples given in Chapters 1 and 
2 are of the form 

Pr(Y I y )  = F,(y; 8) 

where 8 is a vector of parameters and the range of Y is specified. One 
simple example that we will use later in this chapter is the exponential 
distribution for which 

where 8 is the single parameter of the distribution (equal to the first moment 
or mean, in this example). The most commonly used parametric probability 
distributions have between one and four parameters, although there are 
distributions with more than four parameters. More complicated models 
involving mixtures or other combinations of distributions or models that 
include explanatory variables could contain many more parameters. 

8.1.2 Basic Ideas of Statistical Inference 

Chapter 6 provides some of the basic ideas of statistical inference. In 
this chapter we will focus on the problem of estimating the model parameters 
8 and important functions of 8. The choice of 8, a set of parameters (the 
values of which are often assumed to be unknown) to describe a particular 
model, is somewhat arbitrary and may depend on tradition, on physical 
interpretation, or on having parameters with desirable numerical properties. 
For example, the traditional definition for the parameters of a normal distri- 
bution are 8, = p and O 2  = u1 > 0, the mean and variance, respectively. 
An alternative unrestricted parameterization would be 8, = p and 8, = 
log(0). Another parameterization, which has better numerical properties for 
some data sets is 8, = p - 20 and 8, = log(u). 

Interest often centers on quantities that are functions of 8 like 
The probability p = F,(y; 8) for a specified y. For example, if Y is the 
tensile strength of a particular unit, then p is the probability that the unit’s 
tensile strength Y is less than y. 
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The p quantile of the distribution of Y is the value of Y ,  such that 
Fy(Y,;  8) = p. We will express this quantity as Y, = F;’(p; 8). For the 
tensile strength example, y, is the strength below which we will find 
loop% of the units in the product population. 
The mean of Y 

E(Y) = jm YfY(Y)dY 
--m 

which is sometimes, but not always, one of the model parameters. 

In this chapter we will emphasize both point estimation and methods of 
obtaining confidence intervals (for scalars) and confidence regions (for 
simultaneous inference on a vector of two or more quantities). Confidence 
intervals and regions quantify the uncertainty in parameter estimates arising 
from the fact that we only have a finite number of observations from the 
process or population of interest. Importantly, confidence intervals and 
regions do not account for possible model misspecification. 

8.1.3 Basic Ideas of Modeling and Inference with the 
Likelihood Function 

The practice of statistical modeling is an iterative process of fitting 
successive models in search of a model that provides an adequate description 
without being unnecessarily complicated. Application of ML methods gener- 
ally starts with a set of data and a tentative statistical model for the data. 
The tentative model is often suggested by the initial graphical analysis 
(Chapter 7) or previous experience with similar data or other “expert knowl- 
edge.” 

We can consider the likelihood function to be the probability of the 
observed data, written as a function of the model’s parameters. For a set 
of n independent observations the likelihood function can be written as the 
following joint probability: 

8 ,  

~ ( 0 )  = L(e;  DATA) = L,(e; DATA,) (8.2) 
I =  I 

where L,(8) = L,(8; DATA,), the interval probability for the ith case, is 
computed as shown in Section 8.2. The dependency of the likelihood on 
the data will be understood and is usually suppressed in our notation. For 
a given set of data, values of 8 for which L(8) is relatively large are more 
plausible than values of 8 for which the probability of the data is relatively 
small. There may or may not be a unique value of 8 that maximizes L(0). 
Regions in the space of 8 with large L(8)  can be used to define confidence 
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regions for 0. We can also use ML estimation to make inferences onfunctions 
of 0. In the rest of this chapter, we will show how to make these concepts 
operational, and we provide examples for illustration. 

8.2 Data from Continuous Models 

Many scientific observations are modeled on a continuous scale. Because 
of inherent limitations in measurement precision, however, actual data are 
always discrete. Moreover, other limitations in our ability or in our measuring 
instrument’s ability to observe can cause our data to be censored or truncated. 
We will illustrate several different types of observations, give examples, 
and show how to compute the “probability of the data” as a function of 
FY (y; 0). Typical data sets, illustrated by our examples, often contain a 
mixture of these different types of observations. 

8.2.1 Interval-Censored Observations 

In this section we describe “interval-censored” data that arise due to 
round-off or binning or when inspections are done at discrete time points 
in a life test. 

Meeker and LuValle [6] give data on failure times of printed circuit boards. 
The failures were caused by the growth of conductive anodic filaments. The 
data consist of the number of failures that were observed in a series of 
4-hr and 12-hr long intervals over the entire life test. This experiment 
resulted in what is known as “interval-censored’’ data because the “exact” 
failure time is censored, and we know only the interval in which each failure 
occurred. If the ith unit  failed between times yf. and y,U the probability of 
this event is 

L,(0)  = F Y O e  0) - F,(y!;  0) (8.3) 

In this example all test units had the same inspection times, but this is not 
always the case. 

Berkson [7] investigates the randomness of a-particle emissions of Amer- 
icium-241 (which has a half-life of about 458 yrs). Based on physical theory 
one expects that, over a short period of time, the interarrival times of 
observed particles would be approximately distributed according to an expo- 
nential distribution 

exp (-;) 
where h = l/6 is the intensity of the corresponding homogeneous Poisson 
process on the real-time line. For the interarrivals of a-particles times, A is 
proportional to the Americium-241 decay rate. 
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Berkson’s data consisted of 10220 observed interarrival times (time units 
115000 sec), binned into intervals running from 0 to 4000 time units with 
interval sizes ranging from 25 to 100 units, with one additional interval for 
observed times exceeding 4000 time units. To illustrate the effects of sample 
size on the inferences, we have selected simple random samples (i.e., each 
interarrival time having equal probability) of size y1 = 2000, 200, and 20 
from these interarrival times. To save space, we have used a coarser set of 
bins; Meeker 181 uses asymptotic variances to show that reducing the number 
of bins in this way will not seriously affect the precision of ML estimates. 
These data are shown in Table I. We will return to this example in Sec- 
tion 8.3. 

Meeker [91 gives the observed failure times from a life test on 4139 
integrated circuits (ICs). These data are shown in Table 11. There were 21 
failures in the first 593 hrs, but no additional failures had been observed 
when the test was stopped at 1370 hrs. 

TABLE I .  Binned a-Particle Interarrival Time Data in 115000 sec 

In terarrival Times 
Frequency of Occurrence 

Time Interval 
Endpoint Random Samples of Times 

Lower Upper n = 10220 n = 2000 n = 200 n = 20 
All Times 

0 
100 
300 
500 
700 

1000 
2000 
4000 

I 00 
300 
500 
700 

1000 
2000 
4000 

Q1 

I609 
2424 
1770 
I306 
1213 
IS28 
354 

16 

292 
494 
332 
236 
26 1 
308 
73 
4 

41 
44 
24 
32 
29 
21 
9 
0 

TABLE 11. Integrated Circuit Failure Times in Hours. When the Test Ended at 
1370 hrs, 4128 Units Were Still Running 

.I0 .I0 .I5 .60 .80 .80 
I .20 2.5 3 .0 4.0 4.0 6.0 
10.0 10.0 12.5 20. 20. 43. 
43. 48. 48. 54. 74. 84. 
94. 168. 263. 593. 
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Although time is a continuous variable, these data (as with all data) are 
actually discrete. For the ICs that failed, failure times were recorded to the 
nearest .05 hr for times before 2 hrs, to the nearest .5 hr for times between 
2 and 20 hrs, and to the nearest hour for times beyond 20 hrs. (Actu- 
ally, we inferred that this was the scheme, based on the observed ties in 
the data.) Thus the “correct” likelihood is one based on interval-censored 
data (Eq. (8.3)). For example, the probability of the failure recorded as 
.15 hrs is 

&(6) = FY(.175; 6) - Fy(.125;  6) 

and for the failure recorded at 593 hrs, we have 

Lz8(6) = Fy(593.5; 6) - F,(592.5; 6) 

8.2.2 The ”Density Approximation“ for “Exact” Observations 

Let A, represent the difference between the ith recorded “exact” observa- 
tion and the upper and lower endpoints of the actual discrete observation. 
For most statistical models, the contribution of the exact observations to 
the likelihood (i.e., probability of the data) can, for small A,, be approxi- 
mated by 

(8 .5 )  

It is this approximation that leads to the traditional form of the likelihood 
for the ith failure time y,, which would be written as 

[ F A Y ,  + 4; 6) - FAY,  - A,; 6)l = 2fY(Y,i O>A, 

L,(6) = fY (Yt ;  6) (8.6) 

wheref,(y,; 6) = dFy(y , ;  6)ldy is the assumed probability density function 
(pdf) for the random variable Y The density approximation in equation (8.6) 
is convenient, easy to use, and in simple cases, allows the derivation of 
closed form equations to compute ML estimates. Because the righthand 
sides of Eqs. (8.5) and (8.6) differ by a factor of 2A,, when the density 
approximation is used, the approximate likelihood in (8.6) differs from the 
probability in Eq. (8.5) by a constant scale factor. As long as the approxima- 
tion in (8.5) is adequate and A, does not depend on 6, however, this general 
character (i.e., the shape and the location of the maximum) of the likelihood 
is not affected. 

8.2.3 Potential Problems with Using the “Density Approximation” for 
”Exact” Observations 

Although the  density approximation in Eq. (8.6) provides an ade- 
quate approximation for most commonly used statistical models, there are 
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a number of special cases where it fails. Generally is sufficient that the 
approximation 

r r 

IT [FAY, + 4; 0) - F ~ Y ,  - A,; 8)l % 2 nfAy,; 0)A, (8.7) 

hold as A, + 0 over all values of 0 inside 0 and especially as one approaches 
the boundary of 0. Here 0 the “parameter space,” which consists of the 
possible values of 8. 

The breakdown of this approximation is the primary source of cited 
failures of the ML method. Consider the following problem of looking for 
signals of known periodicity in a point process (see, for example, Protheroe 
[lo] and Chapter 12 of this volume). Assume that events are observed in 
time. Events caused by background noise occur according to a Poisson 
process with a constant intensity. Events from the “signal” occur according 
to a process with an intensity that is periodic with a known period 3! If we 
take the event times T,. T2, . . . and transform them according to 

I =  I I =  I 

= mod(T, P)/P 

the periodicity is mapped to a circle with a unit circumference. Then the 
probability density of Y might be described by 

fY(Y; 0) = P + ( 1  - P ) f N  (Y; CL, a> 

w h e r e O I y 5  1 , O < p <  1 , O I  p I  l , u > O ,  

+,,,(.) is the standardized normal density and p is the proportion of events 
caused by noise. Heref, is the density for a “wrapped normal distribution” 
and K must be chosen large enough so that the neglected terms are negligible 
(for u < .5, we choose K = 8). The corresponding cdf for Y is 

F,(y; 0) = py + (1 - p)F,(y; CL, a>, 0 I y 5 1 

where 
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and @,,,,(.) is the standardized normal cumulative distribution function. The 
wrapped normal is approximately the same as the von Mises distribution 
used in Protheroe [lo]. In either case, if one uses the density approximation 
on the righthand side of (8.7) for the likelihood, the approximation breaks 
down. To see this, fix p to any value between 0 and 1,  let p equal any 
observed Y and as u + 0, the product of the densities approaches 00. With 
the correct likelihood on the lefthand side of (8.7). however, the likelihood 
is bounded and there are no problems. 

For other examples, see Le Cam [ 1 11 and Friedman and Gertsbakh [ 12 J, 
who describe models and likelihoods that have paths in the parameter space 
along which L(8) approaches 00. Also see Section 8.6.1. The potential 
problem of encountering an unbounded likelihood can be avoided by using, 
instead, the “correct likelihood” of the data, which, because it is a probabil- 
ity, is bounded by 0 and 1 for all values of 8 in the “parameter space” 0. 
The advantages of using the density approximation, if the approximation 
is adequate, are that one does not need to specify the mapping (often 
unknown) from y, to ( y f ,  y,U) and the amount of computer time needed is 
typically reduced by about 50%. If, however, the approximation is inade- 
quate, serious numerical and statistical problems are likely to occur. 

8.2.4 Left-Censored Observations 

Left-censored observations arise when we have an upper bound on a 
response. Such observations are common when an instrument lacks the 
sensitivity needed to measure observations below a threshold, the value of 
which is known. Table 111 gives observed values of fractional variation of 
X-ray intensity for 53 active galaxies, first reported in Tennant and Mu- 
shotzky [ 131. The data were also analyzed by Feigelson and Nelson [ 141. 
The numbers marked with a c are left censored (upper bounds on the actual 
values) due to limitations in observation sensitivity. 

TABLE 111. Observed Fractional Variation of X-Ray Intensity for 53 
Active Galaxies 

< I  .6 3.0 <0.8 <0.8 I .9 1 . 1  
<0.8 2.0 1.6 <0.7 0.9 <0.7 

0.6 0.8 <0.6 <0.6 <0.7 0.8 
<1.3 1.3 1.4 1 .o <0.6 <0.5 
~0.6 <0.7 <0.8 ~ 0 . 9  1.6 ~ 0 . 9  

1.2 1.5 5.7 <2.3 <1.8 i .5 
<0.8 <0.8 8.4 <0.8 1.3 1.5 

0.7 1.6 <0.8 <1.2 <0.7 1.5 
<0.9 <1.0 <i .O  <0.9 <0.8 
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Left-censored observations also occur in life-test applications when a 
unit has failed at the time of its first inspection; all we know is that the 
unit failed before the inspection time (e.g., the first row of Table I). 

In general, if we have an upper bound y y  for the ith observation, the 
probability of the observation is 

~ ~ ( 0 )  = F , ( ~ : ;  e) - ~ ~ ( - 0 0 ;  e) = e) (8.8) 

If the lower limit of support for F,(y; 0) is 0 (e.g., when Y is concentration 
level, tensile strength, or waiting time), we replace - with 0 in Eq. (8.8). 

8.2.5 Right-Censored Observations 

At the end of the IC life test there were 4128 units that ran until 1370 hrs 
(the end of the test) without failure. These are “right-censored” observations 
because all we know is that the units’ failure times are beyond 1370 hrs. 
They can also be thought of as intervals running from 1370 hrs to 00. In 
general, if we have a lower’bound yf for the ith unit, the probability of the 
observation is 

Li(e) = F, , (~o;  e) - 0) = 1 - ~ ~ ( y : ;  e) 

8.2.6 Left Truncation 

Although left truncation is similar to left censoring, the concepts differ 
in important ways. Consider monitoring a channel to measure the amplitude 
of randomly arriving signals. There are two possibilities: 

We know when a signal is present but cannot measure its amplitude when 
its value lies below a specified threshold, say T ~ .  Then we know the 
number of signals that were not measured exactly and the data are left 
censored. 
A signal is not detected at all when its amplitude lies below the threshold 
T ~ .  Then we observed only the signals that are greater than TL in amplitude; 
we do not know the number of signals below T~ and this leads to left 
truncation. 

For most problems the additional information provided by the number 
of missed signals would importantly improve estimation precision. Left 
truncation also arises in life-test applications when failures that occur before 
T~ are not recorded and we have no information, even on the number of 
units that failed before this time. 

If all units below T~ in a population or process are screened out before 
observation, the remaining data are from a “left-truncated” distribution. 
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Depending on the application, interest could center on either the original 
untruncated distribution or on the distribution after truncation. 

In general, if a random variable I: is truncated when it falls below ~ f ,  
then the probability of an observation is the conditional probability 

where yf- 2 7:. It is possible to have either right or left censoring when 
sampling from a left-truncated distribution. To obtain L,(8), one simply 
replaces the numerator by the appropriate probability. For “exact” observa- 
tions, the numerator can, for some distributions, be replaced by the density 
approximation fy(y; 8). 

8.2.7 Right Truncation 

Right truncation is similar to left truncation and occurs when the upper 
tail of the values of the distribution are removed. If the random variable I: 
is truncated when it lies above 71’ then the probability of an observation is 

where y‘’ 5 7:’. As with left truncation it is possible to have either left or 
right censoring when sampling from the right-truncated distribution. 

8.2.8 Regression and Explanatory Variables 

It is often useful or important to have a model in which one or more of 
the elements of 8 are allowed to be functions of explanatory variables. This 
is a generalization of statistical “regression analysis” in which the most 
common models have the mean of the normal distribution depending linearly 
on a vector x of explanatory variables. For example, if x, is a scalar explana- 
tory variable for the ith observation, 

PI = Po + PIX, 

In this case we think of x, as being a fixed auxiliary part of DATA, (when 
the variables x, are themselves random, the common statistical methods and 
models provide inferences that are conditional on the fixed, observed values 
of these explanatory variables) and the unknown regression model coeffi- 
cients (p,, and P I )  replace the model parameter IJ., in 8. Chapter 9 of this 
volume describes statistical methods for regression models (that are linear 
and nonlinear in the parameters) and discusses standard regression assump- 
tions, including the standard assumption that the explanatory variables have 
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negligible measurement error. Lawless [ 151, Cox and Oakes [ 161, and Nelson 
[17] describe applications of such models with censored data. 

In some situations, there may be more than one model parameter that 
will depend on one or more explanatory variables. Nelson [I81 gives an 
example in which both p and u (parameters of the lognormal distribution) 
depend on a stress variable. Meeker and LuValle [6] describe a regression 
model in which two different kinetic rate constants depend on temperature. 

Given appropriate data, all of the methods in this chapter can be applied 
to problems with explanatory variables. To do this, the basic ideas in Chapter 
9 can be applied with ML estimation using the alternative distributions and 
different kinds of data used in this section. 

,_....' 
,..... 

- Exponential Distribution ML Fit 
. .. . . .. .. Exponential Distribution 

95% Painwise Conildence Intervals 

I I I I 

8.3 General Method and Application to the Exponential 
Distribution (a One-Parameter Model) 

8.3.1 Data and Model 

This section describes the general method of ML and illustrates its use 
by fitting the exponential distribution to Berkson's data in Table I. We 
compare the results that one obtains with samples of size n = 10220, 2000, 
200 and 20. Figure 1 shows an exponential probability plot of the n = 200 

FIG. I .  Exponential probability plot, ML estimate and 95% confidence intervals 
for F ,  (y; e) based on the n = 200 sample of a-particle interarrival time data. 



222 MAXIMUM METHODS FOR F17TING PARAMETRIC STATISTICAL MODELS 

sample. The solid line on the graph is the ML estimate of the exponential. 
The dotted lines are drawn through a set of 95% pointwise normal-theory 
confidence intervals; these intervals will be explained in Section 8.3.6. The 
approximately linearity of the points on the plot indicates that the exponential 
distribution provides a good fit to these data. 

8.3.2 The Likelihood Function and Its Maximum 

If we have a sample of n independent observations, denoted generically 
by DATA,, i = 1 ,  . . . , n ,  and a specified model, then the total likelihood 
L(8)  for the sample is given by Eq. (8.2). The ML estimate of the parameter 
vector 8 is found by maximizing L(8) .  When there is a unique maximum 
we use 6 to denote the value of 8 that maximizes L(8) .  Note that, in general, 
the maximum may not be unique. The surface L ( 8 )  can have flat spots or, 
more commonly, ridges along which L(8)  changes slowly, if at all. These 
may or may not be at the maximum value of L(8) .  Such behaviors generally 
indicate “identifiability problems” for a parameter or parameters that could 
be the result of (a) overparameterization, (b) inadequate data, o r j c )  an 
inappropriate model. The shape and magnitude of L(8)  relative to L(8)  over 
8 E 0 describe the information on 8 that is contained in DATA,, i = I ,  

Operationally, for some purposes, i t  is good practice to use the log 
likelihood L,(8) = log[L,(B)]. For all practical problems Li@) will be repre- 
sentable in computer memory without special scaling (which is not so for 
L ( 4 )  because of possible extreme exponent values), and some theory for 
ML is developed more naturally in terms of sums like 

, n. . . .  

than in terms of the products in  Eq. (8.2). 
When F,(y; p, u) is a normal distribution with known variance c2 and 

when there is no censoring or truncation, L(8) will be quadratic in (which 
implies that L(*) will have the shape of a normal or Gaussian density). 
This will be approximately so for other models under regularity conditions 
(see Section 8.7.2) and large samples. Otherwise, and particularly in  unfamil- 
iar data or model situations, it is important to investigate L(8)  graphically. 
This is simple when 8 has length 1 or 2. When the length of 8 is 3 or more 
we will view 1 (and 2) dimensional “profiles” of L(6) .  

Example: Substituting Eq. (8.4) into (8.3), and (8.3) into (8.2) gives the 
exponential distribution likelihood function for Berkson’s data (Table I) as 
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where r, is the number of interarrival times that had lengths between yj- 
and y y .  

In this case, the unknown parameter 0 is a scalar, and this makes the 
analysis particularly simple and provides a useful first example to illustrate 
basic concepts. In subsequent sections we will generalize with other exam- 
ples. Table IV summarizes the results of fitting exponential distributions to 
the four different samples in Table I. We provide results specifically for 0, 
the mean (which is also the .63 quantile) of the exponential distribution. 
In Section 8.3.4 we show how to obtain similar results for A = 118, the 
amval intensity rate (per unit of time). 

Figure 2 shows the relutive likelihood functions R(8)  = L(O)/L(6) for 
the sample of sizes n = 2000, 200 and 20 and a vertical line at the ML 
estimate for n = 10220. These functions allow one to judge the probability 
of the data for a value of 0 relative to the probability at the ML. For example, 
R(8)  = .2 implies that the probability is 5 times larger at 6 than at 0. In 
the next section we explain how to use R ( 0 )  to compute confidence intervals 
for 0. 

We see that the spread of the likelihood function tends to decrease with 
increasing sample size. The likelihood function for the larger samples are 

TABLE IV. Summary and Comparison of ML Estimates and Approximate 95% 
Confidence Intervals from Fitting the Exponential Distribution to Samples of the 

a-Particle Interarrival Data 

Sample of Times 
All Times 

n = 10220 n = 2000 n = 200 n = 20 

ML estimate 0 596 613 572 440 
Standard error s g  6. I 14.1 42.1 101 
95% confidence intervals 
for B based on 

Li ke!i hood 1585, 6081 [586,641] [498, 6621 [289, 7131 
l$g(8) - normal [585,  6081 [586,641] [496, 6601 [281, 6901 
0 normal 1585, 6081 [585,640] [490. 6531 [242, 6381 

ML estimate i x 105 I68 163 175 227 
Standard error s, ,,,$ 1.7 3.8 13 52 

Li ke!i hood 1164, 1711 [156, 1711 [151, 2011 [140, 3461 
I?g(A) normal 1164, 1711 [156, 1711 [152, 2021 [145, 3561 
A normal [164, 1711 [156, 1711 [149, 2001 [125, 3291 
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F I G .  2. Relative likelihood functions R(i9) = L ( h )  for n = 2000, 200. and 20 
samples and ML estimate for the IT = 10220 sample of the a-particle interarrival 
data. 

much “tighter” than those for the smaller samples, indicating that the larger 
samples contain more information about 8. The 8 values at which the 
different likelihood functions are maximized is random and depends on the 
particular times chosen for the samples. As expected, the four values of 6 
differ, but are consistent with the overlapping of the R(6)  functions in Figure 
2. When focusing on just one sample, we will use the sample of n = 200 
interarrival times. 

8.3.3 Likelihood Ratios, Profile Likelihoods, and Approximate 
Likelihood-Based Confidence Intervals on All or Part of 8 

The likelihood function provides a versatile method for assessing the 
information that one’s data contains on parameters or functions of parame- 
ters. Specifically, use of the likelihood function provides a generally useful 
method for finding approximate confidence regions or intervals for parame- 
ters and functions of parameters. 

For the general problem, assume that we want to make inferences on 8, .  
from the partition 8 = (8{, K)’, where ’ denotes vector transpose. Let k ,  
denote the length of 8, .  The profile likelihood for 8,  is 
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When the length of 8, is 0 (as in our exponential example), this is a relative 
likelihood for 8 = 8, .  Otherwise we have a “maximized relative likelihood” 
for 8 , .  In either case, R ( 8 , )  is commonly known as a profile Iikelihood 
because it provides a view of the profile of L(8) .  When 

8,  is of length 1,  R ( 8 , )  is a curve projected onto a plane. 
8, is of length 2 or more, R ( 8 , )  is a surface projected onto a hyperplane. 

In either case the projection is in a direction perpendicular to the coordinate 
axes for 8, .  When 6,  is of length 1 or 2, it is useful to display R ( 8 , )  
graphically. 

An approximate 100( 1 - a)% likelihood-based confidence region for 
8, is the set of all values of 8,  such that - 2 log[R(6,)] < x:, or R ( 8 , )  > 
exp( - x(’, -a,kl,/2), where k ,  is the length of 8, .  Simulation studies for different 
applications and models (e.g., Ostrouchov and Meeker [ 191, Meeker 191, 
and Vander Wiel and Meeker [20]) have shown that the likelihood-based 
intervals have important advantages over the standard normal-theory inter- 
vals (discussed in Section 8.3.6), especially when one has only a small 
sample. Specifically, in repeated sampling, normal-theory intervals tend to 
have actual confidence levels that are smaller than the nominal levels. 
Likelihood-based intervals tend to have confidence levels that are much 
closer to the nominal. These intervals will be compared later, in our numeri- 
cal examples. 

Example: For the particle arrival data, Table IV gives approximate 95% 
confidence intervals for 8 based on the likelihood method and the normal- 
theory method (explained in Section 8.3.6). Figure 2 illustrates the applica- 
tion of the likelihood method. The horizontal line is at exp( - x(z,,,,J2) = 
.147, corresponding to 95% confidence intervals. The vertical lines drop- 

ping from the respective curves give the confidence intervals for the different 
samples and can be compared with the values in Table IV. This figure shows 
that increasing sample size decreases confidence interval length. Asymptotic 
(large-sample) theory shows that confidence interval length under standard 
regularity conditions is approximately proportional to 6. 

8.3.4 Approximate Likelihood-Based Confidence Regions and 
Intervals for Functions of 8 

The parameters 8 in a model are often chosen for convenience, by tradition 
so that the parameters have scientific meaning, or for numerical reasons. 
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Interest, however, often centers on functions of these parameters like proba- 
bilities p = F,(y; e)  or quantiles like y, = F ,  ‘ ( p ;  8). In general, the ML 
estimator of a transformation g(8) is g(6). Due to this invuriance prop- 
erty of ML estimators, likelihood-based methods can, in principle, be 
applied, as described previously, to make inferences about such transforma- 
tions. For each function of interest, this can be done by defining a one-to- 
one transformation (or reparameterization), g(8), that contains the function 
of interest among its elements. Some of the new parameters may be identical 
to the old ones. To compute confidence intervals for the elements of g(8) 
we require that the first partial derivations of g(8) be continuous. 

Then ML procedures can be carried out for this new parameterization 
in a manner that is the same as that described previously for 8 to find ML 
estimates and confidence intervals for any scalar or vector function of 8. If 
one can readily compute g(8) and its inverse, this method is straightforward. 
Otherwise, iterative numerical methods are needed and computing time 
could become an issue. 

Example: For one-parameter distributions, like the exponential in Eq. 
(8.4) used in the &-particle interarrival data, one can translate estimates and 
confidence intervals for 8 directly into estimates and confidence intervals 
for monotone functions of 8. For example, interest might center on the 
arrival rate A = 1/8. Using the ML estimate and the likelihood-based 
confidence interval for the n = 200 sample in Table IV, we have 

i = l /6 = .00175 

[b ,  i] = [ l /6 ,  1/81 = \.00151, .00201] 

where Q and 6 are lower and upper endpoints of the confidence interval 
for 8. 

In this case, because A is a decreasing function of 8, we substituted the 
upper limit for 8 to get a lower limit for A and vice versa. Section 8.3.6 
describes the ‘‘normal-theory’’ approximate confidence intervals in  Table 
IV. Sections 8.4.3 and 8.5.4 illustrate confidence intervals for the more 
complicated situation in which 8 is a vector. 

8.3.5 Asymptotic Distribution of ML Estimators, F isher  Information, 
and Variances 

Under standard regularity conditions on the assumed model and form of 
the resulting data (see Section 8.7.2), ML estimators have certain desirable 
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statistical properties. In particular, in large samples, the random vector 6 
approximately follows a multivariate normal distribution with mean 8 and 
covariance matrix & = I;‘, where 

where E [ - ]  is the expectation operator. This matrix I ,  is often known as the 
Fisher information or “expected information” matrix for 8. For large sam- 
ples we can say that I ,  approximately quantifies the amount of information 
that we “expect” to get from our future data. Generally, more information 
implies smaller variance. Asymptotic (large-sample) statistical theory shows 
that the elements of & are of the order of n-I. 

For an assumed model if there is to be no censoring or truncation, and 
if the density approximation (Eq. (8.6)) is used for L,(8), then & is a 
function of the sample size n, the unknown parameters 8, and the levels of 
the explanatory variables (if any). Otherwise, lo also depends on the type 
of censoring, truncation, rounding, etc. that will be encountered in the data. 
If any of these measurement or observation “limitations” are random, then 
In depends on the distribution(s) of these limitations. Generally, the effect 
of round-off or binning on the “correct likelihood” is not large (e.g., Meeker 
[8]). Because &, does not depend on data, if one has “planning values” 
for 8, it is generally straightforward to evaluate numerically to compute 
the variances of 6 and of smooth functions of 6 (see the details later), 
and these variances are useful for planning experiments; see, for example, 
Escobar and Meeker [21] and Nelson [17], Chapter 6. 

of Eij as the 
inverse of the “observed” information matrix 

When data are available, one can get a “local” estimate 

where the derivativesnare evaluated at 6. Under certain regularity conditions 
(see Section 8.7.2), Cij is a consistent estimator of &. 

In general, one is interested in inferences on functions of 8. For example, 
consider a vector function g(8) of the parameters such that the function is 
one to one and all the first derivatives with respect to the elements of 8 
exist and ar,e continuous. The ML estimator of g(8) is g = g(6). In large 
samples, g(0) approximately follows a normal distribution with mean g(8) 
and covariance matrix 
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(8.10) 

The “local” estimates of c,s can be obtained by substituting c;, for Ce and 
evaluating the derivatives at 6. This Taylor series approximation is some- 
times known as propagation of error in the engineering literature and the 
deltu method in the statistical literature. 

For scalar g and e the formula simplifies to 

where Var[*l is the variance function. For example, if 8 is positive and 
g(8) is the logarithmic function, the asymptotic variance of log(6) is 
varllog(6)l = Var(i)/ez. 

8.3.6 Approximate Confidence Regions and Intervals Based on 
Asymptotic Normality of ML Estimators 

The large sample normal approximation for the distribution of ML estima- 
tors can be used to compute approximate confidence intervals (regions) for 
scalar (vector) functions of 8. In particular, an approximate loo( I - a)% 
confidence region for 8 is the set of all values of 8 in the ellipsoid 

(8.11) 

where k is the length of 8. This is sometimes known as Wuldk method, but 
we will refer to it as the normul-theor-y method. Normal-theory intervals 
are easy to compute and are used in most commercial statistical packages. 
Their main shortcomings are (a) they have actual coverage probabilities 
that can be importantly different from the nominal specification, unless 
sample sizes are large and (b) unlike the likelihood-based intervals, they 
depend on the transformation used for the parameter, as illustrated in the 
following example. With moderate to large samples they are useful for 
initial data analyses, where rapid interactive analysis is important. 

Normal-theory confidence regions are based on a yuudrutic upproximu- 
tion to the log likelihood and will be adequate when the log likelihood is 
nearly quadratic over the range of the confidence region. This region will 
be large for small samples and small for larger samples (see Figure 2). In 
“large samples,” under the usual regularity conditions (Section 8.7.2) the 
log likelihood is approximately quadratic, and thus the two regions will be 
in close agreement. The sample size required to have an adequate approxima- 
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tion is not easy to characterize because it depends on the model, the amount 
of censoring and truncation, and on the desired inference. In some extreme 
examples, n on the order of thousands is not sufficient for a good approxima- 
tion. When the quadratic approximation is poor, likelihood-based intervals 
(Section 8.3.3) should be used instead, especially when reporting final 
results. 

For the general problem, the 100( 1 - a)% normal-theory confidence 
region for a k ,  dimensional subset g,  = g,(8), from the partition g(8) = 

(g,(O), g2(8))’ is the set of all g,  in the ellipsoid 

where g, = gl(6) is the ML estimator of g,(B) and gil is the local estimate 
of the covariance matrix of g, ,  which can be obtained from the local estimate 
of x,t in equation (8.10). As shown in Escobar and Meeker [ 2 2 ] ,  this normal- 
theory confidence region can be viewed as a quadratic approximation for 
the log profile likelihood of g,(8) at g , .  

When k, = 1 ,  g ,  = gl(8) is a scalar function of 8, the lOO(1 - a)% 
normal-theory interval is obtained from the familiar formula 

I g l m  = i I  * zlI-u/2,s,~, 

where s,cl = vvG[i,(e)] is the local estimate for the standard error of gl 
and z , , - ~ , , ~ ,  is the 1 - a / 2  quantile of the standard normal distribution. 

When using approximate confidence intervals based on the normal-theory 
method, the choice of parameterization or parameter transformation can be 
extremely important to the accuracy of the confidence level approximation, 
especially with small samples. There are some general rules that tend to 
improve the approximation. In particular, one should try to find a transforma- 
tion that will improve the approximation to the likelihood-based method 
by, for example, making R(8)  nearly symmetric. Sometimes this can be 
done by transforming bounded parameters so that they are unrestricted. For 
positive parameters (e.g., a scale parameter u > 0), using the approximate 
distribution of log(u), which is unrestricted, will often (but not always) 
improve the approximation. Similarly, for estimating p = F Y ( y ;  8) for a 
specified y or some other model probability p ,  the logistic transformation 
logit(p) = log[p/( 1 - p ) ]  can improve the approximation. For further discus- 
sion, see Lawless [ 151, pages 108 and 403, and Nelson 1231, page 362. Of 
course, direct use of the likelihood renders the transformation question 
moot, as the likelihood-based confidence regions and intervals are invariant 
to the model parameterization. 
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Example: For the particle arrival data, Table IV compares 95% approxi- 
mate confidence intervals for 8 and A based on (a) the likelihood method, 
(b) the large sample approximate normal distribution for 6 and i, and (c) 
the large sample approximate normal distribution for log(6) and log(i). As 
expected, there is close agreement for the larger sample sizes. For the sample 
with n = 20, however, there are large differences among the methods. The 
comparison shows that, in this case, the normal theory method with the 
log transformation provides a better approximation to the likelihood-based 
method. 

The dotted lines in Figure 1 are drawn through a set of normal-theory 
95% pointwise confidence intervals for the exponential F,(y; 8), based on 
the logit transformation. Because 8 is the only unknown parameter for this 
model, these “bands” will contain the unknown exponential F,(y; 8) if and 
only if the confidence interval for 8 contains the unknown 8. Thus this set 
of intervals can also be interpreted as simultaneous confidence bands for 
the entire exponential F y ( y ;  8). In subsequent examples, with more than 
one parameter, we will have to view such a collection of intervals differently 
because the confidence level applies only to the process of constructing an 
interval for a single point on the distribution. To make a “simultaneous” 
statement would require either a wider set of bands or a lower level of 
confidence. 

8.4 Fitting the Weibull with Left-Censored Observations 
(a Two- Pa ram ete r Mode I ) 

8.4.1 Example and Data 

In this section we return to the data on fractional variation of X-ray 
intensity from active galaxies, introduced and described in Section 8.2.4. 
Figure 3 is a Weibull probability plot of these data, constructed using 
methods similar to those described in Chapter 7. The first point is plotted 
at a probability of about .43, due to the large amount of left censoring in 
the lower tail of the distribution. The plotted points in the upper tail of the 
distribution seem to depart somewhat from linearity, indicating a small 
departure from the Weibull model. Even if the distribution of galaxy variabil- 
ity could be described by a Weibull distribution, it is possible that such a 
departure could arise from the particular sample of galaxies that were chosen 
for observation (assuming that the sample was, in fact “random” from a 
list of galaxies that could have been observed). 
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FIG. 3. Weibull probability plot of X-ray variability data with maximum likelihood 
estimates and 95% pointwise confidence intervals for F ,  (y; p, u). 

8.4.2 The Likelihood Function and Its Maximum 

The departure from linearity in Figure 3 was not too pronounced. There- 
fore we fit the two-parameter Weibull distribution to the data using ML. 
This is equivalent to fitting a straight line through the data on the Weibull 
probability paper to estimate the cdf, using the ML criterion to choose the 
line. The Weibull cdf is commonly written as 

(8.12) 

where P is a shape parameter and (Y is a scale parameter. The Weibull cdf 
also can be written as 

(8.13) 

where adz)  = 1 - exp[ - exp(z)] is the standardized smallest extreme 
value distribution. This is so because natural logarithms of Weibull random 
variables follow the simpler smallest extreme value distribution with location 
and scale parameters p. = log(a) and u = I/@; see Nelson [23], page 43. 
The second expression is convenient because we can immediately switch 
to other distributions by changing the definition of a. For example, when 
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we replace @5ev(z) with QnOr(z), the standard normal distribution, Y follows 
a lognormal distribution. 

The Weibull likelihood function for these data is 

(8.14) 

where 6, = 1 for an “exact” observation and 6, = 0 for a left-censored 
observation and 4\cv(z) = d(D,,,(t)/dz = exp[z - exp(z)] is the standardized 
smallest extreme value density. In this case, the density approximation to 
the “correct” likelihood is adequate for the two-parameter Weibull distribu- 
tion and ML estimates computed with the approximation generally agreed 
with those computed with the “correct” likelihood to within 2 1 in the 
third significant digit. 

Figure 4 provides a contour plot of the relative likelihood function 
R ( k ,  a] = L(k, u)/L(&, &) for the Weibull model. The surface is well 
behaved with a unique maximum defining the ML estimates. Table V 
gives the ML estimates, standard errors, and confidence intervals for both 
distributions. The straight line on Figure 3 is the ML estimate of the Weibull 
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Fic;. 4. Relative likelihood for the X-ray variability data and the Weibull model. 
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TABLE V. Summary and Comparison of Results from Fitting the Weibull and 
Lognormal Distributions to the X-Ray Variability Data 

Distribution 

Weibull Lognormal 

ML estimate $ 
Standard error sg 
95% confidence intervals for y 

Based on the likelihood 
Based on jl 2 normal 

ML estimate B 
Standard error s; 
95% confidence intervals for 

Based on the likelihood 
Based on log( &) normal 
Based on normal 

ML estimate Y , 
Standard error s;, 
95% confidence intervals for Y ,  

Based on the likelihood 
Based on lpg(Y,) normal 
Based on Y -L normal 

-.I01 
.200 

[ - .55 1 ,  .259] 
[ - .490, ,2891 

1.19 
.I7 

[.92, 1.641 
[.89, 1.591 
I.85, 1.531 

.584 

.140 

[.332. .882] 
[.366, .934] 
[.311, .860] 

- .400 
.I71 

[-.809, -.104) 
[ - .734, - .065] 

.93 

.I5 

[.70, 1.321 
[.68, 1.281 
1.64, I .22] 

.67 1 

.I14 

[.445, .901] 
[.480, .937] 
[.446, .895) 

F,(y; p, 0). The curved line going through the points is the corresponding 
ML estimate of the lognormal F,(y; p, u). The dotted lines are drawn 
through a set of pointwise normal-theory confidence intervals for the Wei- 
bull F,(y; p, u); the corresponding set of intervals for the lognormal 

p, cr) (not shown on the figure) were similar in width. As is frequently the 
case, there is good agreement for inferences from these two models within 
rhe range ofthe data. Without more information, however, one cannot make 
inferences in the lower tail of the distribution because the estimates are 
importantly different and the data do not strongly suggest one model over 
the other. In general, it is useful and important to fit different models to 
compare results on questions of interest. 

FAY; 

8.4.3 Confidence Regions and Intervals for p and u and for Functions 
of p and u 

As described in Section 8.3.3, a contour line on Figure 4 defines an 
approximate joint confidence region for p and u that can be accurately 
calibrated, even in moderately small samples, by using the large sample x2 
approximation for the distribution of the likelihood-ratio statistic. For exam- 
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- Weibull Distributon Profile 
...__ Lognormal Distribulion Pmiile 

ple, the region RIP,  log(u)] > exp( - x2, ,,,.,J2) = .I00 provides an approxi- 
mate 90% joint confidence region for p and CT. 

The numerical values of the likelihood-based confidence intervals and 
intervals based on the normal-theory approximation are given in Table V. 
Individual profile likelihood plots for p and u (not shown here) were used 
to obtain the likelihood-based confidence intervals. Note that because p. 
and u have different meanings in the two different distributions, they are 
not comparable. It is, however, interesting to compare estimates of the same 
quantile using alternative methods. 

Profile plots for the Y 5 ,  the median of the respective distributions, com- 
puted as described in Section 8.3.4, are compared in Figure 5 .  Likelihood- 
based confidence intervals for Y ,  shown in Table V for both models can 
also be read directly from the figure. The ML estimates differ somewhat, 
but not importantly, relative to the width of the confidence intervals. It is 
interesting to note that (a) the lognormal profile likelihood for Y ,  is narrower 
than the Weibull profile and (b) when using the normal-theory intervals, 
the log transformation of the positive quantile Y ,  provides, in this case, a 
worse approximation to the likelihood-based confidence interval than doing 
no transformation at all. 
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FIG. 5. Comparison profile likelihoods for the median of the X-ray variability 
distribution using Weibull and lognormal distributions. 



FITTING THE LIMITED FAILURE POPULATION MODEL 235 

8.5 Fitting the Limited Failure Population Model 
(a Three-Parameter Model) 

8.5.1 Example and Data 

We now return to the IC failure time data (Table 11) that we introduced 
in Section 8.2.1. Meeker [9]  provides a more complete analysis and more 
technical details for this example. 

Figure 6 is a Weibull probability plot of the right-censored failure data. 
The last failure occurred at 593 hrs and the test was stopped at 1370 hrs. 
We see that the points on the probability plot are leveling off at something 
less than I% failing. The failures were caused by manufacturing defects 
that could not be detected without a life test and the reliability engineers 
responsible for this product wanted to estimate p, the proportion of defects 
being manufactured by their process, in its current state. Moreover, they 
were interested in making improvements to the process and wondered if 
informative tests could, in the future, be run without waiting so long. 
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FIG. 6. Weibull probability plot of integrated circuit failure time data with ML 
estimates of the Weibull/LFP model after 1370 hrs and 100 hrs of testing. 
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8.5.2 The Limited Failure Population Model 

Meeker [9] used the limited failure population (LFP) model for the IC 
data, assuming that a proportion p of units from the manufacturing process 
is defective and will fail according to a distribution F,(y; p, u) and that 
the remaining proportion ( 1  - p)  would never fail. Assuming that F,(y;  
p, u) is Weibull leads to 

Pr(Y 5 Y )  = GAY; p+ u, P )  = pF,(y; F, a) 
(8.15) 

log(y) - IJ. 
= P @ \ C U  [ (T ] 

for the entire product population. Note that as y -+ 03, G,(y)  .j p. 

8.5.3 The Likelihood Function and Its Maximum 

The likelihood function for the IC data under the Weibull LFP model is 

where the notation is similar to that used in Section 8.4. Again, for this 
example, the probability density is approximately proportional to the ‘‘cor- 
rect likelihood” for the “exact” failure times and we will use it here. Table 
VI summarizes and compares the results of the analyses for the data that 
were available at 1370 hrs and the data that would have been available 
after only 100 hrs. Figure 6 shows the ML estimates and 95% pointwise 
normal-theory confidence intervals for GY(y).  As might be expected, there 
is close agreement until approximately 100 hrs, when the estimates of G,(y)  
begin to differ importantly. The upper bounds of the pointwise normal- 
theory confidence intervals for GY(y) are larger for y > 100. As suggested 
later, however, similar confidence intervals computed with the likelihood- 
based method would be much wider. 

8.5.4 Profile Likelihood Functions and Likelihood-Based Confidence 
Intervals for p, u, and p 

Table VI gives numerical values for the likelihood-based confidence 
intervals for p, u, and p based on these and other profiles (not shown here). 
The table also gives confidence intervals based on the normal- 
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TABLE VI. Summary and Comparison of Results from Fitting the Weibull Limited 
Failure Population Model to the Integrated Circuit Failure Data After 1370 Hrs and 

100 Hrs 

Analysis with Test Run Until 

1370 Hours 1 0 0  Hours 

ML estimate I; 
Standard error s; 
95% confidence intervals for ,LL based on 

The likelihood 
I; 2 normal 

ML estimate i? 
Standard error s,; 
95% confidence intervals for crbased on 

The likelihood 
log(+) A normal 
i? 2 normal 

ML estimate I; 
Standard error s; 
95% confidence intervals for p based on 

The likelihood 
LogitGI A normal 
fi A normal 

3.34 
.4 1 

4.05 
1.70 

[2.50, 4.201 
[2.55, 4.121 

2.02 
.3 1 

[1.53, 2.821 
[ 1 S O ,  2.7 11 
[1.42, 2.621 

.OO674 

.OO 1 27 

[.00455, .009551 
[ .OO466, .00975] 
1.00426, .00923] 

12.43, 24.991 
[.72, 7.381 

2.12 
.55 

11.40, 3.961 
[1.28, 3.511 
[ 1.05, 3.191 

.00827 

.00380 

1.00463, 1.000] 
[ .0033, .0203] 

[ .OW8 1,  .O 1571 

theory approximation. Figure 7 is a two-dimensional likelihood profile for 
p and CJ for the 100-hr data. Figure 8 provides a comparison of the one- 
dimensional profiles for p for the 1370- and the 100-hr data. The results 
of this comparison show that, for the 1370-hr data, the log likelihood is 
approximately quadratic and the different methods of computing confidence 
intervals give similar results. For the 100-hr data, however, the story is 
quite different. In particular, the 100-hr profile likelihood tells us that the 
data available after 100 hrs could reasonably have come from a population 
with p = 1.  That is, the 100-hr data do not allow us to clearly distinguish 
between a situation where there are many defectives failing slowly and a 
situation with just a few defectives failing rapidly. The 1370-hr data, how- 
ever, allow us to say with a high degree of confidence, that p is small. 

For the 1 00-hr data, the likelihood and normal-theory confidence intervals 
for p are vastly different. This is because the log likelihood is not well 
approximated by a quadratic function over the range of the confidence 
interval. Meeker [9] used Monte Carlo simulation to show that the likelihood- 
based confidence intervals provide a much better approximation to the 
nominal confidence levels over a wide range of parameter values for the 
LFP model. 
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FIG. 7. Two-dimensional profile likelihood for LFP parameters p and u after 1370 
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8.6 Some Other Applications 

8.6.1 Distributions with Threshold Parameters 

In many areas of application, analysts wish to fit models with a “threshold 
parameter” y that shifts the distribution of a positive random variable to 
the right by an amount y. For example, the three-parameter Weibull distribu- 
tion can be written as 

for y > y. This is the classic example for which the “density approximation” 
in Eq. (8.6) can cause serious numerical and statistical problems in the 
application of ML estimation; see Giesbrecht and Kempthorne [24]. Also 
the asymptotic theory for “exact observations” is complicated (see, e.g., 
Smith [25] and, arguably, inappropriate for data with finite precision (see 
Section 8.7.2). Clearly, it is important to use the “correct” likelihood for 
these models. Griffiths [26] and Smith and Naylor [27] describe likelihood- 
based inferences for the three-parameter lognormal and Weibull distribu- 
tions, respectively. 

8.6.2 The Generalized Gamma Distribution 

The generalized gamma distribution includes the gamma, Weibull, expo- 
nential, and lognormal distributions as special cases. As such, it provides 
a flexible distribution structure for modeling data. Farewell and Prentice 
[28 ]  show that a judicious choice of parameters for this model can make 
an important difference in one’s ability to apply ML methods. Lawless 
([ 151, Chapter 5) shows how to use likelihood-based methods with the 
generalized gamma distribution to assess and compare results from the 
special case distributions. 

8.6.3 Random Truncation 

Morrell and Johnson [29] used ML estimation and a model with random 
left truncation to estimate the energies of neutrinos from Supernova 1987A. 
Under their random left-truncation model, the probability of observing a 
response depended on the value of the response. They used likelihood- 
based statistical methods to estimate and make confidence statements about 
the parameters of the energy distribution. 
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8.6.4 Point Process Data 
Data from point processes occur frequently in science and engineering. 

The likelihood-based methods in  this chapter can be applied directly to 
these problems. Snyder [ 301 describes many such applications, appropriate 
point processes, and likelihood-based inference methods for the models. 
Cox and Lewis 13 1 1  and Lawless I 151, Chapter 10, also describe ML methods 
for point process models. 

8.7 Other Topics and Sources of Additional Information 

8.7.1 Computer Software, Numerical Methods, and Other Concerns 
for Fitting Statistical Models 

Nelson [ 171, pages 237-239, provides a detailed summary of the features 
and capabilities of various software packages that can analyze such data. 

Some (but not all) parts of the examples in this chapter could have been 
done with commercial or other publicly available software. In particular, 
because commercial software lacks the necessary capabilities, we had to 
use specially written software to fit the LFP model i n  Section 8.5 and 
to compute the profile likelihood plots and confidence intervals in all of 
the examples. We did our computations with a combination of Fortran and 
S (Becker, Chambers, and Wilks [32]) programming. (To get a copy of 
the S-Plus functions used in our examples, send electronic mail to 
wqmeeker@ iastate.edu.) 

As previously stated in Section 8. I .2, model parameterizations are often 
chosen on the basis of tradition, because certain parameters are of particular 
interest in an analysis, or for numerical reasons, in an effort to have a “well- 
behaved” likelihood function that would help avoid numerical difficulties. 
In computer software, the model parameterization that users see in software 
output typically is chosen on the basis of tradition or for the convenience 
of the user. Internally, however, a different set of “stable parameters” should 
be used for optimization and other numerical work, but their use should, 
by default, be hidden from the users. Choosing stable parameters, in general, 
is a challenging task and is discussed in some detail by Ross [ 3 3 ] ,  who 
also discusses other important aspects of nonlinear estimation. Griffiths [ 26) 
suggests the use of quantiles as stable parameters for two parameters of 
the 3-parameter lognormal distribution. Griffiths (261 also suggests using 
log(y,,, - y) i n  place of the threshold parameter y, where y , , ,  is the smallest 
observed response. Farewell and Prentice demonstrate the importance of 
parameterization for the three-parameter generalized gamma distribution. 
Also see Nelson [23], pages 386-395. 
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The choice of starting values for ML estimation often makes the difference 
between success and failure. Again, it is difficult to give general prescriptions 
on how to find good starting values. Typically, for specific models, and 
especially if one has already defined a set of “stable parameters” it is easy 
to find “ball park” starting values that will be satisfactory. Analytical 
implementation of simple graphical estimation methods based, for example, 
on the distribution-free estimates covered in Chapter 7, generally works 
well. Chapters 13 and 15 in Seber and Wild [34] contain a more complete 
discussion of these issues. 

8.7.2 Regularity Conditions and Nonregular Models 

In general, the ML estimators obtained from the “correct” likelihood 
behave well in the sense that when the sample size n increases the estimators 
approach the true parameter values and the estimators are approximately 
normally distributed with a mean equal to the true parameter and a variance 
obtained from the Fisher information matrix (see Section 8.3.5). This asymp- 
totic behavior is assured for problems that meet certain conditions that 
depend on the distribution, F,(y;  0), and the censoring mechanisms that 
generate the data. When the conditions are not met, ML estimators still 
generally have good asymptotic properties but details may differ from the 
standard results (e.g., limiting distributions may change as described by 
Smith [25] and Boente and Fraiman [351 and one should be aware of these 
potential differences. 

The asymptotic behavior of ML estimators is, in general, complicated 
and we do not intend to make a full account here. Our purpose is to provide 
guidelines, references, and some heuristic arguments derived from our ana- 
lytical and numerical studies of the problem. 

First, and without loss of generality, we consider the case when y is 
nonnegative. One can think of this range as divided into m small time 
intervals (0, yl) ,  . . . ,(y,,, y,,,), where y ,  = A, y , ,  I - y,  = 2A, i = 1,  
2, . . . , and m could be finite or infinite. Then, it is easy to see that the 
“correct” likelihood can be written in terms of the probabilities of the 
intervals; i.e., IT, = n,@) = F,(y,; 0) - F Y ( y , - , ;  0), i = 1 ,  . . . , with 
y,, = 0. An “exact” failure time observation contributes to the “cor- 
rect” likelihood the probability IT, of the interval ( y , - , ,  y,) into which it 
failed. An observation right or left censored at y ,  contributes 
xy=k+ I T,  or x:=, IT,, respectively. Similarly, an observation censored be- 
tween y, and y, (y ,  < y,) contributes x?=,+ , IT,. Then the “correct” likelihood 
is essentially a parametric multinomial likelihood with some observations 
covering more than one cell. This is a generalization of the likelihood for 
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grouped data. With this setup, one can use the standard regularity conditions 
(see Rao [4], page 359, Cox and Hinkley IS], page 281, or Kulldorff [2]). 

In general, the “regularity conditions” for the standard large-sample 
asymptotic results require that (a) different values of 8 assign different 
probabilities to the intervals (this is an identifiability condition); (b) the 
first three derivatives of log[n,(e)] with respect to 8 exist in a neighborhood 
of the true parameters and the derivatives up to third order are bounded in 
this neighborhood; (c) the Fisher information matrix for 8 is finite and 
positive definite in a neighborhood of the true parameter values. When 
the identifiably condition is not met, ML methods are still useful, but the 
likelihood may have “flat spots,” even at values of 8 that maximize the 
likelihood. 

When the range of the sample space of the underlying random variable 
Y depends on the parameters 8, the regularity conditions for the “correct” 
likelihood are similar; see for example Kulldorff [2] and Giesbrecht and 
Kempthorne [24]. 

8.7.3 Simulation-Based Confidence Intervals 

Although approximate normal-theory confidence intervals are commonly 
used in practice, it is possible, particularly with small samples, that these 
intervals could give misleading results. In Section 8.3.3, we gave references 
to simulation studies showing that likelihood-based confidence intervals 
generally have coverage properties that are closer to nominal, even with 
moderate to small sample sizes. Computational complexity is the price that 
one pays for the better asymptotic approximation. 

Another alternative that can lead to better confidence intervals, also 
at the cost of additional computational effort, is to replace asymptotic 
approximations of sampling distributions with sampling distributions ob- 
tained by using Monte Carlo simulation. A particular class of processes for 
generating such distributions and for inverting them to obtain confidence 
intervals is known as the “parametric bootstrap.” These simulation-based 
methods and the closely related “nonparametric bootstrap” methods have 
been discussed in a large number of published papers since the pioneering 
work of Efron 1361. Efron and Tibshirani [37] and Hall [38] describes 
general theory and methods for the bootstrap method. Also see Chapter 17 
of this volume. 
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9.1 Statistical Modeling 

Much of science is about modeling relationships between variables. We 
shall consider just two variables x and y to begin with. These models are 
generally constructed one of two ways. The first method uses knowledge 
of the subject matter to derive a mathematical law relating x and y. The 
emphasis is then on estimating certain constants in the law. The second 
method is an empirical one, where we try to find a mathematical relationship, 
again with unknown constants, that fits the data well. If we get a good fit, 
the model can be then used for prediction purposes, for example. The 
mathematical relationship need not summarize insights into the underlying 
physical mechanisms in any way but may simply provide a “black box” 
for prediction. Because of fluctuations in experimental conditions and mea- 
surement errors in the variables, we find that such relationships, whether 
empirical or theoretical, have two components-a mathematical part describ- 
ing the relationship, and a statistical or “error” part describing any random 
variation about the relationship. Typically our model takes the form 

observation = model function + error 

or 

Y = g(x; e) + E 
Here g is a known function of x and 8, where 8 is a p-dimensional vector 
of constants (technically called parameters) that are generally unknown and 
need to be estimated from the data. The variable x is variously known as 
the explanatory, regressor or independent variable, while Y is called the 
response or dependent variable and it is random as E is random. The 
terms dependent and independent are a bit misleading and are therefore not 
recommended in spite of their popularity outside of statistics. The term 
error is also misleading as the difference between the observation and the 
model will include random fluctuations as well as measurement error. A 
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better term might beflucruarion or deviation; economists often use the term 
disrurbance. We shall continue to use the terms error and error structure 
as they seem well entrenched in the literature. 

In fitting this model it is usually assumed that the distribution of E does 
not vary with x; i.e., the error process is “stable.” By writing x in lower 
case we are assuming that it is not random. However, there is a range of 
models where x is random so that the preceding model function also contains 
a random component. A simple example of this is the following. 

Example 9.1: Consider Ohm’s law v = ru relating the voltage v across 
a resistance r with the current u through the resistor. Because of measurement 
error, we will not observe the true values u and v of the mathematical 
variables, only their observed random values X and K respectively. Setting 
Y = v + E and X = u + 6 we have, by substitution, 

Y - E = r(X - 6) 

or 

Y = r X +  E - r6 = rX + q (9.1 ) 

We therefore have a straight-line relationship between the observed values, 
plus an error term q = E - r6. 

Example 9.2: A well-known growth model take the form y = UP for the 
variablesx andy. This will only be approximately true for many real situations 
so that there will be an unknown difference Y - UP, which we call, once 
again, the error, i.e., Y = (yxp + E, with 8 = (a, p)’, our vector of parameters. 
Since Y - UP, our natural inclination would be to take logarithms giving 

y‘ = logy  = loga + p logx = po + px‘ 

which is approximately a straight-line relationship between the transformed 
variables Y‘ and x ’ .  (This model is further complicated if x is measured 
with error). Confirmation of the original model would then be provided by 
a roughly linear plot of the set of observation pairs (xi, yj). However, when 
it comes to estimating Po and p, transforming to achieve linearity is not 
always the best thing to do. It depends on the nature of the error E. In 
Example 9.2, where we have assumed an addifive-error model, it is also 
often assumed that z is stable, i.e., does not depend on x. Now 

Y = U P + E  

= my1 + z/mP) 

so that taking logarithms leads to 
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Y’ = po + px’ + log(] + € / U P )  

= p,) + px’ + € 1  

If is stable, then E, is not stable as it changes with x. Although we have 
linearized the model, our new error structure is more complicated. On the 
other hand, if the error was proportional to begin with, so that the bigger the 
measurement the bigger is the error, then we would have E = k u P  and Y = 

UP (1  + k) ,  where k does not depend on x. If we take logarithms once again, 

Y’ = po + px‘ + log(1 + k )  = p0 + px‘ + € 2  

where e2 is stable (as k is). We see, then, that in the second situation it is 
legitimate to take logarithms as it leads not only to a linear model but also 
to a stable error. However, in the first situation, it is not appropriate as it leads 
to an unstable error. The decision to transform or not depends, therefore, on 
the nature of the error structure. In general, determining the transformation 
scale in which to fit a model is a trial and error process involving fitting 
models and then inspecting estimates of the errors called residuals. This 
point is taken up again in Example 9.3, and when we discuss diagnostics. 
Also, with better nonlinear programs available, we do not have to “force” 
linearity just to simplify the computations. The following example illustrates 
this point. 

Example 9.3: Carr [ I ]  studied the catalytic isometrization of n-pentane 
to i-pentane in the presence of hydrone. One model proposed for the rate 
of this reaction, based on a single-site mechanism, was the nonlinear model 

Here r is the rate of disappearance of n-pentane [in g/(g catalyst)-hr]; xI, 
x,, and x3 are the partial pressures of hydrogen, n-pentane, and i-pentane, 
respectively (in psia); 8, is a constant depending on the catalyst; and 02,  03, 
and e4 are equilibrium adsorption constants (in psia-I). Carr [ l ]  used the 
following transformation to linearize the model (9.2): 

X, - xJ1.632 
r Y =  

or 
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(9.3) 

We shall ignore the effects of any errors in the x,. If a standard linear least 
squares is carried out on this last model using Carr's data, we obtain negative 
estimates of t?,, 03, and 8,. This is contrary to the usual physical interpretation 
of these (positive) parameters. Box and Hill [ 2 ]  studied this model and 
argued from some diagnostic plots that E was not stable but varied with the 
mean so that a weighted least squares analysis (see later) was more appro- 
priate. The lesson here is that applying ordinary least squares to a linearized 
model may not be appropriate. Furthermore, such an approach may not lead 
even to a useful first approximation to the parameter estimates before 
applying nonlinear least squares directly. For a further discussion of the 
analysis of this model see Seber and Wild ( [ 3 ] ,  pp. 77-86). 

In some physical situations more than one y observation is made for 
each x observation. One such nonlinear model in which this occurs follows. 

Example 9.4: In the Compartmental analysis of humans, a radioactive 
tracer is injected into the body and the proportion y, present in component 
j of the body is measured at various times x. For two compartments such 
as blood and tissue, the following pair of models was used by Beauchamp 
and Cornell [41: 

Y. = g.(x; 0) + €2 

= 1 - (8, + 8,)e-"2.' + (0, + 8, - l)e-''x' + E 29 

where 0' = ( t? , ,  OZ, t?,, 04). Although we have a single x variable, we now 
have a vector ( Y , ,  Y,)' of y observations, and the model is described as a 
multivariate nonlinear model. Such multivariate models are complex, and 
we will not discuss them further. The theory for linear multivariate models 
is given by Seber [ S ] ,  and for nonlinear models by Bates and Watts ( [ 6 ] ,  
Chapter 4) and Seber and Wild (131, Chapter 11). A number of more applied 
books on multivariate analysis are available. 

In the models given above, there is an explicit relationship between x 
and y. so that y is a function of x. However, sometimes we cannot express 
y explicitly in terms of x as we see in the following example. 

Example 9.5: 
to the concentration x of component I by the equation 

The freezing point of a solution of two substances is related 
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l o g x  = cY(; - ;) + p log 
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(9.4) 

where To is the freezing point of pure component 1. In this model we cannot 
write y = g(x; 0) but instead we have 

(9.5) 

Building in the error structure for these so-called implicit models is more 
difficult, and the reader is referred to Seber and Wild ([3], pp. 501-513) 
for the rather complex theory behind the fitting of such models. We shall 
consider only explicit models in this chapter. 

In the preceding five examples the model has been determined from 
physical considerations, and the unknown parameters can be given physical 
interpretations. We now turn our attention to empirical models, the simplest 
being the straight line or simple linear model Y = Po + p,x + E. This 
model is said to be linear as it is linear in /3(, and PI. By the same token, 
the quadratic 

h(x, y ;  0) = 0 

Y = p,) + pix + p*x2 + E 

is also, technically, a linear model as the parameters Po, PI. and p2 enter 
the model in a linear fashion. However, 

Y = P o  + p,xp2 + E 
is linear in Po and PI, but not in P2 so that it is said to be a nonlinear model. 

A natural extension of the above simple linear model is the linear model 

y = P o  + PIXI + Pzx2 + E 
where Y is now related to two variables xI and x2. We get the quadratic 
equation as a special case by writing x ,  = x and x2 = x2. We would still 
have a linear model if x2 = sin x, for example. 

Another extension is the general quadratic equation in two variables, 
namely, 

Y = P o  + PIXI + P2x2 + P3x3 + P d 4  + P 9 5  + E 
where xj = x:, x4 = x:, and xs = xIx2. Polynomials in one or more variables 
are useful for trying to fit a curve or surface empirically to data. In fact 
linear models, which include the polynomial family, are generally used in 
this role, where we try and find some model linear in the parameters Po, 
PI, etc. that gives a good fit to the data, without necessarily having a physical 
interpretation for the parameters. 

The method of fit that we shall use is least squares, to be discussed in 
Section 9.3. This method is straightforward to apply to linear models, 
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but nonlinear models can pose a number of computational and practical 
problems. 

Example 9.6: The data in Table I, which is taken from Scott et al. [7], 
concerns the congealing of spray paint particles. There is a single response 
variable X measuring mean surface-volume particle size of the product, 
and three explanatory variables xI, x?, and x3 measuring, respectively, the 
feed rate per unit of whetted wheel periphery (gdseckm) ,  the peripheral 
wheel velocity (cdsec) ,  and the feed viscosity (poise). The basic task is 
to use x-variables to explain or predict the behaviour of Y Our first approach 
to such data would be to look at two- and three-dimensional scatter plots 
relating each of the expanatory variables x, to Y and also to one another to 
get a feeling for the variables. Although such plots can be misleading if 
taken in isolation, they can suggest starting points for in-depth analysis. 

If there were no theory available about the processes generating the data 
and the scatterplots did not strongly suggest transformating the data in some 
way (e.g., taking logs), the model that we would use as a starting point is 

We would choose this model because it is the simplest model linking these 
three x-variables to l! 

There is no telling at this stage whether this model will be adequate, or 
even useful, for this particular set of data. In the process of empirical model 
building, one now fits the model and then looks at diagnostic information 
from the data itself about the adequacy of the fit of the model. If there are 
clearly systematic features of the data that the model fails to describe we 
will have to complicate the model by adding features until we arrive at a 
model that “passes” the diagnostic tests. In empirical model building we 
generally adhere to the principle of parsimony in that the models used are 
no more complicated than they have to be. The final model can then be 
used to draw conclusions or make predictions. 

We may find several models that appear adequate. In this case we would 
want to compare the conclusions obtained from each of them. We would 
not want our conclusions to be too heavily influenced by the assumptions 
of a particular model in cases where the data cannot discriminate between 
models. 

With the preceding data, the model 

y - axB1xpxt1 

has been proposed from theoretical considerations. We have two simple 
choices for statistical models to use as a starting point. First, we could take 
the model as given and allow for additive error, namely, 
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TABLE I. Congealing of Spray Paint Particles 

Run 

I 
2 
3 
4 
5 
6 
7 
8 
9 

10 
I I  
12 
13 
14 
15 
16 
17 
18 
19 
20 
21 
22 
23 
24 
25 
26 
27 
28 
29 
30 
31 
32 
33 
34 
35 

~~ ~ ~~~ ~ 

Mean 
Feed Rate 
per Unit Peripheral Surface-Volume 

Whetted Wheel Wheel Feed Particle Size of 
Periphery Velocity Viscosity Product 

(gmfseclcm) (cmfsec) (poise) (P) 
(XI ) W Z )  ( X , )  (0 

0.0 I74 5300 0.108 25.4 
0.0630 5400 0. I07 31.6 
0.0622 8300 0. I07 25.7 
0.01 18 I0800 0.106 17.4 
0.1040 4600 0.102 38.2 
0.01 18 1 I300 0.105 18.2 
0.0122 5800 0.105 26.5 
0.0 122 8000 0.100 19.3 
0.0408 10000 0.106 22.3 
0.0408 6600 0. I05 26.4 
0.0630 8700 0.104 25.8 
0.0408 4400 0.104 32.2 
0.04 1 5 7600 0.106 25.1 
0.1010 4800 0.106 39.7 
0.0 I70 3100 0.106 35.6 
0.04 12 9300 0.105 23.5 
0.01 70 7700 0.098 22. I 
0.0 I70 5300 0.099 26.5 
0.1010 5700 0.098 39.7 
0.0622 6200 0.102 31.5 
0.0622 7700 0.102 26.9 
0.0 170 10200 0.100 18.1 
0.01 18 4800 0.102 28.4 
0.0408 6600 0.102 27.3 
0.0622 8300 0.102 25.8 
0.0 1 70 7700 0.102 23.1 
0.0408 9000 0.6 I3 23.4 
0.0 170 10100 0.619 18.1 
0.0408 5300 0.67 1 30.9 
0.0622 8000 0.624 25.7 
0.1010 7300 0.613 29.0 
0.01 18 6400 0.328 22.0 
0.0 170 8OOO 0.341 18.8 
0.01 18 9700 I .845 17.9 
0.0408 6300 1.940 28.4 

Source: From Table I1 of M. W. Scott, M. J.  Robinson, J. F. Pads, and R. J. 
Lantz, “Spray Congealing: Particle Size Relationships Using a Centrifugal Wheel 
Atomizer,” J .  Pharmaceutical Sciences 53(6), 670-675 ( 1964). Reproduced with 
permission from the American Pharmaceutical Association. 
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or we could take logarithms to linearize the relationship first before adding 
the error to give 

log Y = P o  + Pi log x,i + Pz log x,2 + P 3  log x,j + E, (9.6) 

In the analyses that follow we use the second formulation because linear 
models are easier to work with. We stress, however, that this model is 
still adopted only as a starting point and that the data may force us to 
modify it. 

9.2 The Error Process Viewed Statistically 

Having talked loosely about the error E we now wish to discuss the nature 
of E from a statistical point of view. To simplify the discussion we assume 
that x is not random and not subject to error, but is controlled by the 
experimenter. The only randomness in the model is then contained in E, 
which is passed on to Y through the model. With careful measurement we 
can assume that there is no bias in our measurements so that E is just as 
likely to be positive as negative. In statistical terms E ( E )  = 0, where E 
denotes the expected value (or population mean) of E. If we take several 
pairs of measurements, say (x,, y,) for i = 1, 2 ,  . . . , n, then 

y,  = g(x,; 8) + E, 

If E is stable, we would expect each E, to have the same variance so that 
V(E,) = u2, where V(E,) is the variance of E, and u? is a constant not depending 
on the value of x. Since adding or subtracting a constant does not change 
a variance, we have 

V(y,)  = V [ g ( x , ;  8) + E,] = V(E,) = u2 

With controlled experimental conditions we can expect the n repetitions of 
the experiment to be independent so that the E, (and therefore the r) are 
all statistically independent. For many physical measurements, we find that 
the error E is made up of a large number of much smaller environmental 
changes. Since surfaces are approximately flat (i.e., linear) in small neighbor- 
hoods, E can then be approximated by a linear combination of small errors, 
and by a famous theorem called the central limit theorem for independent 
(but not necessarily identically distributed) random variables, E has a statisti- 
cal distribution that is approximately normal (Gaussian). From this rough 
justification we see that it is often reasonable, as a starting point, to assume 
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that E is approximately normal for physical models. However, these argu- 
ments never constitute a proof that the errors will be normal in any practical 
situation, and one should always check this assumption from the data after 
performing the fit. 

We now bring together the preceding ideas and say that E satisfies the 
following four assumptions: 

1. I?(€,) = 0. 
2. V(E,) = a2 
3. The E, are statistically independent. 
4. The E, are normally distributed. 

These assumptions can be described in words as follows. (1) The model is 
correct in that there is no systematic departure of the observation Y from 
the model g(x;  0); Y is just as likely to lie above g(x; 0) as below it so that 
the average departure is zero. (2) The underlying level of variability is the 
same for all observations. Therefore if we fit the the model to the data on 
a graph then the data will lie within a band of roughly constant width 
centered on the graph. There will be no tendancy for the departure to 
change with x. (3) The observations are independent and usually come 
from independent physical experiments. A common departure from this 
assumption is that observations taken close together in time tend to be 
correlated. What happens at one instant of time effects what happens at the 
next. This is called seriul autocorrelation. Similar effects can occur in space 
(spatial autocorrelation). (4) The E, have a roughly bell-shaped distribution 
(without too heavy tails), which commonly occurs with physical measure- 
ments. If the tails are “heavy” then there is a reasonable probability that 
a “wild” observation can occur. 

The four assumptions may be included under one umbrella by saying 
that the E, are independently and identically distributed (i.i.d.) as N(0,  a2). 
In terms of the Y,  this amounts to assuming that the I: are independently 
distributed as N[g(x , ;  p), a’]. We emphasize that these assumptions represent 
an idealization of the real world only, and at best, we can only hope that 
they are satisfied approximately. Graphical and numerical diagnostics to 
provide a rough check on these assumptions are described in Section 9.6. 
If the assumptions are clearly not appropriate then more general models 
will have to be fitted: transformations may be useful here (see Seber and 
Wild [ 3 ] ,  Section 2.8) as may weighted least squares (Section 9.4.2). If the 
four assumptions hold, an extensive theory can be developed, and this is 
outlined in the next section. 

In the preceding discusion we have assumed that x is a controlled variable. 
What happens when x is random? We discuss this question in Section 9.7. 
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9.3 Least Squares Fitting 

Having established the model 

we would like to estimate 8 from the data pairs (x , ,  y,) .  The method of least 
squares consists of finding the value of 8 that minimizes the sum of squares 
of the errors: 

C ly, - ~ ( x , ;  @ I 2  I= S W ,  say1 
, = I  

The estimate produced is the maximum likelihood estimate if the errors are 
normally distributed. However, the method is intuitively attractive in any 
situation where the underlying level of variability in each of the observa- 
tions is the same. In  the case of linear models, g(x,; 8) is conventionally 
expressed as 

&,; 8) = Po + Pl.vl + P G , ~  + . . . + P,,-Ix,.,, I ( =  xl p), say 

where we have p - 1 regressors with x,, being the ith observation on the 
jth regressor, and the role of 8 is now taken over by p. In vector form we 
have Y = X p  + E, whece X is the matrix whose ith row is xl. To find the 
least squares estimate, p, say, of p, we minimize the sum of squared 
deviations of the observations from the model, namely, 

Differentiating this sum of squares with respect to p we find that fi satisfies 
the so-called normal equations X‘Xp = X’y. When X has rank p, these 
equations have a unique solution 

Unfortunately inverting a matrix is a numerically unstable way of solving 
the normal equations so that (9.7) does not provide a practically reliable 
way of computing @. Some of the computational issues for the linear model 
are discussed in Seber l81, Chapter 1 1 .  We strongly advise readers not to 
write their own programs, but to use any of the reputable packages. One 
reason for this recommendation is that such packages tend to use numerically 
stable methods. A more important reason is that, as we shall see later, 
least squares estimates and their standard errors form a small part of the 
information needed to analyze data successfully, and good packages can 
provide a wealth of additional information. 
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For each observed value of y r  we have a fitted (or predicted) value 

it  = Po + PIX,I + . . . + i$-1xt./>-1 

and the vector of fitted values is related to the observed vector by the 
equation i = Py, where the matrix P ( =  X(X/X)-’XT) is called aprojecfion 
matrix, as it represents an orthogonal projection of y onto the plane deter- 
mined by X. It is also called the hat matrix H (e.g., Wetherill [9]> as it  
converts y into f ,  and its diagonal elements play an important role in the 
diagnostics discussed later. Even more important in diagnostics are the 
“residuals” r, = y ,  - j , , which contain most of the information about 
the fit of the model. Defining r to be the vector of residuals, the following 
equation will be useful later, 

r = (I,, - P>y = (I,, - P)e = 2 - 2 (9.8) 

the last step following from (I,, - P)X = 0. Here I,, is the n X n identity 
matrix. 

In the case of nonlinear models we again minimize the squared deviations 
of the observations from the model. For example, if we have the exponen- 
tial model g(x,; 8 )  = 8, exp 8g,, then we minimize S(@) = X : = , [ y ,  - 
g(x,; 8)12 with respect to 8. Differentiating S(8) partially with respect to 8, 
and O2 and equating to 0 leads to 

, = I  

C x , O , e ” ~ ~ ( y ,  - eleHrr,) = 0 

the so-called nonlinear normal equations. In general such equations cannot 
be solved analytically for 6, the least squares estimate, so that iterative 
numerical methods are necessary. The basic idea behind the iterative ap- 
proach is that, over a small range of 8 in the neighborhood of 6, any 
nonlinear function is locally approximately linear. We then find that the 
role of X in the linear case is taken over by the matrix of derivatives G 
with i, j t h  elements ifg(x,; 8)/ifO,. For example, instead of (9.8) we now have 

I =  I 

r = (I,t - P,,)c (9.9) 

where P,, = C(G’ G)-I GI. 
The most common method of solving the nonlinear normal equations is 

the Gauss-Newton method, which forms the basis of a number of algorithms. 
A note of warning, however. Although the simple Gauss-Newton method 
provides the “driving engine” for most nonlinear least squares algorithms, 
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many “bells and whistles” have to be added to make the algorithm practi- 
cally reliable. We advise the reader to use programs in the major statistical 
packages or numerical subroutine libraries. It is not worthwhile writing 
your own software unless you are prepared to make a big investment in 
finding out about and circumventing the practical difficulties that arise. 
Chapters 13-15 in Seber and Wild [3] provide a useful starting point. A 
short summary of some of the computational methods is given by Bates 
and Watts 161, Chapter 3. 

9.4 Statistical Properties of Least Squares Estimates 

9.4.1 Ordinary Least Squares 

In this section we focus on linear models and some general references 
are Chatterjee and Price [ 101, Daniel and Wood [ 111, Draper and Smith 
1121, Montgomery and Peck [ 131, Weisberg [ 141, Wetherill [9], Gunst and 
Mason [ 151, and the more theoretical book of Seber 181. Nonlinear models 
will have similar properties to linear models for large samples: we simply 
replace X by G. The first question to ask is, “Why do least squares?” The 
short answer is that least squares estimates have a number of desirable 
statistical properties. First, under the first three assumptions they provide 
estimates that are not only unbiased, i.e., E(&)  = p,, but among certain 
classes of unbiased estimates they have the smallest variances. Second, 
under normality (assumption 4), they are also the maximum likelihood 
estimates, are normally distributed and are most efficient (have smallest 
variances for all unbiased estimates). Also exact methods of inference are 
available. Third, under nonnormality, the least squares estimates may still 
have reasonable asymptotic properties and are asymptotically normal under 
fairly general conditions. However, in deriving distribution theory we need 
to work with the vectors b or 6 rather than the single elements using the 
so-called multivariate normal (MVN) distribution. Fortunately we need not 
introduce this rather complex distribution as it has the useful property that 
every element, and every linear combination of the elements, of a MVN 
vector has the usual (univariate) normal distribution. For example, if the 
four assumptions on E hold then T e  find that fi is MVN and f i r  is normall;! 
distributed, being an element of p. The same is true for the estimate alp 
of any linear combination a‘p; for example, p, - pz. Since these estimates 
are unbiased and normally distributed, we require only their variances to 
complete the picture. These follow from 

the so-called variance-covariance (or dispersi9n) matrix of B. The diagonal 
elements of this matrix are the variances of Po, PI, . . . , and the (r,  s)th 

Cov(@) = a’(X7x)- I (9.10) 
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off-diagonal element is the covariance of p, and fi, ( r  # s) .  To estimate 
these elements we need an estimate of u2, which we now consider. 

Since E,, E?, . . . , E,, represent a random sample from N(0,  u2), then 
2;=, (E, - Z)Y(n - 1 )  would be an unbiased estimate of a2. However, we 
do not know the true deviations E, so we would use the estimated deviations 
or residuals r,.  This would give c:=, ( r ,  - F)*/(n - l ) ,  where 7 is 0, as it 
can be shown that C:, I r, = 0 for models with a constant term Po; i.e., the 
sum of the positive residuals exactly balance the sum of the negative residu- 
als. (We could use this property to try and fit a least squares straight line . .  

by eye.) As r, is only an estimate of E, we have to adjust 
freedom n - 1. Putting all this together it transpires that 

, 
s2 = c ry(n - p )  [ =  RSS/(n - p ) ]  

I =  I 

the degrees of 

(9.1 1)  

is unbiased estimate of a’; Le., E(s’) = u’. Here RSS (= xy= I <) is called 
the residual sum of squares. 

If we now replace a* by its estimate s’ in (9.10) and take the square 
roots of the diagonal elements, we get an estimate of the standard deviation 
of each f ir .  This is usually called the standard error, and we shall denoted 
it by se(p,). The standard printout from computer packages will include 
the estimates of the P r  and their standard errors. The whole estimated 
variance-covariance matrix can usually be printed also on request. 

When the four assumptions are satisfied, the vector of residuals r has a 
MVN distribution with the mean of each r,  zero, and variance-covariance 
matrix 

Cov(r) = &(I,, - P) (9.12) 

Since this is not d,,, the r, are not statistically independent as independent 
random variables have zero covariances. However, if P is in some sense 
“small” (and we shall see later that it is often ignored when making plots 
of the residuals), then (9.8) implies that r - B. Since the residuals now reflect 
the deviations, they can be used to investigate whether the assumptions for 
the e, hold. For example, any severe nonnormality in the E, will show up 
in the r,. We discuss diagnostic checks in Section 9.6. 

9.4.2 Robust and Weighted Least Squares 

We now consider what happens when there are departures from the 
underlying assumptions and suggest some procedures for handling such 
situations. If systematic biases are present in the model so that assumption 
( 1 )  does not hold, i.e., E(E;) # 0, then all the estimates will be biased and 
their standard errors inflated. If the variances are not constant so that 
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assumption (2) is not valid, then, although the least squares estimates of 
the p r  remain unbiased under assumption (1),  they are now inefficient and 
the standard errors are wrong. Clearly the observations with smaller vari- 
ances are more useful and the idea of giving more weight to the 
more reliable observations comes under the umbrella term of weighted 
least squares. This technique is used, for example, when the assumption 
V ( y )  = V(E,) = u’ is replaced by V ( y )  = u2/w, ,  where the “weight” w ,  
is known or can be satisfactorily estimated. Clearly the larger w, is, the 
smaller is the variance of Y,  and the more useful the observation y,. These 
weights can be taken into account in the least squares procedure by minimiz- 
ing the weighted sum of squares 

1 

For example, in the case of Y, = pix, + E,, a straight line through the origin, 
differentiating C;=, w,(y, - pix,)' with respect to P I  leads to the weighted 
least squares estimate 

Z = I  W A Y ,  

c:l= I WFrf 
BI = 

An example where w, is known is when each observation y, is really j , ,  the 
mean of n, repeated observations, so that V ( r , )  = a2/n, and w, = n,. Most 
computer packages will fit models by weighted least squares with prechosen 
weights. However, weights often have to be estimated from the data (Carroll 
and Ruppert [ 161). We note that without weights, assumptions (2) and (3) 
imply that Cov(y) = Cov(r) = u21,,, a diagonal matrix with diagonal 
elements equal to u2. When weights are introduced we still have a diagonal 
matrix (because of the independence of the observations) but with different 
diagonal elements. 

Similar problems arise when there is a lack of independence in the data 
and assumption (3) does not hold. The measures of variability such as s2 
and the standard errors are now wrong. In this case Cov(Y) = u2 V, where 
V is often known or can be estimated, and is no longer diagonal. Fortunately, 
we can extend the principal of weighting, usually under the title of general- 
ized least squares, to handle this situation. The sum of squares to be mini- 
mized is now much more general as it involves the elements of the inverse 
matrix V-I. Algebraic details of the method are described by Seber ([8], 
Section 3.6) for linear models, and by Seber and Wild ([3], Section 2. I .4) 
in the context of nonlinear models. Weighted least squares can be regarded 
as a special case in  which V - ’  is a diagonal matrix with elements w,, 
w2, . . . , W,$. 
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Generalized least squares is particularly important when the E, are corre- 
lated; for example, having serial or spatial autocorrelation. The correlation 
structure then must be modeled as well as the variances. For example, it 
may be necessary to model the values of E, as coming from a time series 
such as the AR( 1) model (see Chapters 3 and 11). In this case the elements 
of V are functions of the autocorrelation parameter p, and an estimate of p 
will provide an estimate of V. Linear time series regression models are 
described by Abraham and Ledolter 1171, and nonlinear models by Seber 
and Wild (131, Chapter 6) and Gallant (1181, Chapter 2). 

The effect of departures from the normality assumption (4) depends very 
much on the nature of the departure and the size of the sample. If all the 
E, have the same (nonnormal) distribution, then all the results still hold for 
large samples under fairly general conditions. However, for small or moder- 
ate samples, the least squares estimators may perform badly. In the less 
common situation where we know this nonnormal distribution we can use 
the method of maximum likelihood described elsewhere in this book and 
obtain the maximum likelihood estimate of pr. Such estimates tend to have 
good properties for moderate to large samples. In fact, as we have already 
noted, when the underlying distribution of the errors is actually normal, 
the maximum likelihood estimate of pr is the same as f ir .  Sometimes a 
transformation of the model may lead to an error structure that is more 
normal looking. 

Another type of departure from assumption (4) is when the E, are all 
normal except for a few values, called outliers, that have very different 
distributions. In this case we need a method that gives less weight, or even 
no weight, to extreme observations. Such methods are called robust methods. 
There is no space to go into details so we refer the reader to Roousseuw 
and Leroy [ 191. Graphical methods for detecting outliers are discussed in 
Section 9.6. 

9.4.3 Nonlinear Least Squares 

The role of p is now replaced by 8 and the “exact” theory of the previous 
section is replaced by asymptotic theory with the matrix of derivatives 
G instead of X. Thus, for large samples, the least squares estimate 6 is 
approximately multivariate normal with E(6J - 0; and [cf. (9.10)] 

Cov(6) = u2(GTG)-’ 

where G can be estimated by c, its value at 8 = 6. However we might 
ask, “How large is a large sample in this context?” The typical answer of 
a statistician is that it depends! As already mentioned, the asymptotic theory 
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is based on the idea that a nonlinear function is locally linear close to 6. 
Mathematically, we use a first-order Taylor expansion 

(9.13) 

where g(8) is a vector with ith element g(x,; 8) ,  and this equation approxi- 
mates the surface z = g(8) near 6 by the tangent plane at 6. The validity 
of this approximation depends on the relative “size” of the second term 
omitted from the expansion. This second term has two components: the 
first, called the intrinsic curvature array, describes how curved the model 
is at 6; and the second, called the parumeter-effects array, measures how 
curved the parameter contours are on the surface. For many models, the 
intrinsic curvature array (which does not depend on the method of parameter- 
ization, only on the shape of the surface g(8)) is often negligible. The 
parameter-effects array, however, can vary considerably depending on the 
choice of parameters. For example, consider the nonlinear model 

g(x; 8 )  = e,x + e,o,(i - x) 

Since the intrinsic curvature array is independent of the parameters used, 
we see that if we choose 4, = 0,  and +? = 0,02 as our parameters, 
then the model is linear as far as intrinsic curvature is concerned. This 
reparameterized model has no curvature arrays, being a plane, so that the 
intrinsic array is 0. If we use the original parameters then the model is 
nonlinear in 8, and O2 and there will be some parameter-effects curvature, 
even though the intrinsic curvature is 0. However, if we use 4, and then 
the parameter-effects array is also 0. 

How do these second-order arrays affect the asymptotic theory? First, it 
turns out that 6 is biased with the bias depending on the parameter-effects 
array. Second, 

Cov(6) * a’[(G’G)-’ + Cl 

where C depends on both the intrinsic and parameter-effects arrays and is 
often not negligible. We see, therefore, that it may be inappropriate to base 
inference about 8 on the approximate properties described at the beginning 
of this subsection without investigating the arrays or some other measures of 
nonlinearity and assessing their effects on the bias and variance<ovariance 
matrix. For this reason alternative methods of inference will be given in 
Section 9.5. Details of the preceding theory are given by Seber and Wild 

In conclusion we note that similar comments apply to the residual vector 
r = y - g(e), which, to just a first-order approximation, is given by (9.9). 
If we add a second-order term then, instead of E(r,) = 0, r, may be biased 

[31. 
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away from 0 and V(r,)  may be inflated. Fortunately, the culprit both times 
is only the intrinsic array, which seems to be negligible for most models. 

9.5 Statistical Inference 

Under the assumptions (1) to (4) of Section 9.2 we saw that for the 
general linear model each f i r  is normally distributed. Applying standard 
normal theory we know that 

(9.14) 

where r,,-,, is the r-distribution with n - p degrees of freedom and se(Br) 
is the standard error of f ir .  The latter is computed as s G r ,  where s is given 
by (9.11) and v, is the ( r  + 1)th diagonal element of (XTX)-' ( r  + 1 as 
there is a P,J. If our linear model is a theoretical one (e.g., (9.3)), then our 
attention will focus on the estimation of each P, so that confidence intervals 
rather than hypothesis testing would be more appropriate. A 100( 1 - a)% 
confidence interval for a given Pr  is given by 

f i r  2 t,,-,AaW se(fir) (9.15) 

If the linear model is empirical, then we would like to know which of the 
possible regressors should be included in the model. We could use either 
the confidence interval (9.15) to see if it contained 0, or else we could carry 
out a test of the null hypothesis Ho: p r  = 0 using (9.14) with fir = 0; i.e., 
using t, = t (0) .  These individual t-tests are usually part of the standard 
computer printout for most statistical packages. The magnitude of r,  will 
give some idea as to the importance of Pr in the model. If rr is large, thus 
representing a highly significant result, then this suggests that pr needs to 
be retained in the model. However, care is needed in interpreting sets of 
hypothesis tests or confidence intervals. Although each confidence interval 
may have a probability of .95 of covering the true parameter value, the 
probability that a set of k such intervals all simultaneously cover their true 
parameter values is not .95 but is a little greater than p = 1 - k( .05) .  
When k = 10, this is .5, which does not inspire much confidence! To get 
round this problem we replace .05 by .05/k, which will give us p = .95. 
For confidence intervals we would then use a confidence level of 100( 1 - 
.05/k) for each interval. If we are considering significance tests, then we 
use a significance level of .05/k for each test. Such intervals and tests are 
called Bonferroni intervals and tests, as they are based on a probability 
inequality by Bonferroni. Other methods of constructing simultaneous confi- 
dence intervals are also available (cf. Seber [8], p. 125). 
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Another approach for selecting the regressors is to include all the 
x-variables (and perhaps their squares and products as well) in the model 
and then see how many we can eliminate without affecting too much how 
well the model fits the data, as measured by the residual sum of squares 
RSS [ = S ( 6 )  = (n - p)s’, cf. (9.1 I)].  Trying to drop variables out of the 
model is equivalent to testing the hypothesis H,, that several values, say, q. 
of p are simultaneously 0. This can be done using the so-called F-ratio: 

RSS, - RSS 
F =  

qs’ 
(9.16) 

where RSS, is the residual sum of squares for the model with q less 
parameters. Here F is referred to the upper a quantile value of the FY.,,-,, 
distribution. The problem of choosing an appropriate set of candidates for 
this testing procedure is a complex one, and various procedures have been 
proposed. For an overview see [8], Chapter 12; Gunst and Mason [15], 
Chapter 8; and Miller 1201. 

A useful measure of how well the data fits the model is the coeflcient 
of determination R2, where R is the correlation coefficient for the pairs (y, ,  
5,). It is algebraically equal to I - R S S / 2 ,  I ( y i  - y)2, and since it represents 
the proportion of the variation explained by the model, it satisfies 0 5 

R’ 5 1, where large values tend to indicate a good fit. It is usually printed 
out by most computer packages but needs to be interpreted carefully. For 
example, as more x-variables are brought into the model, R’ increases. 
However, if the increase is slight, this suggests that the extra variables may 
not be needed. In the form presented here, R2 should be used to compare 
only models that are fitted on the same transformation scale, contain an 
intercept, and have a reasonably stable error. 

Before considering the nonlinear case we note that we can also test Ho: 
p r  = c, say, using a likelihood ratio test based on the F-statistic 

(9.17) 

= P(c) 

where s ( c )  is obtained by fixing pr = c and minimizing S<p) over the 
remaining parameters Po, p,, . . . , pV- ,, pr+ I ,  . . . , p,- I ,  and t (c)  follows 
from (9.14). The value where the minimum occurs will be a function of c. 
We note that F(c)  has an F-distribution with 1 and n - p degrees of freedom, 
respectively, when H,, is true. Also 
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t(c) = sign(@, - c )  a (9.18) 

where sign(@, - c) is the sign of the the expression in brackets. The 
confidence interval (9.15) for pr is the set of all Pr  such that It(pr)l 5 

For nonlinear models, we saw in the previous section that if the appro- 
priate curvature arrays are small then the asymptotic theory can be used. 
We then have 

r,,-,,(am. 

is approximately N ( 0 ,  l ) ,  where se(8,.) is the standard error of 6,. and is 
computed as s G r ,  where v, is the rth diagonal element of (GTG)-I, s2 = 
S(b)/(n - p )  and p is the dimension of 8. However, we saw that the 
asymptotic theory is seriously affected by any parameter-effects curvature, 
which is frequently present, so that an alternative method is needed. It 
transpires that, replacing p by 8, F(c) is still approximately F,.,,-,, when 
0, = c (cf. [3], Equation (5.23) with pz = 1). Then, the so-called profile f 
function 

T ( 0 , )  = sign& - 0r)V[5(0r)  - s (~)I / s  (9.19) 

is approximately distributed as r,t-,,. This leads us to a confidence interval 
for 0, consisting of all 0, such that 1~(0,)( 5 t,,-,,(a/2). Such an interval was 
proposed by Bates and Watts ([6], p. 205; they use -@,)). When the model 
is linear, ~ ( 0 , )  is the same as r(0,) of (9.14) so that a plot of T(e,)  versus 0, 
is a straight line. For a nonlinear model, these two functions are different 
so that the same plot will be curved with the amount of curvature giving 
information about the nonlinearity of the model. Because the value of S(8) 
is invariant under one-to-one reparametrizations, the previous profile method 
is unaffected by any parameter-effects curvature. It can still be affected by 
any intrinsic curvature, but this is much less likely. Further plotting aids 
are described by Bates and Watts [6], including some programming details 
in their appendix A3. 

The test procedure described by (9.16) can also be used with nonlinear 
models for testing whether several of the parameters are 0. The distribution 
of F is now only approximately distributed as Fq.,,-,, and several other 
asymptotically equivalent tests are also available (cf. Seber and Wild [3], 
Section 5.3). When n is large, qFq.,,-,, is approximately x: so that (RSS, - 
RSS)/s2 is approximately x:. This form of the test is promoted in some 
books. However, the F-test is preferred. As with the r-test using (9.19), 
which is based on the same principal but with q = 1, the F-test is unaffected 
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by any parameter-effects curvature. In the less likely situation where the 
effect of intrinsic curvature cannot be neglected, a correction factor is 
available for F. However, this correction factor is very complex (cf. Seber 
and Wild [3], p. 200) and is currently not available in standard computer 
packages. 

Statistical inferences about parameter values make most sense in two 
situations: (i) when the parameters have physical interpretations and are of 
intrinsic interest and (ii) when we wish to decide whether an umbrella model 
can be simplified or whether the current model must be expanded. The 
latter situation involves testing whether certain parameters are 0 or not. 
Apart from these situations, the model fitting is most useful as a predictive 
device. Then two important kinds of inference are confidence intervals for 
the mean response at various specified combinations of settings of the 
x-variables (often called confidence limits jbr  the mean in regression pro- 
grams) and prediction intervals for a new actual response at some combina- 
tion(s) of settings of the x-variables (sometimes described as “confidence 
limits for an individual predicted value”). Formulas for these intervals are 
given by Seber [8]. Such intervals can be obtained from most reputable 
packages. 

An important consideration in interpreting any of these inferences is, 
first, whether the x-variables are controlled and set by the experimenter and 
the y-variable responds to these changed settings or, second, whether the 
data (both x- and y-variables) are measurements taken on a process over 
which the experimenter has no such control. Only in the first case can the 
experimenter reasonably conclude that changes in y are caused by changes 
in x. In the second case, inferences about mean responses and predictions 
can apply only to new observations produced by exactly the same mechanism 
or process as that which generated the original data. 

Example 9.6 (Continued): In Table 11 we have the computer output from 
the regression program PROC REG in the statistical package SAS obtained 
from fitting (9.6) to the data in Table I. We note that the least squares 
estimate (LSE) of Po is 8.549532, the LSE of PI is 0.168424, etc. Also 
provided are the standard errors corresponding to each LSE, the 1-test ratios 
for testing each hypothesis of the form P, = 0, and the p-value for the test, 
namely, 

p-value = > t (P , )1 ,  where T - t ,,-,, 
We note that the ?-tests for the parameters Po, PI, and P2 are highly significant. 
In contrast, the test for P I  is nonsignificant and thus the data provides no 
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TABLE 11. Some of the Output from the SAS Regression Program PROC REG 
Obtained from Fitting Eq. (9.6) to the Data in Table I 

Model: MODEL 1 

Dependent Variable: LOGY 

Analysis of Variance 

Sum of Mean 
Source DF Squares Square F Value Prob > F 

Model 3 I .69570 
Error 31 0.07954 
C total 34 1.77524 

Root MSE 0.05065 
Dep mean 3.23975 
C.V. 1,56347 

0.56523 220.306 0.0001 
0.002 57 

R-square 0.9552 
Adj R-sq 0.9509 

Parameter Estimates 

Parameter Standard T for H,,: 
Variable DF Estimate Error Parameter = 0 Prob > /TI 

INTERCEP 1 8.549532 0.26602390 32.138 0.0001 
LOGX 1 1 0.168424 0.0 1 1808 12 14.263 0.000 I 
LOGX2 1 - 0.537 137 0.03009608 - 17.847 0.0001 
LOGX3 1 - 0.0 144 13 0.0098 1705 - 1.468 0.1521 

evidence against p3 = 0. It is therefore possible that changes in this variable 
do not affect the level of the response. 

Appearing above the table of estimates is the results of an F-test for an 
overall hypothesis that all of the regression coefficients p, apart from the 
intercept are 0. The coefficient of determination R2, which here takes a 
value of 0.9552, indicates that 95.5% of the variation in log Y has been 
explained by the regression model. A host of other information is available 
including the predicted values ?,, 95% confidence intervals for the mean 
response at values of the x’s, and 95% prediction intervals for the value of 
a new response at values of the x’s. 

However, all of these statistical inferences (R2 is merely descriptive) are 
plausible only if the model being fitted is not contradicted by the data. We 
will find that, in this case, the model is strongly contradicted by the data, 
as there are systematic features of the data that the model above fails to 
account for. This leads us naturally into the next section, which describes 
model checking or model diagnostics. 
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9.6 Diagnostics 

The previous methods of inference require that the four assumptions 
underlying our model are satisfied. We now describe some diagnostic plots 
for checking out whether these assumptions seem reasonable or not for 
linear models. There are a large number of these plots, which is confusing, 
and various statistical packages will have their own favorites. However, it 
is a good idea to use a variety of plots as they all highlight different features 
of the data. Since the vector of residuals r has similar properties to Q, we 
use r and functions of it as a basis for all the methods. When the E, 
are i.i.d. N ( 0 ,  a?), then E(r,) = 0, Cov(r) = u2(I,, - P), and each r, is 
N(0 ,  a’(l - p , , ) )  where p,, is the ith diagonal element of P and satisfies 
0 < p,, < I .  To make the r, comparable, i t  is usual to scale them so that 
they have approximately unit  variances; i.e., we use 

r, t, = 
s( 1 -p,,)”? 

which is approximately N(0, I ) .  Although the r, (and t,) are correlated, i t  
seems that the correlation has little effect on the plots that follow. Here t, 
is called an (internally) studentized or stundardized residual. The term 
(externally) studentized residual is usually attached to 

r, r: = 
.%,( 1 - p,,)l’2 

where s:,, is sz for the regression with the ith data set ( y , ,  x , ~ ,  . . . , x ,.,,- I) 
omitted and a divisor of n - p - 1 used instead of n - p. From a theoretical 
point of view, t: is often preferred as i t  has a t , , - , , - ,  distribution (which is 
approximately N(0 ,  1 )  when n - p - 1 is large), while r;/(n - p )  actually 
follows a Beta distribution. For simplicity of notation we shall use r, in the 
following but the same remarks apply to r: as well. Often the p,, are negligible 
for plotting purposes so that some packages simply use r,/s. We now consider 
a number of diagnostic plots. 

9.6.1 Plot Residual versus Fitted Value 

Four common defects may be revealed by plotting t, versus j , .  

1.  Model inadequacy: If the model is correct then there will be no trend 
in the plot. The points will lie roughly in a horizontal band centered on 
t, = 0 as in Fig. I(a). However, a curved plot like Fig. I(c) will indicate 
that E(r,) # 0 for some i so that E(r,)  # 0. Further regressors, or even 
squares and products of the current regressors, will then need to be 
considered for inclusion in  the model. 
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FIG. I .  Plot of residual r, versus fitted value j , :  (a) model appears to be correct; 
(b) increasing variance; (c) model is inadequate. 

2. Outliers: A few of r,  may be much larger in absolute magnitude than all 
the others. Any observation that looks out of place is generally referred 
to as an outlier: These are usually omitted and the model refitted. How- 
ever, such points need to examined carefully and treated with caution. 
It has been suggested that an observation should be rejected only if there 
is strong nonstatistical evidence that it is abnormal. Various studies (see 
IS], pp. 156-1 77, for references) suggest that practitioners can usually 
expect something like 0.1 to 10% of observations (or even more!) to be 
dubious; that is, wrong measurements, wrong decimal points, wrongly 
copied, or simply unexplainable. Sometimes a “peculiar” point is more 
important than the rest of the plot because it  may indicate serious short- 
comings in the model, e.g., the model is beginning to change its shape 
at a certain value of x. 

3. Nonconstant variance: If the plot is funnel-shaped, like Fig. I(b), there 
is a strong indication that the variance of r,, and therefore E,, is increasing 
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4. 

with i. We saw in Section 9.1 that models with a multiplicative rather 
than an additive error can have the variance increasing with the mean. 
A suitable transformation of the model may get rid of the problem and 
often helps to make the values of Y, more normal looking. Various 
ways of transforming the values of y are available, especially the power  
transformations (the so-called ladder of powers, see Tukey [21]). The 
x-variables can also be transformed. Various transformations of both y 
and x are described by Draper and Smith [ 121, Weisberg [ 141, Atkinson 
[22] and, for nonlinear models as well, Carroll and Ruppert [16]. 
Correlated observations: Suppose the E, are not independent but are 
correlated, as in a time series. Then if we plot the residuals against time 
(or time order i if the exact times are not known), we can obtain plots 
like Fig. 2 where the r, tend to come in positive or negative runs as in 
Fig. 2(a) or alternatively switching from positive to negative as in Fig. 
2(b). These plots are useful only for small data sets. Correlations are 
better shown by a plot of the pairs ( t , ,  f,-,), the so-called lagged residual 
plot, which will show a positive or negative trend. A test for trend in 
this plot, called the Durbin-Warson test, is available (see [8], pp. 167-169, 
[12], p. 162): most regression books describe this test. This plot is, 
technically, a test for serial first-order autocorrelation. It is essential to 
look for such correlations when data have been collected in time order. 
They can often show breakdowns in the experiment such as drift in 
meter readings over time. 

9.6.2 Normal Probability Plot 

To investigate the normality assumption for the E,, the t ,  are ranked in 
order of magnitude and plotted in such a way that observations from a 

I I 

Time 

(a) 

Time 

(b) 

FIG. 2. Residual plots showing correlation between time-consecutive E,: (a) positive 
correlation, (b) negative correlation. 
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normal distribution lie roughly on a straight line. However, some experience 
is needed in interpreting such plots. Daniel and Wood [ 11 1 give examples 
of plots from the N ( 0 ,  1)  distribution for samples sizes ranging from 8 to 
384, and it is a good idea to look at these. For samples of less than 20 you 
can get very nonlinear plots with lots of “wobbles,” even though the data 
is truly normal. Also, because of the way such plots are fitted, points at 
the top and bottom of the plot tend to show more scatter. Therefore such 
plots of residuals must be regarded as “broad brush” indicators only of 
any nonnormality. Although they are good at revealing outliers, a particular 
point needs to be well away from the trend before it is regarded as an 
outlier. Their use needs to be coupled with a formal test for normality such 
as the Wilk-Shapiro ( W )  test. A number of such tests are described by 
Seber ( [ 5 ] ,  pp. 141-148). 

9.6.3 Plot the Variables in Pairs 

Here all the variables, including the y-variable, are plotted in pairs. 
However, care is need in interpreting the plots of y, versus xrJ for each j 
because they can be completely misleading, as demonstrated in [ 111. 

9.6.4 Plot Residual versus Each Regressor 

These plots of t, versus x,] for i = I ,  2, . . . , n and each j are useful 
for detecting a curvilinear relationship with the variable xJ. It may be appro- 
priate to include a term xt in the original model (or transform x,, to log x,,, 
for example). They also may show up any marked changes in variance. 
Another plot for detecting the effect of x, is the following. 

9.6.5 Larsen and McCleary Plots 

If we define 

then 

(9.20) 

This suggests carrying out a plot of r; versus xij for each j .  This plot, 
rediscovered by Larsen and McCleary [231, should give a straight line 
through the origin. It has the property that if we fit (9.20) by least squares 
we arrive at p j  once again and the residuals from this fitting are the correct 
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residuals. It is also called a partial residual plot or residual plus component 

One role of such plots is to assess the importance of xI in the presence 
of the other x-variables. Another is to assess the presence of any nonlinearity 
and choose the correct transformation, as we now show. Suppose the true 
model is our original model but with Pp,, replaced by some nonlinear 
function of x,], say, h(x,]). Then 

plot. 

y, - Po - PIX,,  - . . . - Pp-lx,.p-l = h k , )  - PA, + Ez 

If we estimate the lefthand side by r, we have, roughly, 

r, h(xtJ) - fi+,J + E, 

or 

r; - h(x,,) + E, 

This algebra is rather crude but it does indicate that a plot of r; versus 
x,] for a givenj may give some idea as to the shape of h. A plot similar 
to this is the added variable plot (see Cook and Weisberg [24]). More 
general plots of this type are described by Chatterjee and Hadi [25, 261 and 
Atkinson [22]. 

9.6.6 Plots to Detect Influential Observations 

An influential observation is one that either individually or collectively 
with several other observations has a bigger impact on the estimators than 
most of the other observations. There are two kinds of influential points- 
outliers and high leverage points. We have already mentioned outliers, and 
they can brought to our attention by unusual points in a residual plot. It is 
usually best to carry out the least squares fit with and without an outlier. 
Frequently the omission of an outlier has little effect so there may be no 
need to agonize over whether to include it or not. An outlier, therefore, 
need not be influential. On the other hand, an influential observation need 
not be an outlier in the sense of having a large residual, as we see in Fig. 
3, based on Draper and Smith ([ 121 p. 169). Here we have four observations, 
three at x = a and one at x = b. The residual for the middle observation, 
point ( I ) ,  at x = a is 0. However, it turns out that the residual at x = b is 
also 0, irrespective of the corresponding y-value; i.e., points (2) and (3) 
both have a 0 residual. Clearly the observation at x = b is extremely 
influential, and the slopes of the fitted lines can be completely different. 
What makes this point influential is that its x-value (x = b )  is very different 
from the x-values ( x  = a) for the remaining points. It is clear, therefore, 
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Y 

X a b 

FIG. 3. The point ( I )  at x = a has a 0 residual. A single point at x = b is very 
influential but has a 0 residual irrespective of its value of y .  Here points (2) and 
(3) represent two such values of y.  

that graphical methods based on residual alone will may fail to detect these 
points. This leads us to the concept of leverage. 

We recall that 

j l  = Py 

or 

so that p, , ,  the coefficient of y, can be thought of as the amount of “leverage” 
that y, has on j , .  Since p t ,  = xf(XTx)-Ix,, where x, is the ith row of X; i.e., 
the ith data point in “X-space,” we define a high leverage point to be an 
x, with a large p,, .  Points far removed from the main body of points in the 
X-space will have high leverage. Since it can be shown that >=, p , ,  = p ,  
we see that pln is the average value of the p,, .  Values greater than 3pIn or 
even 2pln are therefore deemed to have high leverage. As with outliers, a 
high leverage point need not be influential, but it has the potential to be. 
In Fig. 4 we have three situations: (a) there is one outlier but it is not 
influential, (b) there are no outliers but there is one high leverage point that 
is not influential, and (c) there is one outlier with high leverage so that it 
has high influence. 

There is a wide and somewhat confusing range of measures for detect- 
ing influential points, and a good summary of what is available is given 
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Fic.  4. The effect of extreme points on least squares fitting: (a)  there is one outlier 
but i t  is not influential; (b) there are no outliers but there is one high leverage point; 
( c )  there is one outlier with high leverage so that it has high influence. 

by Chatterjee and Hadi 1251 and the ensuing discussion. Some measures 
highlight problems with y (outliers), others highlight problems with the 
x-variables (high leverage), while some focus on both. As statisticians all 
have different experiences with data, the advice given on which measure 
to use is confusing. As Cook (271 emphasizes. the choice of the method 
depends on the answer to the question, “Influence on what?” One should 
be most concerned with the influence on the part of the analysis that is 
most closely related to the practical problem under investigation. The choice 
of measure should therefore be determined by the priorities in the subject 
matter rather than the purely statistical priorities. However, for the practioner 
in the physical sciences, what often determines the choice is what is available 
from the statistical packages being used. We shall therefore begin by looking 
at some of the measures produced by the regression program PROC REG 
using the key word INFLUENCE. The first is known as Cook’s distance 
Di, which measures the change that occurs to fi when the ith data point is 
omitted (giving fi,,)). It  represents a generalized distance between fi and 
&,, namely, 

Influence on fi as a whole: D, = (6 - fiJ’X7’X(f5 - fiJp.? 

r?p.. , # I  (9.21) - - 
~ ( 1  - Pri) 

In SAS pi, is denoted by hi. Points of high influence are those for which 
Di exceeds the upper a quantile point of the F,,,, ,, distribution. Equation 
(9.21) indicates that Di depends on two quantities: (i)  r:, which measures 



DIAGNOSTICS 273 

the degree to which the ith point is an outlier, and (ii) p i ; / ( ]  - pi;), which 
measures leverage. 

Another measure is 

IXT <P - S,i)>I 

sm 6 Influence on predicted values: DFFITS, = 

which is similar to a except that s,,) is used instead of s. Points for 
which DFFITS, > 2 G  are investigated further. While Cook's D,  measures 
the influence of a single observation on fi, DFFITS, tends to measure its 
influence on both @ and sz simultaneously. However, the latter does have 
some deficiencies in this double role, and the comments by Cook [27] about 
the relative merits of both measures are helpful. 

The preceding measures assume that all the values of p, are of equal 
importance so that they measure the effect of the observation on all the 
elements of 6. However, an observation can be an outlier or influential only 
in one dimension or a few dimensions. The following measure 

6J - 6J(#) Influence on individual coefficients: DFBETAS,l = 
= ( f i l l >  

(with s,,, replacing s in se(6,) measures the partial influence of the ith 
observation on the jth coefficient and it is to be compared to 2 / G .  

Before leaving these measures we note that Cook [27] recommends the 
routine use of the so-called likelihood displacement. This method can also 
be applied to nonlinear models as in Cook [28], though the theory is difficult. 
The development of techniques for nonlinear models is still in its infancy. 
However, if the intrinsic curvatures are negligible then the residuals r, can 
be used in much the same way as in  linear models. Otherwise, so-called 
projected residuals need to be used (Seber and Wild [3], p. 179). For a 
further discussion on regression diagnostics for linear models, the reader 
is referred to Belsey, Kuh, and Welsch, [29], Cook and Weisberg [24, 301, 
Weisberg 1141, and Atkinson [22]. Influence methods are discussed by 
Escobar and Meeker [3 I] with applications to censored data. A helpful book 
on graphical methods in general, as well as regression diagnostics, is given 
by Chambers et al. 1321. 

9.6.7 ACE Transformation Method 

The aim of the ACE (alternating conditional expectation) algorithm is 
to find suitable transformations of the Y and x-variables such that the 
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resulting model is linear; i.e., we look for functions (I and bi ( i  = 1,2, . . . , 
p - 1 )  such that 

The method amounts to choosing the functions so that R’, the square of 
the multiple correlation coefficient between the transformed variables, is 
maximized subject to the constraint that the functions are a member of 
some class of suitable functions such as powers, logs, monotone functions, 
etc. The package SAS has a procedure called TRANSREG that allows one 
to choose a particular family of functions. The theory of the method is 
given by Breiman and Friedman [33] and an application to soil science is 
described by De Veaux and Steele 1341. 

9.6.8 Multicollinearity 

Most statistical computer packages have programs for fitting linear mod- 
els by least squares. It is important to use a well-known package, as some 
“home-grown” programs may be based on inaccurate and inefficient algo- 
rithms. One problem in particular that can cause computational as well as 
interpretational problems is that of ill-conditioning when the matrix XTX, 
which has to be inverted, is close to being singular. This happens when one 
x-variable is close to being a linear combination of some of the other 
x-variables so that the columns of X are close to being linearly dependent. 
A poor program will break down when it meets this kind of problem. From 
a statistical point of view, a near singular XTX will have large elements on 
the diagonals of (X‘X)-’ so that variances associated with the or will be 
large. This means that the least squares estimates will have low precision, 
and the problem is referred to as the multicollinearity problem. Another 
symptom is that regression coefficients change drastically when a variable 
is kept in or left out of an analysis. Some tools for detecting this problem 
are the diagonal elements of (X‘X) ‘ and the eigenvalues of XTX. For 
further references see Montgomery and Peck [ I n ] ,  Chapter 8, Belsey et al. 
[29] and particularly Stewart [35], who gives several measures. Although 
multicollinearity has large effects on the precision of the estimates or (and 
thus on the explanatory power of the model), it may not badly affect the 
predictions made by the model. The effect of multicollinearity can be reduced 
a little by standardizing the variables so that their sample means are 0 and 
their sample variances are unity. The linear regression is then carried out 
o n  these transformed variables. The theory for this approach is given by 
Seber (@I,  Section 11.7). 

Even greater care is needed in using nonlinear packages as there are a 
wide range of possible problems, including lack of convergence of the 
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least squares algorithm used and difficulties associated with interpreting 
confidence regions and intervals. Ill-conditioning in nonlinear models is a 
problem that is closely related to multicollinearity. With some models, very 
different parameter values can produce almost identical predictions. Bates 
and Watts ([6], Chapter 3) give a helpful summary of some of the practical 
issues involved. Many of the problems encountered are discussed by Seber 
and Wild ([3], Chapter 3) and they include a three chapter summary of the 
various computational methods available. Gallant [ 181 shows how to use 
the SAS package to analyze nonlinear models but avoids virtually all mention 
of the curvature arrays and their effects. Ross [36] and Ratkowsky [37, 381 
demonstrate how a careful choice of parameters can ease many of the 
problems and provide a helpful practical approach to nonlinear modeling. 

Example 9.6 (Continued): As a first step we will try to get the systematic 
part of the model right before worrying too much about the random part. 
We stressed in the previous section that the model first fitted is just a starting 
point for the modeling process. Having fitted it, we now look at the series 
of plots and other diagnostics we have just described in this section. The 
residuals versus predicted values plot revealed an increasing trend that 
looked reasonably linear. This is an indication that there are systematic 
effects not accounted for by the model. The residuals versus x ,  plot revealed 
a curved dish-shaped trend. There was also some evidence of curved trend 
in residuals versus x +  Each residual plot showed a negative outlier. The 
curves seen in the residual plots and the Larsen and McClearly plots were 
fairly gentle so it looked as though they could be modeled by the inclusion 
of quadratic terms in the variable. When adding additional terms to the 
model (9.6) we follow the parsimony principle and only include those terms 
that are necessary. 

We next added quadratic terms in xi and x 3  to the model, both separately 
and together at the same time, to fit 

log x = Po + PI 1% 4 1  + P 2  log 4 2  + P , 3  log 4 3  
(9.22) 

+ P 4  (log 4i)z + P s  (1% X d 2  + E, 

The main panel of output is given in Table 111. Both quadratic terms result 
in coefficients that are weakly significantly different from 0 (p-values for 
the test statistics are on the order of 0.05) indicating that these terms should 
probably be included in the model. An overall F-test for omitting both the 
quadratic terms (i.e., P4 = 0 and Ps = 0) is significant, giving a p-value 
of 0.025. Thus we decided that these terms really should be retained. 

While exploring the data in this vein, we also checked for the inclusion 
of cross-product terms (interactions) by checking for the inclusion of each 
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TABLE Ill. Some of the Output from the SAS Regression Program PROC REG 
Obtained from Fitting Eq. (9.22) 

Model: MODEL 1 

Dependent Variable: LOGY 

Analysis of Variance 

Sum of Mean 
Source DF Squares Square F Value Prob > F 

Model 5 1.7 I248 0.34250 158.278 0.0001 
Error 29 0.06275 0.002 I6 
C Total 34 1.77524 

Root MSE 0.04652 R-square 0.9647 
Dep Mean 3.23975 Adj R-sq 0.9586 
C.V. 1.43584 

Parameter Estimates 

Parameter Standard T for H,!: 
Variable DF Estimate Error Parameter = 0 Prob > IT1 

INTERCEP 1 8.906937 0.30971636 28.758 0.0001 
LOGX 1 1 0.42763 1 0.13030862 3.282 0.0027 
LOGX2 1 - 0.529049 0.02780776 - 19.025 0.0001 
LOGX3 1 0.04 14 15 0.029422 I4 I .408 0.1699 
LOGXISQ 1 0.037408 0.0 I88 1724 1.988 0.0563 
LOGX3SQ I 0.025065 0.01 270459 1.973 0.058 1 

cross-product (e.g., x,x, or, in this case, log x, log x,) one at a time. Since 
none of the cross-products had coefficients anywhere near significant we 
decided not to include this level of complexity in the model. 

We now have a new candidate model for the data; namely, that given 
earlier containing the two quadratic terms. Again it is a trial model only. 
We have to cycle back and use the data to look for discrepancies from the 
model. In other words, we have to go through all the diagnostics again. 
This time the residual plots showed no trends, outliers, or other bad features. 
There was no evidence of the existence of observations that had undue 
influence on the fitted model or of ill-conditioning except for the reasonably 
high correlation between a variable and its square, which we do not expect 
to cause any problems in interpretation. The lagged residual plot and the 
Durbin-Watson test statistic gave no evidence of serial correlation between 
residuals. The normal probability plot looked linear and a formal test for 
the normality of the residuals (Shapiro-Wilk) showed no signs of non- 
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normality. In short there appears to be no evidence of lack of fit for this 
model so that we could go ahead and use it to answer any of the substantive 
questions that the study was intended to explore. 

There are several other interesting issues raised by the data. For example, 
the joint test for P4 = 0 and P5 = 0 gives us very strong evidence that the 
theoretically based initial model is inadequate. However, the value of R2 
(proportion of variation explained) only increases from 95.5 % to 96.5% 
when we add the quadratic terms. This indicates that the actual point predic- 
tions from the earlier model are very little different from those made by the 
more complicated model. Thus the earlier model probably makes reasonably 
good approximate point predictions. So why is the discrepancy between 
the models important? The reason is that when the statistical model is 
inadequate, the stutisricul inferences (e.g., confidence levels for intervals 
and significance levels of tests) are completely unreliable. 

When we first started thinking about how to model this data we stated 
that, in the absence of a theoretical model, we would probably have started 
modeling the data using 

In other words, we would have started with the original variables, not their 
logarithms. The diagnostic phase of this analysis again showed systematic 
departures. Similar reasoning led us once again to try adding quadratic and 
cross-product terms to overcome the discrepancies. This led finally to the 
model 

X = P O  + Plxil + PZxi2 + PjxXi3 + P 4 ~ f 2  + PgXilxi3 + P 6 ~ i Z x i 3  + E, 

The diagnostics reveal that this model also fits the data quite well. 

9.7 Errors in the Regressors 

The theory developed in this chapter is based on the assumption that the 
x-variables are not stochastic. As stochastic regressors are the more common 
situation in physical models, we now have a relook at the least squares 
theory in this case. In physical models randomness occurs two ways, through 
natural variation in the material used for an experiment and measurement 
error. Usually E contains both components. As all measurements are made 
with error, an x-variable will always have a random component, a fact 
usually overlooked by users of regression models. The whole subject of 
errors-in-variables models is not easy so we will try and indicate when the 
problem can be ignored. 



278 LEAST SQUARES 

In assessing the effect of random regressors, we again focus on the two 
kinds of model; namely, theoretical and empirical models. The model given 
by (9.1) is a typical theoretical model, and we extend it slightly to a straight 
line not necessarily through the origin; i.e.. 

v,  = Po + P I 4  (9.23) 

with Y, = v ,  + E, and X, = u, + 6,, where the u, and the w ,  are fixed values. 
The pairs (6,, E,) are generally assumed to be a random sample from a 
bivariate (two-dimensional multivariate) normal distribution. The first ques- 
tion one might ask is, “What happens if we ignore the errors 6, and carry 
out the usual least squares on  the model Y, = Po + PIX, + q, on  the 
assumption that X ,  is fixed and not random?” We find, for the usual situa- 
tion of independent E, and 6, with variances oP and US, that p,, and PI are 
biased estimates of P[, and P, (see Seber [S], p. 21 I ,  Richardson and Wu 
[39]). However the biases can be ignored if oi is much less than sf = 

xy= I (x, - x)’/(n - 1 ); that is, when the error in each X, is much smaller 
than the variation in X,. Since US is unknown, we need a rough idea of its 
magnitude, and this will be available if we know how accurate the device is 
for measuring X,. Similar comments apply when there are several x-variables. 
Biases can be ignored if each regressor has this property. 

The next question to consider is, “What effect do random regressors 
have on variance estimates?” I t  transpires that, although s2 overestimates 
u2, S*(X~X)-~ is close to being an unbiased estimate of Cov(fi), provided 
n is moderate and the x-variables have small errors (Hodges and Moore 
[40], p. 189). Therefore if the bias in  fi is small, the usual fixed-regressor 
theory described in Section 9.4 can still be used. 

This model (9.23) in which u, is fixed is called the functional model 
(.f for fixed). Sometimes it is more appropriate to regard u, as random so 
that we now have 

v, = Po + P , U  (9.24) 

with X, = U, + 6, as before. Here U, and V,  are both random and the model 
is called a structural model ( s  for stochastic). For example, suppose we 
take pairs of measurements on n random soil samples and the true measure- 
ments satisfy the linear relationship (9.24). Since each sample is randomly 
chosen, the true measurement U, can be regarded as a random variable. 
Fortunately, we do not generally have to worry about all of this as biases 
can be ignored under the same conditions as for the functional model. 
The model in Example 9.6 is essentially a structural model. However, the 
measurement error in  each x-variable could reasonably be assumed to be a 
lot less than the variation in its values so that the model can be analyzed 
as though the regressors were fixed. In fact what we are effectively doing 
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is carrying out an ordinary least squares conditional on the observed values 
of the regressors even though they are random. 

What do we do if the bias is not negligible and cannot be estimated? 
Estimation may now be carried out using the method of maximum likelihood. 
For the functional model we need more information such as knowledge of 
the regressor variances. If this is available then maximizing the likelihood 
provides estimates but they are unsatisfactory in that they do not tend to 
their true values as n -+ 00; i.e., they are said to be inconsistent (see Fuller 
141 1, p. 104). The reason for this is that, in the model (9.23), u , ,  u2, . . . , 
u,, are unknown. This breakdown of the method of maximum likelihood is 
a common occurrence when the number of unknown quantities increases 
with n. For the structural model we assume that the U, are normally distrib- 
uted so that instead of having n unknowns we now have just the mean and 
variance of the normal distribution to be estimated. However, once again 
the maximum likelihood cannot be used without some knowledge of the 
variances as there is an “identifiability” problem associated with the parame- 
ters. For (9.24) a common assumption made is that ug or the ratio u:/ug is 
known. Given such an assumption, maximum likelihood estimates are now 
consistent and asymptotically normal. A good summary of both functional 
and structural models given by Wetherill ([9], Chapter 13). Stewart [35] 
applies several measures used for detecting multicollinearity to the problem 
of random regressors. 

There is one important application of a structural model in which the 
observed regressors are fixed and not random. This occurs when the observed 
value of the x-variable is held at some predetermined value. For instance, 
in Example 9.1 we could adjust the current so that ammeter readings are 
fixed values like 1 amp, 2 amp, etc. Then, because of measurement error, 
the true current is unknown so that we have the structural relationship 
V = rU with Y = V + z and x = U + 6. Combining these equations we 
end up with Y = rx + q instead of (9.1). We can now analyze this as an 
ordinary fixed regressor model. The same comments apply to any linear 
model with targeted x-variables. 

The preceding discussion applies to both theoretical and empirical models. 
However, in the latter case, since we are dealing with “black box” models, 
we can often assume the linear model Y = Xp + E to hold, where X is 
fixed or random and all the errors are contained in c; i.e., we assume away 
the difficulties and simply carry out a standard least squares condirional 
on X! 

What about nonlinear models? As X is now effectively replaced by G, 
the situation becomes unclear and further research is needed on the problem. 
Some of the difficulties are indicated in Seber and Wild ([3], Sections 1.4 
and 1.5). 
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The theory of errors in variables is complex and for the general theory 
the reader is referred to the rather theoretical treatments of Fuller [4 I ]  and, 
for the nonlinear case, Seber and Wild [3], Chapter 10. Methods of assessing 
the effects of errors of measurements are also considered by Chatterjee and 
Hadi 1261, Chapter 7. 
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10. FILTERING AND DATA PREPROCESSING FOR 
TIME SERIES ANALYSIS 

William J. Randel 
National Center for Atmospheric Research 

Boulder, Colorado 

10.1 Filtering Time Series 

10.1.1 Introduction 

The analysis of time series in physical sciences usually involves proce- 
dures such as differentiating, integrating, smoothing, extrapolating, or re- 
moval of noise. These all involve linear transformations of the original data, 
and the application of a linear transformation to a time series may be viewed 
as some sort of digital filter applied to that time series. In this section some 
general aspects of applying filters to time series are discussed. The behavior 
of a filter is often characterized in terms of its frequency response function; 
the motivation behind this concept is discussed, and the frequency response 
function is calculated for several examples. Next, the technique of designing 
a digital filter for a desired frequency response is discussed, including a 
simple FORTRAN subroutine for calculation of digital filter weights. Finally, 
the method of filtering time series by direct Fourier analysis-resynthesis is 
discussed. The fine details of filtering time series can be a rather complex 
subject, and several textbooks can be found that discuss these details (the 
book Digital Filters by R. W. Hamming [l]  is a very readable and useful 
reference). The objective of this chapter is to give a brief introduction to 
some of the more practical aspects of using digital filters. 

In practice, a digital filter is applied to a time series u(t)  by forming 
weighted linear combinations of successive subsets of the time series; letting 
c(k) denote the weights, this produces a new “filtered” time series y( t ) :  

M 

Y ( t )  = c c(k) - u(t - k )  
k =  - M  

(10.1) 

This process is termed a convolution of the data u(t)  with the filter coeffi- 
cients c(k).  The total number of filter coefficients here is (2M + 1). Note 
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that the new or filtered time series y ( t )  is shorter on each end than the 
original time series by M points. 

A familiar example of this procedure is the smoothing of data by applica- 
tion of a “running 3-point average” or a “1-1-1 moving average” filter. 
The smoothed or filtered data is given by an average of three successive 
input values: 

y( t )  = [u(t + 1) + u(t) + u(t - 1)}/3 

This is represented by (10.1) with M = 1 and c(k) = 1/3. This is the 
simplest type of filter to consider, called a nonrecursive filter, because it 
uses only the original time series as input data. Filters may also be considered 
that use prior calculated values of the output, e.g., 

M L 2 c(k) * u(t - k )  + c d(l) * y ( t  - 1) 
k =  - M  I =  I 

These are termed recursive filters. For a given filter length M, recursive filters 
have better frequency response characteristics than nonrecursive filters, but 
they require more computational expense. Furthermore, their analysis is 
somewhat more complex, and the focus here is on nonrecursive filters. 

10.1.2 Frequency Response of a Filter 

Digital filters represent linear transformations of time series. In order to 
understand specifically what occurs in the transformation, it is useful to 
consider the process in the frequency domain. The frequency response of 
a filter indicates the transformation that occurs for each frequency component 
of the input and output time series. To transform to the frequency domain, 
begin by considering the (complex) finite Fourier series expansion of the 
time series y ( t )  (t = 0, 1, . . . , N - 1): 

1 N - l  

( 10.2) 

The discrete angular frequencies wj are given by wj = ( 2 d N )  - j ,  with 
j = - N/2 + 1, . . . , - 1, 0, 1, . . . , N/2.  For a real function y( t ) ,  the 
positive and negative frequency coefficients are complex conjugates, i.e., 
j(w,) = j * (w-,). The inverse transform is 

N12 

( 10.3) 

The total variance of the time series y ( t )  may be equated to the sum of the 
squared harmonic coefficients according to 
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1 N - l  Variance [y(r ) ]  = - C [ y ( t )  - 3 
r = O  

(10.4) 
NI2 

j =  I 

where 7 is the average value of y(r). A plot of 2 - Ij(oj)12 versus wj is termed 
a periodogram; this quantity measures the contribution of oscillations with 
frequency near o, to the overall variance of the time series y( t ) .  Such a 
diagram is similar to the sample spectral power density, although the quantity 
2 - lj(w,)12 is not a good estimate of the “true” underlying spectral density, 
because it is biased and its uncertainty does not decrease as the sample size 
increases. These factors are discussed in more detail in Chapter 11, along 
with techniques for the proper and consistent estimation of the spectral 
power density. 

Now consider the frequency transform of (10.1 ): 
N- I 

j(o,) = 2 y ( t )  * e-’”J‘ 

(10.5) 

L 

M N- I 

= C ( W j )  - U ( W j )  

This result shows that the frequency coefficients of the filtered data j ( w J )  
are equal to the frequency coefficients of the original time series U(wj), 
multiplied by the frequency transform of the filter coefficients Z.(o,). The 
frequency transform Z.(wJ) thus measures what the filter does to each fre- 
quency coefficient and is termed thefrequency response of the filter. Because 
C(w,) is in general a complex quantity, it is composed of both amplitude 
and phase components. In terms of spectral power densities (10.4), 

i.e., the spectral power density of the filtered data at each frequency is 
IE(o,)12 times the power density of the input time series. 

Examples of the frequency response of several filters are included here 
to get a feeling for its use and meaning. The frequency response is calculated 
directly from the discrete transform equation: 
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M 

C(wj) = C c(k) - e - ' W j k  

k =  -M 

(10.7) 

For simple filters, the summations can be done directly; more complicated 
filters require computer calculations. 

Example 1: 
average filter. This is a filter with coefficients 

We examine the frequency response for a 1-1-1 moving 

c(-1) = 113 

c(0) = 1/3 

c(1) = 1/3 
Using (10.7) the frequency response is evaluated as 

( 1  0.8) 
) qw,) = - e-'"J + 1 + e - ' w J  

3 7 
1 
3 = - (1 + 2 coso,) 

This response is shown in Fig. 1 as a function of frequency and wavelength 
(measured in terms of grid spaces or sampling intervals). In this and the 
following figures the physical frequency (f = w/27r) is used as abscissa, 
with units of (l/unit time) or (l/grid spacing). This response function shows 
the fraction of wave amplitude at each frequency that is passed through 
this filter. The response is near 1.0 at very low frequencies, denoting that 

WAVELENGTH (grid spaces) 
40 10 5 3 2 

C I  I I I 14 

Low pass filter 
(example 2) 

w 
(I) z 0.5 

v) w 
/ 

-0.5 
0 0.1 0.2 0.3 0.4 0.5 

FREQUENCY 

FIG. I .  Frequency response function calculated from (10.7) for the 1 - 1 - 1  moving 
average filter (Example 1 )  and low-pass filter (Example 2). 
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low-frequency oscillations (long wavelengths) are nearly unaffected by this 
filter. Conversely, higher frequency oscillations (shorter wavelengths) are 
selectively damped out; fluctuations near frequency 0.3 (3-grid space wave- 
length) are almost completely eliminated. This type of filter is termed a 
low-pass filter, because low frequencies are passed through while high 
frequencies are removed. This agrees with the intuitive knowledge that 
application of a 1- 1 - 1 moving average removes high-frequency "noise" 
from a time series. 

Note that the response function for this filter (10.8) is real valued, and 
this denotes that the phase of each frequency component remains unchanged 
by this filter. This is a general result for symmetric filters; i.e., ones with 
c( - k) = c(k),  and it is often a desirable property to be used in designing 
a filter. The negative response at high frequencies in Fig. 1 simply means 
that the input and output frequency coefficients are oppositely signed (i.e., 
that these frequency components in the filtered data will have opposite sign 
to those in the original time series). 

To clearly show this transformation in the frequency domain, the sample 
spectral density function of a time series is examined before and after 
application of this filter. Figure 2 shows a time series of east-west winds 
near an altitude of 15 km, measured over Canton Island (near the equator 
in the central Pacific ocean) during 1960-1962. (This is a subset of a time 
series which was used to first discover the presence of a "40-50 day 
oscillation" in the winds, temperatures, and pressures over the Pacific Ocean 
[2]; this oscillation is now recognized as an important mode of atmospheric 
variability in the tropics.) Figure 3(a) shows a smoothed version of the 
spectral power density calculated from this time series, using the standard 
techniques discussed in Chapter 11. The spectral power density shows a 
strong peak in the frequency band .020-.025 days-' (wave periods of 40-50 

all I I I I , t I I I 8 I I I I I , I I t I 1  I 1 , 1 I !  4 
J J A S O N D J F M A M J J A S O N D J F M A M J  

I960 1961 1962 

FIG. 2. Time series of east-west wind speed ( d s )  near an altitude of 15 km, 
measured over Canton Island (in the equatorial Pacific Ocean) during 1960-1962. 



288 FILTERING AND DATA PREPROCESSING FOR TIME SERIES ANALYSIS 
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F I G .  3. Spectral power density calculated from the Canton Island time series in 
Fig. 2, (a) before and (b) after applications of a 1 - 1 - 1  moving average filter. 

days), and near constant power at frequencies greater thanf = .I-.2. Figure 
3(b) shows the power spectral density for this time series after application 
of a 1 - 1 - 1 moving average filter. The spectral signature shows that the high 
frequency components (f > 0.2) have been selectively damped out. Note 
from (10.6) that the power spectral density for the filtered data is equal to 
that for the original data, multiplied by the square of the frequency response 
function (the square of the curve shown in Fig. I ) .  There is a small residual 
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of power betweenf = 0.4-0.5 in the filtered data in Fig. 3(b), due to the 
nonzero filter response seen for this frequency range in Fig. 1. 

Example 2: We now look at a “better” low-pass filter. The nonzero 
frequency response of the 1-1-1 moving average filter near frequency 
f = 0.5 (see Fig. I )  means that some high-frequency components still 
remain in the filtered data. This may not be important for the time series 
in Fig. 1 because there is relatively little power at high frequencies; however, 
in general a more ideal low-pass filter would have a response function that 
approaches 0 at all frequencies above some high-frequency cutoff limitJ,,,q,,. 
An example of such a filter is given by the filter coefficients 

c(0) = 0.260000 
C( 1 )  = 0.217069 
~ ( 2 )  = 0.120215 
c(3) = 0.034124 
~ ( 4 )  = 0.002333 

and again the filter weights are symmetric c( - k) = c(k).  These filter weights 
were calculated by the subroutine included in Section 10.1.3 (see discussion 
later). The frequency response function for this filter is shown as the dashed 
curve in Fig. I ,  as calculated by numerical summation of ( I  0.7). The response 
is near 1.0 at low frequencies and near 0.0 at high frequencies, with a 
transition region nearf = 0.1-0.2 (i.e., this filters most of the oscillations 
with periods shorter than 5-10 days). The width of the transition region 
(where the response goes from 1.0 to 0.0) is directly related to the number 
of coefficients chosen for this filter (in this case M = 4). The use of more 
filter coefficients will result in a sharper transition region, but at the cost 
of losing more data at the beginning and end of the filtered time series. In 
practice, the user must balance the choice of sharper frequency cutoff versus 
longer filter length for the specific time series at hand. In this example 
relatively few coefficients have been used, with the result that the transition 
region is broad. The result of this filter applied to the Canton Island time 
series is shown in Fig. 4, clearly showing the smoothing effect of a low- 
pass filter; note that four data points have been lost from the beginning and 
end of the filtered data. 

The simple computer subroutine used to generate these low-pass filter 
coefficients will also generate coefficients for high-pass filters (which pass 
high frequencies and remove low-frequency components) and bandpass 
filters (which pass frequencies only over a specified frequency band). An 
example of the latter is included later (Example 4). 
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FIG. 4. Time series of Canton Island winds (Fig. 2), after application of the low- 
pass filter of Example 2. 

Example 3: Finite difference approximations to derivatives are common 
calculations made on time series. The finite difference operators used to 
approximate derivatives are digital filters; the associated frequency response 
functions indicate how accurate the finite approximations are. Consider first 
the common centered difference operator 

y ( t )  = [u(t + I )  - U ( t  - 1)]/2 

This is a filter with coefficients 

c(-  I )  = -1/2 

c(0) = 0 

c(1) = 112 

The frequency response for this filter is given by (10.7): 

I 
2 

c(w,) = - (-e-'"'J f elw/) 

= i sinw, 

Now for each spectral component y(r)  = erwlr, the "true" derivative is given 
by y ' ( t )  = iw,y(r). The ratio of the calculated estimate of the continuous 
derivative to the true value is thus 

calculated sin wi 

true W, 

- (10.9) 

This calculated-true ratio was not explicitly considered in Examples I and 
2, because there the ratio of the output to the input is the natural comparison. 
However, for derivatives (or integrals) the calculated result should be com- 
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pared to the ideal result; in both cases the ratio is viewed as a transfer or 
frequency response function. 

The response curve corresponding to (10.9) is shown in Fig. 5. It shows 
that the derivative estimated from the [u(r + 1) - u(t - 1)]/2 formula is 
very accurate (response near 1.0) for low-frequency waves, but that the 
estimate is rather poor for very high-frequency oscillations (wavelengths 
shorter than 5 grid spaces). 

A better finite difference approximation to a continuous derivative can 
be devised by using more filter weights. Again, the disadvantage is that 
more data are lost at the beginning and end of the filtered time series. Using 
M = 3, the following formula can be obtained (Section 7.2 of [3]): 

y ( t )  = [u(r + 3) - 9 * u(t + 2 )  + 45 - u(t + 1) - 45 - u(r - 1) 

+ 9 * u(t - 2) - u(t  - 3)]/60 

Here the ratio of the calculated-true response is given by 

calculated - 45 - sin wj - 9 - sin(20j) + sin(3wj) - 
true 30 wj 

This response is shown as the dashed line in Fig. 5. Note the substantial 
increase in accuracy for wav,:lP-.:i’ ..-, of 3-5 grid spaces compared to the 
simpler formula. 

I! 
$ 1.0 
U 
W 
3 
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0.5 
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2 0  
0 
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I ‘  I I I I 
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derivative 

0 0.1 0.2 0.3 0.4 0.5 
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FIG. 5. Calculated vs. true ratio of derivatives estimated using the 2-point and 
6-point centered difference operators (Example 3). 
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10.1.3 Designing a Digital Filter 

In this section the technique of designing a specific nonrecursive digital 
filter is reviewed. This discussion includes low-pass, high-pass, and band- 
pass filters that have symmetric filter coefficients (c( - k) = c(k) ) ,  and hence 
no phase distortion between input and output time series. In the last section, 
the filter frequency response function was calculated as the finite Fourier 
transform of the filter coefficients (10.7). In order to derive filter weights 
c(k) for a desired frequency response function C(w,), the inverse transform 
is used (written here in integral form): 

( I 0.1 0)  

Now since c( - k )  = c(k) ,  only the cosine terms are included in the expansion: 

c (k )  = 1s C ( 0 )  - cos(wk)dw (10.11) 

Ideally, one would need an infinite number of coefficients c(k) to exactly 
match an arbitrary frequency response function C(w,). In practice, the number 
of terms must be truncated to a finite length M. This truncation produces 
a rippling effect in the frequency response function called the Gibbsphenom- 
enon, and such ripples are a generally undesirable feature for digital filters 
(the nonzero frequency response of the 1-1-1 moving average filter near 
f = 0.4-0.5 (Fig. 1 )  are an example of such ripples). These ripples in the 
response function can be reduced by applying a set of weights w(k) to the 
filter coefficients c(k) to produce a new set of coefficients c’(k);  i.e., 

= 0 

c’(k)  = c(k) * w(k)  

These filter weights w(k)  are sometimes termed a window through which 
one “sees” the filter weights c(k) .  The process of truncation of the infinite 
series c(k) to finite length M can be viewed as using a rectangular window 
(w(k)  = 1 for k = 044, and w(k) = 0 otherwise). The practical choice of 
weighting coefficients or “window shape” depends on several factors and 
is discussed in detail in Chapter 5 of [ I ] .  

One commonly used window or set of weight coefficients with the nice 
property that it removes a large fraction of the ripple effect is termed the 
Lanczos window: 

(10.12) 
= 0  k r M  
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This window is used in the calculations that follow. Other choices of win- 
dows may be more suited to particular problems, such as the Kaiser window 
([ 11, Chapter 9), which produces sharper transition regions than the Lanczos 
window, but also results in larger frequency response ripples. 

A simple FORTRAN subroutine is included here for generation of win- 
dowed filter weights for low-pass, high-pass and bandpass filters. These 
filters approximate idealized rectangular cutoff frequency response functions 
with bounds at and fhlyh;  i.e., 

(10.13) 
= 0 otherwise 

Note that for low-pass filters fi,,,, = 0.0, and for high-pass filters fhlXh = 

0.5. The untruncated Fourier expansion for c(k) (10.11) can be evaluated 
using (10.13): 

2n/hi#h 

1 
c(k) = ; \ cos(ok)dw 

The unweighted coefficients are then expressed as 

2nfi<lw 

1 
nk 

c(k) = - [sin(21~TTkf~~~~) - sin(21~k$,,)] 
(10.14) 

Finally, these coefficients ( 1  0.14) are weighted by the appropriate Lanczos 
window weights (10.12) to give the final filter coefficients c’(k).  

subroutine makefilt (flow, fhigh, nterms, coeffs) 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

design nonrecursive bandpass digital filter using Lanczos 

window 

+ output a symmetric set of filter weights 

input: 

flow - low frequency cutoff (0.0 for a low pass 

filter) 

fhigh - high frequency cutoff (0.5 for high pass 

filter) 

(frequency units are inverse time or 

grid space intervals) 
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C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

C 

101 

C 

C 

nterms - resulting digital filter length is 
(2*nterms+l j 

-b note that. the Lanczos weight factor for k= t / -  

nterms is zero, so that the filter truncation 

point is actually (nterms-1) 

output : 

coeffs - digital filter coeffecients 

the maximum (nterms) here is 100, but this can be easily 

modified 

dimension coeffs(-100:100),wt(-l00:100) 

do 101 k=-100,100 

coeffs ( k j = O .  

wt (k)=O. 

continue 

calculate unweighted coefficients 

c 

coeffs (0)=2:(fhigh-flow) 

do 201 k=l,nterms 

tpkfh=2.*3.1415926*k*fhigh 

tpkfl=2.*3.1415926*k*fl0~ 

coef fs (k) = (sin (tpkfh) -sin (tpkf 1) ) / (k*3.1415926) 

201 continue 

C 

c now calculate Lanczos weights (sigma factors) 

C (or can substitute a different window here 

C such as the von Hann or Kaiser windows) 

c 

wt (0) =l. 0 

do 301 k=l,nterms-l 

phi=3.1415926*float(ki/float(nterms) 

wt (k)=sin(phi) /phi 

301 continue 

C 

c weighted filter coefficients 

C 

do 401 k=O,nterms 

coef fs (k) =coeffs (k) 'wt (k) 
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401 continue 

C 

c symmetric filter weights 

C 

do 403 k=l,nterms 
coeffsi-k)=coeffs(k) 

403 continue 

return 

end 

This subroutine generated the set of coefficients used in Example 2 by 
settingh,,;,,,. = O.O,f,,, = 0.13, and M = 5 (the Lanczos weights are 0 for 
the k = M term, so that the filter is effectively truncated at k = M - 1). 

Example 4: As one further example, a bandpass filter is designed to 
specifically isolate the 40-50 day oscillations in the Canton Island wind 
time series. The idealized rectangular frequency response function is chosen 
such that A,,;,,,. = 0.013 and high = 0.031 (ideally retaining periods in the 
range 32-77 days). This is a very narrow spectral band and requires a large 
number of filter coefficients for an accurate approximation; here M = 60 
is chosen (so that 60 days of data are lost from each end of the time series). 
The frequency response of this filter is shown in Fig. 6 (note that the 

PERIOD (days) 
100 50 40 20 10 
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0 0.02 0.04 0.06 0.08 0.10 
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FIG. 6. Smooth continuous line shows frequency response function for bandpass 
digital filter of Example 4; dashed lines show idealized rectangular response with 
frequency limitsf,, = 0.013 andhigh = 0.031. The trapezoid-shaped curve shows 
the frequency response function used in the direct Fourier analysis-resynthesis 
calculation of Section 10.1.4. Note the abscissa in this figure only covers frequencies 
0.0 to 0.10. 
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frequency range plotted in Fig. 6 is only f = 0.0-0.1). The resulting 
filtered time series is shown as a solid line in Fig. 7, isolating the 40-50 
day period oscillations. Note the amplitude modulation of the 40-50 day 
oscillation in time, with maximum amplitudes over January-February for 
both years. 

~ O ~ - " I I I I I I ' " I ' I ' I I I  1 I I 1 8  1 1 1 - I  - - 

; 

- 
- - 
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10.1.4 Filtering via Direct Fourier Analysis-Resynthesis 

An alternative method for filtering time series is to use a direct Fourier 
analysis to obtain frequency coefficients, truncate the coefficients in such 
a manner so that only a specified frequency band is retained, and then 
resynthesize the time series using the truncated coefficients. This method 
is easily implemented by the use of direct and inverse fast Fourier transforms 
(FFTs), which are now popular and readily available. As an example, this 
procedure was used to bandpass filter the wind time series over a frequency 
range similar to that chosen in Example 4. First, an FFT of the entire data 
is used to generate frequency coefficients. Second, the coefficients are 
weighted with the trapezoid-shaped frequency response function shown as 
the heavy curve in Fig. 6; i.e., frequency coefficients outside this band are 
set to 0. A trapezoid shape is chosen for the frequency window, as opposed 
to a rectangular shape, because too sharp of a frequency cutoff will result 
in a rippling effect in the filtered time series, an effect called ringing. Finally, 
the windowed coefficients are used to synthesize the filtered time series. 
The result is included as a dashed line in Fig. 7. Note the similarity to the 
digital filtered data; the F IT  and digital filter results would be exacrly the 

FIG. 7.  Time series of Canton Island winds (Fig. 2) after application of 40-50 day 
bandpass digital filter (Example 4, solid line) and Fourier analysis-resynthesis 
(Section 10.1.4, dashed line). 
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same if the FFT window (Fig. 6) had the same shape as the bandpass filter 
response function. 

At first inspection it appears that the FFT filtering method is superior 
to the digital filtering in that data are not lost at the beginning and end of 
the time series (see Fig. 7). However, the endpoint data generated by the 
FFT method are not to be believed (and should not even be displayed in 
plots of filtered data). The reason for this is that the FFT analysis implicitly 
assumes that the data are perfectly periodic with repeat distance N (the 
length of the time series), so that the beginning and end of the time series 
are implicitly tied together (see the example later in Fig. 11). Hence the 
FFT bandpass filtered data near the beginning and end of the data are 
contaminated from the “other” end. This effect is clearly seen upon careful 
inspection of the beginning and end sections of the original (Fig. 2) versus 
bandpass filtered data (Fig. 7). The original data show maxima of opposite 
signs near the ends, whereas the FFT bandpassed data show a “turning 
over” of the curves near the ends, clearly not tracking the original data. 

10.2 Data Preprocessing for Spectral Analysis 

Spectral analysis is the name given to estimating the power spectral 
density function (10.4) (or cross-spectral density) from time series of ob- 
served data. Spectral analysis is useful in analyzing time series because it 
allows for a rearranging of the data according to frequency rather than time 
sequence. This is often useful in physical sciences because many phenomena 
are naturally separated by their frequency characteristics (such as high- 
frequency day-to-day weather variations versus low-frequency seasonal 
changes). Considerations regarding the proper calculation and significance 
of power and cross-spectral quantities are discussed in Chapter 11. In this 
section the discussion focuses on two topics that are of practical concern for 
spectral analysis: data windowing (tapering) and the removal of background 
trends prior to spectral analysis. As a note, trend removal should be done 
first and tapering second, prior to spectral analysis; they are discussed in 
opposite order here because the concepts of data windowing and leakage 
are central for understanding why trend removal is important. 

10.2.1 Data Windowing (Tapering) 

One fundamental problem in the proper estimation of spectral quantities 
from real data occurs because the time series analyzed are of finite length. 
Hence estimates of the “true” frequency spectrum of some variable are 
made based on a finite length sample of that variable (a measured time 
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FIG. 8. Schematic representation of a finite length time series (bottom) as an infinite 
time series (top), sampled with a rectangular "boxcar" window (heavy curve in 
middle). Also shown in the middle are the Hanning and cosine-taper windows (long 
and short dashes, respectively.). 

series). This situation is shown graphically in Fig. 8. The observed time 
series y(r )  can be viewed mathematically as an infinite time series u(r)  
multiplied by a "boxcar" function b,(t) (where bo(t) = 1 fort = -M, . . . , 
M and b,(t) = 0 otherwise; the data length N is thus 2M + 1 ) :  

Y O )  = b"(0 * u ( t )  

Now the discrete Fourier transform (10.2) of the observed series y ( t )  may 
be written as 

M 

I =  - M  

m 

m m 

(10.15) 
I =  - 0 a  I =  - m  
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m m 

I =  - m  ,= - m  

This shows that the frequency coefficients calculated from the observed 
time series are equivalent to the "true" coefficients from an infinite time 
series i ( w I ) ,  convoluted with the transform of the boxcar function &(o, - 
W J .  In other words, each calculated spectral estimate j (w,)  is a sum of the 
"true" spectral estimates nea! w,, weighted with this function &(w, - w,). 
From the definition of b,(t), b,(w, - w,) is easily evaluated: 

m 

&<w, - w I )  = c b,(t) c ' ( W 1 - w ' ) '  

,= - m  

( 1 0.1 6) 

- 2 * sin(wj - w,) * M - 
(0, - 0,) 

This - function is shown in Fig. 9. The finite width of the central maximum 
in b,,(w, - w I )  (called the bandwidrh of the spectral analysis, because it sets 

1.0 - 

-0.5 
-0.06 -0.04 -0.02 0 0.02 0.04 0.06 

FREQUENCY 

FIG. 9. Frequency transforms of the boxcar, Hanning, and cosine-taper windows 
(shown in the middle of Fig. 8), calculated as in ( l O . l 6 ) ,  using M = 100 (i.e.. for 
a time series of length 200). 
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a limit on the frequency resolution), and the presence of ripples, results in 
smearing and mixing up the “true” frequency components. This general 
problem is termed leakage, in that the true spectral coefficients are trans- 
ferred or “leak” between adjacent and distant frequency bands. Note that, 
as the length N of the time series increases, the transform function &(o, - 
wl) ( 10.16) gets narrower, and hence better estimates of the “true” spectrum 
are made for longer time series. However, this problem remains to some 
degree for all finite length time series. 

Several methods are used in practice in an attempt to minimize the 
leakage due to the “boxcar” sampling and associated transform &(wj - 
w/). These methods are all similar in that they choose a different “window” 
than the boxcar function, with the aim of reducing the ripples in the transform 
b,,(w, - w,). These windows have smooth transitions to 0 at the beginning 
and end of the data record, and this general process is termed tapering the 
data. Tapering is applied to a time series by simply multiplying by the 
chosen window function. One common choice is to use a cosine-shaped 
window of the form 

(10.17) 

This is called a Hanning window and is shown for c_omparison to the boxcar 
window in Fig. 8. The transform of this function, b,(w, - w,), is shown in 
Fig. 9. Note that there is a reduction in the ripples compared to the boxcar 
transform (and hence a reduction in leakage from “distant” frequencies), 
but also that the bandwidth for the Hanning window transform is approxi- 
mately twice as wide (i.e., the resulting spectrum will have less frequency 
resolution). Also, the Hanning window uses only the central half or so of 
the data record and will give a bit different results if the signals are not 
statistically stationary (i.e., the same throughout the record). One other 
frequently used window is a rectangular or boxcar function, modified so 
that the beginning and end sections have a smooth cosine-tapered structure. 
For example, the first and last 10% of the data may be tapered accord- 
ing to 

4 
2 5 b,(t) = ’[ 1 + cos (%)I -M I t 5 --M 

- = I  
4 

5 5 
- 5 4 c  t c -M 

= ” 1 + cos(?z)] 4 -A4 I t I M 
2 5 
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This window and its transform are shown in Figs. 8 and 9, respectively. 
This ‘‘ 10% cosine taper” window provides only a slight reduction in leakage 
compared to the boxcar window. 

The inherent problem of leakage is the reason why harmonic amplitude 
estimates for individual frequency coefficients are biased and possess large 
uncertainties, even for very long time series; this is why the periodogram 
(10.4) is nor a good estimator for the spectral power density. As discussed 
in more detail in Chapter 11, one method to reduce both the bias and 
variance of spectral power estimates is to average the periodogram over 
the individual frequency bands. This can be done in one of two ways: (1) 
averaging several different realizations of the spectra, i.e., average the power 
spectra from several time series, or (2) averaging a single spectrum over 
several adjacent frequency bands (i.e., applying a smoothing filter to the 
periodogram). For the latter case, the character of the resulting spectrum 
depends on the degree of smoothing: averaging over few frequency bands 
(narrow bandwidth) will result in many peaks in the spectrum, some of 
which may be spurious, while a wider bandwidth may smooth the spectrum 
so much that no peaks are distinguishable. In practice, the type of smoothing 
needs to be determined for each problem at hand, usually by testing several 
variations; further examples may be found in [4], [ 5 ] ,  and [6 ] .  

An example of spectral smoothing is shown in Fig. 10, based on analysis 
of a thousand point sample of the synthetic time series shown in Fig. 8. 
This time series was generated by choosing two sharp spectral peaks at 
frequencies f = 0.05 and f = 0.35 and adding a component of random 
number generated noise to the time series (the latter adds variance to the 
spectrum at all frequencies, so-called white noise). Figure 10(a) shows the 
sample power spectrum obtained by applying a Hanning window (10.17) 
to the data, calculating the harmonic coefficients using a fast Fourier trans- 
form, and calculating the spectrum from (10.4). Note the relatively narrow 
bandwidth associated with this analysis and the large variability between 
adjacent frequency bands. Figure 10(b) shows the spectrum obtained using 
no data tapering (i.e., the boxcar window), but with the periodogram power 
estimates smoothed in frequency using a moving Gaussian-shaped filter 
(whose width if indicated as BW in Fig. 10(b)). Note the much smoother 
character of this spectrum compared to that in Fig. 10(a), although in this 
example the spectral peaks at f = 0.05 and 0.35 are clearly evident in both 
calculations. One note regarding the calculations in Fig. 10: because the 
Hanning window tapers the ends of the data, the time series variance (and 
spectral density estimates) are reduced compared to that for the full time 
series. For direct comparisons here, the Hanning window spectral power 
estimates have been multiplied by a constant factor, so that the sums over 
frequency of the two spectral estimates in Fig. 10 are equal. 
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FIG. 10. Sample spectral power densities calculated from 1000-point records of 
the time series shown in Fig. 8. Spectra in (a) are the periodogram of the data using 
a Hanning data window, while the estimates in (b) result from frequency smoothing 
the periodogram derived from untapered data. BW denotes the bandwidth of the 
analyses. 

10.2.2 Removal of Background Trends 

Another potential problem in spectral analysis of finite length time 
series due to the presence of strong background signals or trends over 
the length of the data record. The fundamental problem is that the 
background signal contributes to additional background frequency compo- 
nents, which in turn get mixed with the "true" coefficients via the 
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leakage arguments discussed previously. One way to visualize the problem 
is to note that a finite length Fourier analysis of time series u(t)  ( t  = 
0, 1 ,  2, . . . , N - 1) implicitly assumes that the data are perfectly 
periodic with a repeat distance N. This is shown schematically in Fig. 
11, using for an example a 30-yr time series of atmospheric carbon 
dioxide (CO,) measurements taken over Hawaii, obtained from [7]. There 
is a clear increase in time (positive trend) in these data that is a result 
of the systematic build-up of carbon dioxide in the atmosphere due to 
burning fossil fuels; there is also a strong annual cycle related to seasonal 
plant growth in the Northern Hemisphere. The result of the implicit 
periodic nature of the finite Fourier transform is that the time series 
effectively has the overall shape of a “sawtooth” curve, with strong 
discontinuities every 30 yrs due to the trend in the data. Power spectra 
calculated from this time series will have strong amplitudes over a broad 
frequency range introduced solely as a result of this trend (and mixed 
into the “true” spectrum by the leakage arguments discussed earlier). 
Figure 12 compares power spectrum estimates calculated from this time 
series, with and without the background trend removed. The trend was 

4 Time Series ‘Seen‘ by Finite Fourier Transfom .) 

ATMOSPHERIC C q  CONCENTRATION 

r 

d... I . . . .  

1 B M  1970 I O M  

Y U R  

FIG. 1 1.  Top curve shows a schematic representation of the infinitely periodic time 
series “seen” by a finite Fourier transform of the 30-yr record below. The time 
series is atmospheric carbon dioxide concentration (in parts per million by volume) 
measured at Launa Loa, Hawaii, over 1959-1988 [7]. Note that the strong trend 
(denoted by the smoothed curve in the lower figure) introduces a “sawtooth” shape 
to the periodic time series above. 
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FIG. 12. Spectral power density for the carbon dioxide time series in Fig. 1 I ,  
calculated before (top) and after (bottom) removal of the background trend (the 
trend is indicated by the smooth curve in the lower panel of Fig. I I ). 

estimated with a least squares fit to a quadratic function over the  30 
yrs; i.e., 

y(r)  = a,, + a , t  + a,r2 

with the coefficients a,,, a,,  and a2 calculated according to the formulas 
given in Section 8.3 of 181. This calculated background curve is indicated 
in the center of Fig. 1 1 .  (The choice of using a quadratic function for the 
background was somewhat arbitrary; other functional forms could have 
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been chosen, or the data could be high-pass filtered to remove the slow 
background trend.) Comparison of the power spectra before and after trend 
removal (Fig. 12) clearly shows the spurious power introduced by the trend 
in this example: note also the changed magnitude of the annual harmonic 
between these two calculations and the fact that the detrended data spectrum 
shows a larger peak for the annual cycle. The smaller annual cycle peak 
in the original data spectrum results from the negative sidelobes associated 
with the boxcar convolution function in Fig. 9, so that the annual harmonic 
amplitudes (and resulting spectral power densities) were decreased by leak- 
age in this example. 

Trend removal is the simplest form of prewhitening of data prior to 
spectral analysis. In general, prewhirening refers to some linear transforma- 
tion of the data in order to get an overall smoother spectrum in frequency 
space (constant power versus frequency is termed a whire power spectrum, 
hence the name prewhirening). This preprocessing step can be important to 
minimize the effects of leakage discussed previously. 

10.3 Imperfectly Sampled Time Series 

The preceding section discussed biases that occur in spectral analysis 
because of finite data length and the presence of background trends. One 
other subject discussed here is how to handle time series with missing data 
values or time series that have unequally spaced observations. A simple 
technique is shown here for the estimation of power spectra from such data. 
There is one further general problem that occurs as a result of undersampling 
the true variability in a time series; undersampling in this context means 
not sampling frequently enough. This undersampling results in a misrepre- 
sentation of the true frequency dependence of the spectrum, an effect known 
as aliasing. An example of aliasing is included to illustrate this effect. 

10.3.1 Calculating Power Spectra for Time Series with Missing Data 

Time series may have missing data points for several reasons. Observa- 
tions may simply be unavailable for certain time periods; this is a frequent 
problem in historical records of meteorological data, for example. Data 
values that are clearly spurious may also be present in a data record due 
to some detector malfunction. Removal of these wild points (or outliers) is 
important prior to subsequent spectral analyses, or else they will contaminate 
the entire spectrum. There are several ways to identify such outliers; often 
a simple plot of the time series will reveal obviously bad data points. 
Statistical methods may also be used to identify outliers. For example, the 
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standard deviation of the entire data record can be calculated, and data that 
are more than (say) three standard deviations from the mean can be omitted. 
In any case, we wish to consider how to calculate spectra from time series 
with such missing values. 

There are three straightforward methods to calculate spectra from such 
time series. First, the missing data can be interpolated in some manner 
(using linear interpolation or some more complicated scheme) and then 
spectral analysis performed on the resulting “complete” time series. This 
is the easiest solution for a relatively small amount of missing data. The 
problem with this approach in general is that structure is built into the 
resulting power spectrum by the type of interpolation used (any interpolation 
scheme can be thought of as a filter, with a specified frequency response, 
see [ l ] ,  Section 3.7; this frequency response is then partially mirrored in 
the resulting power spectrum). 

Second, discrete Fourier transform coefficients can be estimated from 
the time series by the least-squares fitting of the data to the individual 
harmonics, one at a time. Equations for these calculations can be found in 
Section 2.2 of [9]. 

A third technique is based on calculating the power spectrum using the 
lag-correlation technique (eg., Section 7.4 of [4]). This calculation is based 
on the fact that the power spectrum is equivalent to the finite Fourier 
transform of the lag autocovariance function of a time series. This technique 
was a commonly used method of spectral analysis prior to the introduction 
of fast Fourier transforms. Briefly the calculation is as follows: 

a. Calculate the lag autocovariance function C(T) up to some finite maxi- 
mum lag T: 

( 10.18) 

where the time mean values (and trends) have been removed from the 
series u(r). Note that some authors choose a normalization factor of 1/ 
(N - z) instead of the 1/N in front of the definition of C(T), e g ,  Bath 
([5], Section 3.3.3). Jenkins and Watts ([lo], Section 5.3.3) discuss these 
two options, choosing the 11N expression because it has a smaller mean 
squared error. 

b. Calculate the (unsmoothed) power spectrum by the finite Fourier trans- 
form of C(t). Because C(t) is symmetric in T, only the cosine terms 
survive: 

7-  I 

Y(w,> = -! [ C(0) + 2 2 C(z) * cos(w,t) + C(T)( - 1)‘ ] (10.19) 
I= I 

T 
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'1 t--w 

c. The resulting spectrum is smoothed in some manner; a common choice 
is to use a running .25-SO-.25 smoothing in frequency (see Section 7.4 
of [41). 
The maximum number of lags (T )  is chosen based on the length of the 

time series and the desired spectral resolution; it is inversely proportional 
to the bandwidth of the analysis (larger Tresults in higher spectral resolution 
but less statistical stability). In practice the user needs to choose T and the 
method of smoothing the spectrum that balances resolution versus stability. 

This calculational procedure is directly applicable to time series with 
missing data by simpIy ignoring the missing data in step (a); i.e., only the 
available data are used in calculating C(r): 

1 L - 1 - 7  

(10.20) 

with L being the amount of data pairs that are available at each respective 
time lag. A recent example of application of this method to the spectral 
analysis of satellite ozone data with missing observations is found in [ l l ] .  

We test this analysis technique here by analyzing the same synthetic time 
series (of length 1000) used in Section 10.2.1. The power spectrum calculated 
from this time series by the lag correlation technique with maximum lag T = 
500 is shown in Fig. 13. Note that this spectrum is nearly identical to that 
produced by the smoothed periodogram estimate shown in Fig. 10(b); this 
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FIG. 13. Power spectral density calculated from 1000 day time sample of the time 
series shown in Fig. 8, calculated using the lag-correlation analysis technique 
(Section 10.3.1 ). 
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similarity is due to choosing the maximum lag (in 10.19) to be T = 500, 
resulting in a bandwidth similar to that used in the periodogram smoothing. 
The effect of missing data on these spectral estimates is tested by removing 
some percentage of the data from the time series in a random manner and 
recalculating the power spectrum. Figure 14 shows power spectra calculated 
from the data with lo%, 30%, and 50% of the data randomly removed (com- 
pare this to the “original” spectrum in Fig. 13). For 10% and 30% of the data 
missing the spectra are quite similar to the original, with a slight reduction in 
intensity of the peaks and increase in the background “noise” level. The peaks 
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FIG. 14. Power spectral density estimates for the same time series analyzed in Fig. 
13, but with successively larger amounts of the data removed prior to calculation 
of (10.20). Shown are spectra for 10% of the data missing (top), 30% and 50% 
(bottom). The spectrum for the full time series (no data missing) is shown in 
Fig. 13. 
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are reduced and the background increased further for the case with 50% of 
the data missing, so that the peak atf = 0.35 cannot be distinguished from 
other spurious maxima. If much more than 50% of the data is removed in this 
example, the larger peak atf = 0.05 also becomes indistinguishable, showing 
that this is near the limit where useful spectra can be calculated in this case. 
Note that the sharp, well-defined spectral peaks chosen for this example (Fig. 
13) make it a highly idealized case and that if the peaks were smaller they 
would not stand out against the background for the 50% missing data case. In 
general the amount of missing data that can be tolerated depends on the charac- 
ter of the data being analyzed. For analyses of real time series, it is recom- 
mended that tests similar to this one be done to determine the effects of variable 
missing data. 

10.3.2 Aliasing 

One additional important problem in spectral analysis arises due to the 
presence of variability with frequencies higher than those that can be resolved 
by the sampling rate. For a given data spacing At, the highest frequency 
oscillation that can be resolved is one with period 2At, or frequency f = 

142At). This high-frequency limit is called the Nyquistfrequency f,. In the 
case where there is substantial variability at frequencies abovef,, the effect 
of sampling with spacing At is that power at frequencies above f, will 
appear as power at frequencies lower thanf,. This effect is called aliasing. 
Specifically, power at frequencies5 2fN -+ J 4fN k . . . are all aliased 
into (appear as) power at frequency5 due solely to the sampling rate At. 

An example is shown here based on the synthetic time series analyzed 
previously, whose spectrum is shown in Figs. 10 and 13 (based on sampling 
at every time step, At = 1). This same data is sampled at every second 
point instead of at every point, so that At = 2 versus At = 1 previously. 
The Nyquist frequency for the 2At sampled data is f N  = 142 * 2At) = 
0.25. The original power spectrum (Fig. 13) showed that there is a spectral 
peak in the original data atf = 0.35, above this new Nyquist limit, so that 
this power will be aliased in the new sampling at At = 2. The frequency 
where this aliased power will occur is at f o  = 2 f ,  - f = 2 (0.25) - 
0.35 = 0.15. A power spectrum calculated from the newly sampled data 
is shown in Fig. 15, and a clear peak is indeed found at f = 0.15, due to 
aliasing. (One way to visualize the effect of this aliasing is that the power 
in the “true” spectrum (Fig. 13) has been “folded” back about the Nyquist 
frequencyf, = 0.25). Note that if the higher frequency peak in the “original” 
spectrum (Fig. 13) had been located nearf = 0.45, it would have aliased 
onto the preexisting spectral peak at f = 0.05, so that the power for that 
peak would have been severely overestimated. 
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FIG. 15. Power spectral density calculated from a sample of the time series in Fig. 
8, with data sampled at every second point. The Nyquist frequency is fN = 0.25. 
The spectral peak nearf = 0.15 results from aliasing of the power in the “true” 
spectrum nearf = 0.35 (shown in Fig. 13). 

Note that once the data have been sampled at 2Ar, there is nothing to 
distinguish the peak atf = 0.15 as a “false” peak resulting from aliasing; 
nothing can be done once the data are sampled. The only way to avoid 
aliasing is to choose a high enough sampling rate (small Ar). This is not 
always an option in practice, however, and the user should be aware of 
potential aliasing problems in analysis of any time series. 
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11. SPECTRAL ANALYSIS OF UNIVARIATE AND BlVARlATE 
TIME SERIES 

Donald B. Percival 
Applied Physics Laboratory 

University of Washington, Seattle 

11.1 Introduction 

The spectral analysis of time series is one of the most commonly used 
data analysis techniques in the physical sciences. The basis for this analysis 
is a representation for a time series in terms of a linear combination of 
sinusoids with different frequencies and amplitudes. This type of representa- 
tion is called a Fourier representation. If the time series is sampled at 
instances in time spaced At units apart and if the series is a realization of 
one portion of a real-valued stationary process ( X I )  with zero mean, then 
we have the representation (by Cram& [ I ] )  

X, = rIN, e'*n'rAldZ(f), t = 0, * I ,  2 2 ,  . . . ( 1 1 . 1 )  

wheref;,, = 142 Ar) is the Nyquist frequency (if the units of At are measured 
in, say, seconds, then&,, is measured in Hertz (Hz), i.e., cycles per second); 
i = m; and (Z( f) ) is an orthogonal process (a complex-valued stochastic 
process with quite special properties). This representation is rather for- 
midable at first glance, but the main idea is simple: since, by definition, 
e 1 2 n / ~ ~ ~  = cos(2nfrAt) + i sin(2nftAt), Equation ( 1  1.1) says that we can 
express X, as a linear combination of sinusoids at different frequencies L 
with the sinusoids at frequency f receiving a random amplitude generated 
by the increment d Z ( f )  = Z(f + df) - Z(f) (here dfis a small positive 
increment in frequency). The expected value of the squared magnitude of 
this random amplitude defines the spectral density function SA-) for the 
stationary process (X,) in the following way: 

E[ldZ(f)l21 = Wf) - AM 5 f 5 AM 

(the notation E ( X )  refers to the expected value (mean) of the random variable 
(rv) X ) .  Because IdZ(f))* is a nonnegative rv, its expectation must be non- 
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negative, and hence the sdf S,(.) is a nonnegative function of frequency. 
Large values of the sdf tell us which frequencies in Eq. ( 1  1.1) contribute 
the most in constructing the process {X,]. (We have glossed over many 
details here, including the fact that a “proper” sdf does not exist for some 
stationary processes unless we allow use of the Dirac delta function. See 
Koopmans [2] or Priestley [3] for a precise statement and proof of CramQ’s 
spectral representation theorem or Section 4.1 of Percival and Walden [4] 
for a heuristic development.) 

Because (X,) is a real-valued process, the sdf is an even function; i.e., 
S d  -f) = S , ( f ) .  Our definition for the sdf is “two-sided” because it uses 
both positive and negative frequencies, the latter being a nonphysical-but 
mathematically convenient-concept. Some branches of the physical sci- 
ences routinely use a “one-sided” sdf that, in terms of our definition, is 
equal to 2SJ f) over the interval [0, AN,]. 

Let us denote the 7th component of the autocovariance sequence (acvs) 
for (X,) as CT.x; i.e., 

c7,x = cOv(x,V ‘f+T) = E(XJ,+T) 

(the notation Cov(X, Y) refers to the covariance between the rv’s X and Y). 
The spectral representation in Eq. ( 1 I. 1)  can be used to derive the important 
relationship 

(for details, see [4], Section 4.1). In words, Sdf)  is the (nonrandom) 
amplitude associated with the frequency f in  the preceding Fourier represen- 
tation for the acvs [ CT.,). If we recall that C,, is just the process variance, 
we obtain (by setting 7 = 0 in the preceding equation) 

(the notation V ( X )  refers the variance of the rv X). The sdf thus represents 
a decomposition of the process variance into components attributable to 
different frequencies. In particuiar, if we were to run the process (X,) 
through a narrow-band filter with bandwidth df centered at the frequencies 

the variance of the process coming out of the filter would be approxi- 
mately given by 2Sdf)df(the factor of 2 arises because S k )  is a two-sided 
sdf). Spectral analysis is an analysis of variance technique in which we 
portion out contributions to V(X,) across different frequencies. Because 
variance is closely related to the concept of power, S,(.) is sometimes 
referred to as a power spectral density function. 
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In this chapter we discuss estimation of the sdf S,(.) based upon a time 
series that can be regarded as a realization of a portion X,, . . . , X,, of 
a stationary process. The problem of estimating S,(.) in general is quite 
complicated, due both to the wide variety of sdfs that arise in physical 
applications and also to the large number of specific uses for spectral 
analysis. To focus our discussion, we use as examples two time series that 
are fairly representative of many in the physical sciences; however, there 
are some important issues that these series do not address and others that 
we must gloss over due to space (for a more detailed exposition of spectral 
analysis with a physical science orientation, see 141). The two series are 
shown in Figure 1 and are a record of the height of ocean waves as a 
function of time as measured by two instruments of quite different design. 
Both instruments were mounted 6 m apart on the same platform off Cape 
Henry near Virginia Beach, Virginia. One instrument was a wire wave 
gauge, while the other was an infrared wave gauge. The sampling frequency 
for both instruments was 30 Hz (30 samples per second) so the sampling 

0 35 70 105 140 
time (seconds) 

FIG. I .  Plot of height of ocean waves versus time as measured by a wire wave 
gauge (a) and an infrared wave gauge (b). Both series were collected at a rate of 
30 samples per second. There are n = 4096 data values in each series. (These 
series were supplied through courtesy of A. T. Jessup. Applied Physics Laboratory, 
University of Washington. As of 1993, they could be obtained via electronic mail 
by sending a message with the single line “ send  s a u b t s  from datasets”  to 
the Internet address s t a t  1 i b@ 1 i b . stat . cmu . edu-this is the address for Stat- 
Lib, a statistical archive maintained by Carnegie Mellon University.) 
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period is At = 1/30 sec and the Nyquist frequency is AN, = 15 Hz. The 
series were collected mainly to study the sdf of ocean waves for frequencies 
from 0.4 to 4 Hz. The frequency responses of the instruments are similar 
only over certain frequency ranges. As we shall see, the infrared wave 
gauge inadvertently increases the power in the measured spectra by an order 
of magnitude at frequencies 0.8 to 4 Hz. The power spectra for the time 
series have a relatively large dynamic range (greater than 50 dB), as is 
often true in the physical sciences. Because the two instruments were 6 m 
apart and because of the prevalent direction of the ocean waves, there is a 
leadnag relationship between the two series. (For more details, see Jessup, 
Melville, and Keller [ 5 ]  and references therein.) 

11.2 Univariate Time Series 

11.2.1 The Periodogram 

Suppose we have a time series of length n that is a realization of a por- 
tion XI,  X 2 ,  . . . , X,, of a zero mean real-valued stationary process with 
sdf S,(.) and acvs ( CT,x} (note that, if E(X,)  is unknown and hence cannot 
be assumed to be 0, the common practice - is to replace X, with X ,  - X prior 
to all other computations, where X = l/n x:=l X ,  is the sample mean). 
Under a mild regularity condition (such as S,(.) having a finite derivative 
at all frequencies), we can then write 

m 

(11.3) 

Our task is to estimate the sdf S,(*) based upon XI ,  . . . , X,,. Equation 
( 1 1.3) suggests the following “natural” estimator. Suppose that, for 171 5 

n - 1,  we estimate C,,, via 

(the rationale for the superscript ( p )  is explained later). The estimator 
kifi is known in the literature as the biased estimator of since its 
expected value is 

and hence E((?$‘i) # C,, in general. If we now decree that e:!’i = 0 for 
171 2 n and substitute the k;!i for C,,, in Eq. ( 1  1.3), we obtain the spectral 
estimator 
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This estimator is known in the literature as the periodogrum-hence the 
superscript (p ) - even  though it is more natural to regard it as a function 
of frequencyfthan of period llf. By substituting the definition for t z i  into 
the preceding equation and making a change of variables, we find also that 

(11.6) 

Hence we can interpret the periodogram in two ways: it is the Fourier 
transform of the biased estimator of the acvs (with &,) defined to be 0 for 
171 2 n), and it is-to within a scaling factor-the squared modulus of the 
Fourier transform of X i ,  . . . , X,. 

Let us now consider the statistical properties of the periodogram. Ideally, 
we might like the following to be true: 

1. E[iY)(f)] = SJf) (approximately unbiased); 
2. v [&)~)J  + o as n -+ cx) (consistent); 
3. Cov [$?(f), &”(fr)] = 0 for f # f ’  (approximately uncorrelated). 

The “tragedy of the periodogram” is that in fact 
1. $’)( f )  can be a badly biased estimator of Sx( f )  even for large sample 
sizes (Thomson [6] reports an example in which the periodogram is 
severely biased for n = 1.2 million data points). 
2. ~&”(f)]  does not decrease to 0 as n + 00 (unless S,(f) = 0, a case 
of little practical interest). 

As a consolation, however, we do have that 3“,.(f) and S$’( f ‘ )  are approxi- 
mately uncorrelated under certain conditions (see later). 

We can gain considerable insight into the nature of the bias in the 
periodogram by studying the following expression for its expected value: 

At  sin2 (nrf At) 
n sin’ (rf At) 

with F(f)  = 

(11.7) 

(for details, see [4], Section 6.3). The function y(-) is known as Fejh-S 
kernel. We also call it the specrrul window for the periodogram. Figure 2(a) 
shows 3,(f) versus f with -A,,,,) If I A,,,,) for the case n = 32 with At = 
1 so thatAN) = 1/2 (note that y( - f )  = 3,(f); i.e., Fej6r’s kernel is an even 
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FIG. 2. Fejir’s kernel for sample size n = 16 with,/;,, = 1/2. 

function). Figure 2(b) plots 10 * log,,,[y( f)] versus f for 0 5 f 5 1/2 (i.e., 
’f(-) on a decibel scale). The numerator of Eq. ( 1  1.7) tells us that y(f) = 
0 when the product nf Ar is equal to a nonzero integer-there are 16 of 
these nulls evident in  Figure 2(b). The nulls closest to 0 frequency occur 
at f = ? l/(nAr) = ? 1/32. Figure 2(a) indicates that T(-) is concentrated 
mainly in the interval of frequencies between these two nulls, the region 
of the “central lobe” of FejCr’s kernel. A convenient measure of this 
concentration is the ratio l ~ ; ~ ~ ~ ~ , l  3’( f)d’l’l”,I,, T(f)d’ An easy exercise 
shows that the denominator is unity for all n, while-to two decimal places- 
the numerator is equal to 0.90 for all n 2 13. As n + 00, the length of the 
interval over which 90% of Y(-) is concentrated shrinks to 0, so in the limit 
FejCr’s kernel acts like a Dirac delta function. If S,(*) is continuous at j 
Eq. ( 1  1.7) tells us that lim,,,, E [ & ” ( f ) ]  = &(f) i.e., the periodogram is 
asymptotically unbiased. 

While this asymptotic result is of some interest, for practical applications 
we are much more concerned about possible biases in the periodogram for 
finite sample sizes n. Equation ( 1  1.7) tells us that the expected value of the 
periodogram is given by the convolution of the true sdf with Fejir’s kernel. 
Convolution is often regarded as a smoothing operation. From this view- 
point, E[&”(.)] should be a smoothed version of s,(*)-hence, if s,(-) is 
itself sufficiently smooth, E[9;’(*)] should closely approximate Sx(*) .  An 
extreme example of a process with a smooth sdf is white noise. Its sdf is 
constant over all frequencies, and in fact E[&”( f ) ]  = S , ( f )  for a white 
noise process. 

For sdfs with more structure than white noise, we can identify two sources 
of bias in the periodogram. The first source, often called a loss ofresolution, 
is because the central lobe of Fejkr’s kernel will tend to smooth out spectral 
features with widths less than 1 l(nAt). Unfortunately, unless a priori informa- 
tion is available (or we are willing to make a modeling assumption), the 
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cure for this bias is to increase the sample size n, i.e., to collect a longer 
time series, the prospect of which might be costly or-in the case of certain 
geophysical time series spanning thousands of years-impossible within 
our lifetimes. 

The second source of bias is called leakage and is attributable to the 
sidelobes in Fejer’s kernel. These sidelobes are prominently displayed in 
Figure 2(b). Figure 3 illustrates how these sidelobes can induce bias in the 
periodogram. The thick curve in Figure 3(a) shows an sdf plotted on a 
decibel scale fromf = -AN) tof = AN) withAf;,, = 1/2 (recall that the sdf 
is symmetric about 0 so that S,( -f) = S , ( f ) ) .  The thin bumpy curve is 
Fejkr’s kernel for n = 32, shifted so that its central lobe is atf = 0.2. The 
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FIG. 3. Illustration of leakage (plots (a) to (e)). The Nyquist frequencyf;,, here is 
taken to be 1/2. Plot (f) shows the alleviation of leakage via tapering and is discussed 
in Section 11.2.2. 
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product of this shifted kernel and the sdf is shown in Figure 3(b) (again 
on a decibel scale). Equation ( I  1.7) says that E[&”(0.2)] is the integral of 
this product. The plot shows this integral to be determined mainly by values 
close tof = 0.2; i.e., E[9:”(0.2)] is due largely to the sdf at values close 
to this frequency, a result that is quite reasonable. Figures 3(c) and 3(d) 
show the corresponding plots forf = 0.4. Note that E[&’)(0.4)] is substan- 
tially influenced by values of S,(-) away fromf = 0.4. The problem is that 
the sidelobes of Fej6r’s kernel are interacting with portions of the sdf 
that are the dominant contributors to the variance of the process so that 
E[&’(0.4)] is biased upwards. Figure 3(e) shows a plot of E[&’( f ) l  versus 
f(the thin curve), along with the true sdf S,(-)  (the thick curve). While the 
periodogram is essentially unbiased for frequencies satisfying 0.1 5 I f l  5 
0.35, there is substantial bias due to leakage at frequencies close tof = 0 
andf = k 1/2 (in the latter case, the bias is almost 40 dB, i.e., four orders 
of magnitude). 

While it is important to know that the periodogram can be severely biased 
for certain processes, it  is also true that, if the true sdf is sufficiently lacking 
in structure (i.e., “close to white noise”), then S,(-) and E[$”(*)] can be 
close enough to each other so that the periodogram is essentially bias free. 
Furthermore, even if leakage is present, it might not be of importance in 
certain practical applications. If, for example, we were performing a spectral 
analysis to determine the height and structure of the sdf in Figure 3 nearf 
= 0.2, then the bias due to leakage at other frequencies is of little concern. 

If the portions of the sdf affected by leakage are in fact of interest 
or if we are carrying out a spectral analysis on a time series for which 
little is known a priori about its sdf, we need to find ways to recognize 
when leakage is a problem and, if it is present, to minimize it. As is 
the case for loss of resolution, we can decrease leakage by increasing 
the sample size (more data can solve many problems!), but unfortunately 
a rather substantial increase might be required to obtain a periodogram 
that is essentially free of leakage. Consider again the sdf used as an 
example in Figure 3. Even with a 32-fold increase in the sample size 
from n = 32 to 1024, there is still more than a 20 dB difference 
between E[,$”(0.5)] and S,(0.5). 

If we regard the sample size as fixed, there are two well-known ways 
of decreasing leakage, namely, data rapering and prewhitening. Both of 
these techniques have a simple interpretation in terms of the integral in 
Eq. ( 1  1.7). On the one hand, tapering essentially replaces FejQ’s kernel 
y(.) by a function with substantially reduced sidelobes; on the other 
hand, prewhitening effectively replaces the sdf S,(.) with one that is 
closer to white noise. Both techniques are discussed in the next subsection. 
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11.2.2 Correcting for Bias 

For a given time series X , ,  X 2 ,  . . . , X,,, a data taper is a 
finite sequence h,, h,, . . . , h,, of real-valued numbers. The product of 
this sequence and the time series, namely, hlXl, h,X,, . . . , h,&, is used 
to create a direct spectral estimator of S , ( f ) ,  defined as 

Tapering. 

(11.8) 

Note that, if we let 
taper), a comparison 
to the periodograrn. 

h, = l / f i  for all t (the so-called rectangular data 
of Eqs. (1  1.8) and ( 1  1.6) tells us that &)(-) reduces 
The acvs estimator corresponding to &')(-) is just 

I =  I 
(11.9) 

' 1  I l l  
and so E(&) = c,,, c h,h,+I,, 

I =  I 

If we insist that :$ be an unbiased estimator of the process variance Co.x, 
then we obtain the normalization xy=, h: = 1 (note that the rectangular 
data taper satisfies this constraint). 

The rationale for tapering is to obtain a spectral estimator whose expected 
value is close to Sx(-). In analogy to Eq. (1 1.7), we can express this expecta- 
tion as 

E[$) ( f ) ]  = yN1 34 f - f ' )  S , ( f ' )  df' (11.10) 

where H(-) is proportional to the squared modulus of the Fourier transform 
of h, and is called the spectral window for the direct spectral estimator 
s$')(.) (just as we called Fejkr's kernel the spectral window for the 
periodogram). The claim is that, with a proper choice of h, we can 
produce a spectral window that offers better protection against leakage 
than Fejkr's kernel. Figure 4 supports this claim. The lefthand column 
of plots shows four data tapers for sample size n = 32, while the 
righthand plots show the corresponding spectral windows. For the sake 
of comparison, the data taper in Figure 4(a) is just the rectangular data 
taper, so the corresponding spectral window is Fejkr's kernel (see Figure 
2(b)). The data taper in Figure 4(c) is the well-known Hunning data 
rape6 which we define to be h, = d2/3(n + 1)  [ I  + cos (27rt/(n + 
I ) ) ]  for t = I ,  . . . , n, (there are other, slightly different, definitions 

-/IN1 
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Four data tapers (lefthand column of plots) and their spectra. windows 
(righthand column) for a sample size of n = 32. From top to bottom, the tapers 
are the rectangular taper, the Hanning taper, the dpss data taper with nW = 2/At 
and the dpss data taper with nW = 3/At (here At = 1). 

in the literature). Note carefully the shape of the corresponding spectral 
window in Figure 4(d): its sidelobes are considerably suppressed in 
comparison to those of Fejer's kernel, but the width of its central lobe 
is markedly larger. The convolutional representation for E[&/'( f)] given 
in Eq. (11.10) tells us that an increase in central lobe width can result 
in a loss of resolution when the true sdf has spectral features with widths 
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smaller than the central lobe width. This illustrates one of the trade-offs 
in using a data taper, namely, that tapering typically decreases leakage 
at the expense of a potential loss of resolution. 

A convenient family of data tapers that facilitates the trade-off between 
sidelobe suppression and the width of the central lobe is the discrete 
prolate spheroidal sequence (dpss) tapers. These tapers arise as the 
solution to the following “concentration” problem. Suppose we pick a 
number W that, roughly speaking, we think of as half the desired width 
of the central lobe of the resulting spectral window (typically l/(nAt) 
I W 5 4/(nAt), although larger values for W are sometimes useful). 
Under the requirement that the taper must satisfy the normalization 
zy=, h: = 1 ,  the dpss taper is, by definition, the taper whose corresponding 
spectral window is as concentrated as possible in the frequency interval 
[ - W ,  Wl in the sense that the ratio JT,, H(f)df/J?,, H(f)df is as 
large as possible (note that, if H(.) were a Dirac delta function, this 
ratio would be unity). The quantity 2 W  is sometimes called the resolution 
bandwidth. For a fixed u! the dpss tapers have sidelobes that are 
suppressed as much as possible as measured by the concentration ratio. 
To a good approximation (Walden [7]), the dpss tapers can be calculated 
as h, = C X I,  ( W  vl - (1 - g,)’)/Z,(W) for t = 1, . . . , n, where 
C is a scaling constant used to force the normalization c hf = 1 ;  W 
= v W ( n  - 1 )  At; g, = (2t - l)/n; and lo(.) is the modified Bessel 
function of the first kind and zeroth order (this can be computed using 
the Fortran function bessjO in Section 6.5 of Press et al. [S]). 

Figures 4(e) and (g) show dpss tapers for n = 32 and with W set 
such that nW = 2/At and nW = 3/At, while plots (f) and (h) show the 
corresponding spectral windows H(*) (the quantity 2 n W  is known as the 
duration-bandwidth product). The vertical lines in the latter two plots 
mark the locations of W Note that in both cases the central lobe of H(-) 
is approximately contained between [ - u! w. As expected, increasing W 
suppresses the sidelobes and hence offers increasing protection against 
leakage. A comparison of the spectral windows for the Hanning and nW 
= 2/At dpss tapers (Figures 4(d) and 4(f)) shows that, whereas their 
central lobes are comparable, their sidelobe structures are quite different. 
While specific examples can be constructed in which one of the tapers 
offers better protection against leakage than the other, generally the two 
tapers are quite comparable in practical applications. The advantage of 
the dpss tapers is that, if, say, use of an nW = 2/At dpss taper produces 
a direct spectral estimator that still suffers from leakage, we can easily 
obtain a greater degree of protection against leakage by merely increasing 
nW beyond 2IAt. The choice nW = 1/At yields a spectral window with 
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a central lobe closely resembling that of Fejir’s kernel but with sidelobes 
about 10 dB smaller. 

Let us now return to the example of Figure 3. Recall that the thin 
curve in Figure 3(e) shows E [ & ) ( f ) ]  versus f for a process with an sdf 
given by the thick curve. In Figure 3(f) the thin curve now shows 
E[$4)(-)]  for a direct spectral estimator employing an nW = 2/Ar dpss 
taper. Note that tapering has produced a spectral estimator that is overall 
much closer in expectation to S,(.) than the periodogram is; however, 
mainly due to the small sample n = 32, &)(a) still suffers from leakage 
at some frequencies (about 10 dB at f = 0.5). 

In practical situations, we can determine if leakage is present in the 
periodogram by carefully comparing it with a direct spectral estimate 
constructed using a dpss data taper with a fairly large value of W As 
an example, Figure 5(a) shows the periodogram for the wire wave gauge 
time series show in Figure I .  Since these data were collected mainly 
to investigate the roll-off rate of the sdf from 0.8 to 4 Hz, we have 
plotted only the low-frequency portion of the periodogram. Figure 5(b) 

a 1 z 3 4 0  1 2  3 4 

frequency (Hz) frequency (Hz) 

FIG. 5. Periodogram (plot a) and a direct spectral estimate (plot b) using an nW 
= 4/41 dpss data taper for the wire gauge time series of Figure I(a). Both estimates 
are plotted on a decibel scale. The small subplots in the upper righthand comer of 
each plot give an expanded view of the estimators at 0 5 f 5 0.5 Hz (the vertical 
scales of the subplots are the same as those of the main plots). 
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shows a direct spectral estimate for which we have used a dpss taper 
with nW = 4/At. Note that the direct spectral estimate is markedly lower 
than the periodogram at frequencies with a relatively small contribution 
to the overall variance-for example, the former is about 10 dB below 
the latter at frequencies close to 4 Hz. This pattern is consistent with 
what we would expect to see when there is leakage in the periodo- 
gram. Increasing n W beyond 4/At to, say, 6/Ar and comparing the result- 
ing direct spectral estimate with that of Figure 5(b) indicates that the 
nW = 4/At estimate is essentially leakage free; on the other hand, an 
examination of an nW = l/Ar direct spectral estimate indicates that it 
is also essentially leakage free for the wave gauge series. In general, 
we can determine an appropriate degree of tapering by carefully comparing 
the periodogram and direct spectral estimates corresponding to dpss tapers 
with different values of nM! If the periodogram proves to suffer from 
leakage (as it often does in the physical sciences), we then seek a 
leakage-free direct spectral estimate formed using as small a value of 
W and hence nU: as possible. A small W is desirable from two viewpoints: 
first, resolution typically decreases as W increases, and second, the 
distance in frequency between approximately uncorrelated spectral esti- 
mates increases as W increases (this causes a loss in degrees of freedom 
when we subsequently smooth across frequencies; see Section 11.2.3 for 
detai Is). 

In checking for the presence of leakage, comparison between different 
spectral estimates is best done graphically in the following ways: 

1 .  by comparing spectral estimates side by side (as in Figure 5 )  or on 
top of each other using different colors; 

2. by plotting the ratio of two spectral estimates on a decibel scale 
versus frequency and searching for frequency bands over which an 
average of this ratio is nonzero (presumably a statistical test could 
be devised here to assess the significance of departures from zero); 

3. by constructing scatter plots of, say, &"(f) versus &'J(f) for values 
of f in a selected band of frequencies and looking for clusters of 
points consistently above a line with unit slope and zero intercept. 

The use of interactive graphical displays would clearly be helpful in de- 
termining the proper degree of tapering (Percival and Kerr [9]). 

The loss of resolution and of degrees of freedom inher- 
ent in tapering can be alleviated considerably if we can prewhiten our time 
series. To explain prewhitening, we need the following result from the theory 
of linear time-invariant filters. Given any set of p + 1 real-valued numbers 
a,,, a , ,  . . . , u,,, we can filter X, . . . , X,, to obtain 

Prewhitening. 
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I’ 

W , = C a & , - , ,  t = p +  I , . .  . , n  (11.1 1)  
A = O  

The filtered process { W,) is a zero mean real-valued stationary process with 
an sdf Sd-)  related to S,(.) via 

P 

S,(f) = /A(f) I2 S,( f ) ,  where A ( f )  = C ake-‘ZTfiAf (11.12) 

A(* )  is the transfer function for the filter ( ak) .  The idea behind prewhitening 
is to find a set of a, such that the sdf S, ( - )  has substantially less 
structure than S,(.) and ideally is as close to a white noise sdf as 
possible. If such a filter can be found, we can easily produce a leakage- 
free direct spectral estimate $$(.) of s,(.) requiring little or no tapering. 
Equation (11.12) tells us that we can then estimate S,(*)  using 
9’ ) ( f) = &)( f ) / lA( f ) 1 2 ,  where the superscript (pc) stands for postcolored. 

The reader might note an apparent logical contradiction here: in order 
to pick a reasonable set of a, we must know the shape of S , ( - ) ,  the 
very function we are trying to estimate! There are two ways around this 
inherent difficulty. In many cases, there is enough prior knowledge 
concerning S, (.) from, say, previous experiments so that, even though 
we do not know the exact shape of the sdf, we can still design an 
effective prewhitening filter. In other cases we can create a prewhitening 
filter based upon the data itself. A convenient way of doing this is by 
fitting auforegressive models of order p (hereafter AR(p)). In the present 
context, we postulate that, for some reasonably small p ,  we can model 
X, as a linear combination of the p prior values X ,-,. . . . , X,- , ,  plus 
an error term; i.e, 

1 =fl 

I’ 

xr = $Lxr-h + w,, f = p + 1 ,  . . . 3 0 (11.13) 
A =  I 

where { W , )  is an “error” process with an sdf S , ( * )  that has less structure 
than S,  (a). The stipulation that p be small is desirable because the prewhit- 
ened series ( W,) will be shortened to length n - p. The preceding equation 
is a special case of Eq. ( 1 1 . 1  I ) ,  as can be seen by letting a,, = 1 and a, = 
-& f o r k  > 0. 

For a given p. we can obtain estimates of the $k from our time series 
using a number of different methods (see [4], Chapter 9). One method that 
generally works well is Burg’s algorithm, a computationally efficient way 
of producing estimates of the 4, that are guaranteed to correspond to a 
stationary process. The FORTRAN subroutine memcof in 181, Section 13.6, 
implements Burg’s algorithm (the reader should note that the time series 
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used as input to m e m c o f  is assumed to be already adjusted for any nonzero 
mean value). 

Burg's algorithm (or any method that estimates the +k in Eq. (11.13)) is 
sometimes used by itself to produce what is known as an autoregressive 
spectral estimate (this is one form of parametric spectral estimation). If we 
let & represent Burg's estimate of &, then the corresponding autoregressive 
spectral estimate is given by 

( 1 1.14) 

where F; is an estimate of the variance of { W,).  The key difference between 
an autoregressive spectral estimate and prewhitening is in the use of Eq. 
( 1 1.13): the former assumes the process { W,)  is exactly white noise, whereas 
the latter merely postulates { W,)  to have an sdf with less structure than 
{ X I )  . Autoregressive spectral estimation works well for many time series, 
but it depends heavily on a proper choice of th_e order p ;  moreover, simple 
approximations to the statistical properties of SF')(.) are currently lacking. 
(Autoregressive spectral estimation is sometimes misleadingly called maxi- 
mum entropy spectral estimation; see [4] for a discussion about this mis- 
nomer.) 

Figure 6 illustrates the construction of a prewhitening filter for the 
wire gauge series. The dots in plot (a) depict the same direct spectral 

-80 I I 1 '  I 
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FIG. 6. Determination of a prewhitening filter. 
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estimate as shown in Figure 5(b). This estimate is essentially leakage 
free and hence serves as a “pilot estimate” for comparing different 
prewhitening filters. Using Burg’s algorithm, we computed autoregressive 
spectral estimates for various orders p via Eq. ( 1  1.14). The thin and 
thick solid curves in plot (a) show, respectively, the AR(2) and AR(4) 
estimates. The AR(4) estimate is the estimate with lowest order p that 
reasonably captures the structure of the pilot estimate over the frequency 
range of main interest (namely, 0.4 to 4.0 Hz); moreover, use of these 
values of & to form a prewhitening filter yields a prewhitened series 
W,, t = 5 ,  . . . , 4096, with a sdf that has no regions of large power 
outside of 0.4 to 4.0 Hz. The periodogram of W, appears to be leakage 
free for f between 0.4 and 4.0 Hz. The spectral estimate in plot (b) is 
SF I ( - ) ,  the result of postcoloring the periodogrdm &’(-) (i.e., dividing 
& ’ ( f )  by 11 - C;=I+ke-’2nPJr12).  Note that &’(.) generally agrees well 
with the leakage-free pilot estimate in plot (a). 

We close this section with three comments. First, the prewhitening 
procedure we have outlined might require a fairly large-order p to work 
properly and can fail if &(.) contains narrow-band features (i.e., line 
components). Low-order AR processes cannot capture narrow-band fea- 
tures adequately-their use can yield a prewhitened process with a more 
complicated sdf than that of the original process. Additionally, Burg’s 
algorithm is known to be problematic for certain narrow-band processes 
for which it will sometimes incorrectly represent a line component as 
a double peak (this is called spontaneous line splitting). The proper way 
to handle narrow-band processes is to separate out the narrow-band 
components and then deal with the resulting “background” process. One 
attractive method for handling such processes uses multitapering (for 
details, see [6],  Section XIII, or [4], Sections 10.11 and 10.13). 

Second, in our example of prewhitening we actually introduced leakage 
into the very low-frequency portion of the sdf. To see this fact, note 
that the spectral level of the prewhitened estimate of Figure 6(b) near 
f = 0 is about 10 dB higher than those of the two direct spectral 
estimates in Figure 5. This happened because we were interested mainly 
in creating a prewhitening filter to help estimate the sdf from 0.4 to 
4.0 Hz. An AR(4) filter accomplishes this task, but it fails to represent 
the very low-frequency portion of the sdf at all (see Figure 6(a)). As a 
result, the prewhitened series { W,) has an sdf that is evidently deficient 
in power near 0 frequency and hence suffers from leakage at very low 
frequencies. Use of a much higher order AR filter (say, p = 256) can 
correct this problem. 

Finally, we note that, if prewhitening is not used, we define W, to 
be equal to X, and set p equal to 0 in what follows. 
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11.2.3 Variance Reduction 

A cursory examination of the spectral estimates for the wire gauge series 
in Figures 5 and 6 reveals substantial variability across frequencies, so much 
so that it is difficult to discern the overall structure in the spectral estimates 
without a fair amount of study. All direct spectral estimators suffer from 
this inherent choppiness, which can be explained by considering the distribu- 
tional properties of &P( f). First, iff is not too close to 0 orhW and if S ,  (.) 
satisfies a mild regularity condition, then 2 & ! ) ( f ) / S , , , ( f )  x:; i.e., the rv 
2&9( f ) / S ,  ( f )  is approximately equal in distribution to a chi-square rv with 
2 degrees of freedom. If tapering is not used,fis considered “not too close” 
to 0 orXN) if l/(n - p)At <f<hN) - l / ( n  - p) At; if tapering is used, we 
must replace I/(n - p )  At by a larger term, reflecting the increased width 
of the central lobe of the spectral window (for example, the term for the 
Hanning data taper is approximately 2/(n - p )  At so f is “not too close” 
if 2/(n - p )  At < f <AN, - 2/(n - p )  At). 

Since a chi-square rv xt with v degrees of freedom has a variance of 2u, 
we have the approximation V [&$( f ) ]  = S2, (f). This result is independent 
of the number of W, we have: unlike statistics such as the sample mean of 
independent and identically distributed Gaussian rvs, the variance of 
&(f) does not decrease to 0 as the sample size n - p gets larger (except 
in the uninteresting case S d f )  = 0). This result explains the choppiness 
of the direct spectral estimates shown in Figures 5 and 6. In statistical 
terminology, S $ J < ~ >  is an inconsistent estimator of ~ d f ) .  

We now outline three approaches for obtaining a consistent estimator of 
S,(f). Each approach is based upon combining rvs that, under suitable 
assumptions, can be considered as approximately pairwise uncorrelated 
estimators of S ,  (f). Briefly, the three approaches are to 

1. smooth & ( f )  across frequencies, yielding what is known as a lag 
window spectral estimator; 

2.  break (XI) (or (W,)) into a number of segments (some of which can 
overlap), compute a direct spectral estimate for each segment, and then 
average these estimates together, yielding Welch’s overlapped segment 
averaging (WOSA) spectral estimator; 

3 .  compute a series of direct spectral estimates for (W,) using a set of 
orthogonal data tapers and then average these estimates together, yielding 
Thomson’s multitaper spectral estimator. 

Lag Window Spectral Estimators A lag window spectral estimator 
of S , ( - )  takes the form 

i$F ( f )  = I””’ W,(f - f’) it? ( f ’ )  df’ 
-AN1 

(1 1.15) 
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where W,,,(*) is asmoothing window whose smoothing properties are controlled 
by the smoothing parameter m. In words, the estimator &’J(.) is obtained by 
convolving a smoothing window with the direct spectral estimator s$)(.>. A 
typical smoothing window has much the same appearance as a spectral win- 
dow. There is acentral lobe with a width that can be adjusted by the smoothing 
parameter m: the wider this central lobe is, the smoother &I(*) will be. There 
can also be a set of annoying sidelobes that cause smoothing window leakage. 
The presence of smoothing window leakage is easily detected by overlaying 
plots of &YI(*) and &?(-) and looking for ranges of frequencies where the for- 
mer does not appear to be a smoothed version of the latter. 

I f  we have made use of an AR prewhitening filter, we can then postcolor 
kG)(.) to obtain an estimator of S, (*), namely, 

The statistical properties of i‘& I(-) are tractable because of the following 
large sample result. If is(-) is in fact the periodogram (i.e., we have not 
tapered the values of W J ,  the set of rvs i $ ) ( j / ( n  - p )  A t ) , j  = 1 ,  2, . . . , 
J ,  are approximately pairwise uncorrelated, with each rv being proportional 
to a x: rv (here J is the largest integer such that J/(n - p) c l/2). If we 
have used tapering to form S$(*), a similar statement is true over a smaller 
set of rvs defined on a coarser grid of equally spaced frequencies-as the 
degree of tapering increases, the number of approximately uncorrelated rvs 
decreases. Under the assumptions that the sdf Sd*) is slowly varying across 
frequencies (prewhitening helps to make this true) and that the central lobe 
of the smoothing window is sufficiently small compared to the variations 
in S,J-) ,  it follows that $$J( f )  in Eq. ( I  1.15) can be approximated by a 
linear combination of uncorrelated x: rvs. A standard “equivalent degrees 
of freedom” argument can be then used to approximate the distribution of 
$2 I ( f ) .  (see Eq. ( 1  I .  17) later). 

There are two practical ways of computing &Y ’(a). The first way is todiscre- 
tize Eq. ( 1  1.15), yielding an estimator proportional to a convolution of the 
form C, W,,,( f - f;) S$) (f:), where the values off; are some set of equally 
spaced frequencies. The second way is to recall that “convolution in one Fou- 
rier domain is equivalent to multiplication in the other” to rewrite Eq. ( l l .  15) 
as 

,I - ,’ - I 

i* I (f) = 2 w,.,,, k:fk e - ~ ~ ~ / ~  Ar ( 1  1.16) 

where e& is the acvs estimator given in Eq. ( 1 1.9) corresponding to &?(a), 

and ( w ~ , , , )  is a lag window (this can be regarded as the inverse Fourier trans- 

T =  - O J - , ? - l l  
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form of the smoothing window WJ-)). In fact, because &$(.) is a trigonometric 
polynomial, all discrete convolutions of the form Xk W,( f - f :),!?@( f:) can 
also be computed via Eq. (1  1.16) with an appropriate choice of w , ,  values 
(for details, see [4], Section 6.7). Our two practical ways of computing 
ill".)(*) thus yield equivalent estimators. Unless the discrete convolution is suf- 
ficiently short, Eq. (1 1.16) is computationally faster to use. 

Statistical theory suggests that, under reasonable assumptions, 

(11.17) 

to a good approximation, where u is called the equivalent degrees of freedom 
for &Y(f> and is given by u = 2(n - p)Bw Af/Ch. Here B, is a measure 
of the bandwidth of the smoothing window W,,,(-) and can be computed via 
B, = l/Ar X;zC;,/-,>-, , wf,,,; on the other hand, c h  depends only on the taper 
applied to the values of W, and can be computed via c h  = (n - 
p)vp=,,+, hp. Note that, if we do not explicitly taper, then h, = 
1/ n - p and hence C,, = 1; for a typical data taper, the Cauchy inequality 
tells us  that Ch > 1 (for example, C,, - 1.94 for the Hanning data taper). 
The equivalent degrees of freedom for 3% I( f) thus increase as we increase 
the smoothing window bandwidth and decrease as we increase the degree 
of tapering. Equation ( 1  1.17) tells us that E[$ll".)(f)] = S d f )  and that 
V[&Y(f)] - S % f ) / u ,  so increasing u decreases V[.?P)(f)]. 

The approximation in Eq. (1 1.17) can be used to construct a confidence 
interval for S,( f )  in the following manner. Let q,(a) denote the a X 100% 
percentage point of the xt distribution; i.e., P[xt 5 q,(a)] = a. A 
loo( I - 2a)% confidence interval for S ,  (f) is approximately given by 

(11.18) 

The percentage points q,(a) are tabulated in numerous textbooks or can be 
computed using an algorithm given by Best and Roberts [lo]. 

The confidence interval of ( 1  1.18) is inconvenient in that its length is 
proportional to ill".)( f ). On the other hand, the corresponding confidence 
interval for 10 * log,,,(S,(f)) (i.e., S,( f )  on a decibel scale) is just 

+ 10 ' log,,, (iw (41 
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which has a width that is independent of &F(f). This is the rationale for 
plotting sdf estimates on a decibel (or logarithmic) scale. 

A bewildering number of different lag windows has been discussed in 
the literature (see [3]). Here we give only one example, the well-known 
Parzen fag  window (Parzen [ 111): 

1 - 6f2 + 61?13, 171 5 m/2 
w,.,, = 2(1 - ?Y, mt2 < 171 I m 1. 171 ’ m 

where m is taken to be a positive integer and ? = dm. This lag window 
is easy to compute and has sidelobes whose envelope decays as f - 4  so 
that smoothing window leakage is rarely a problem. To a good approxima- 
tion, the smoothing window bandwidth for the Parzen lag window is 
given by B ,  = 1.85/(mAt). As m increases, the smoothing window 
bandwidth decreases, and the resulting lag window estimator becomes 
less smooth in appearance. The associated equivalent degrees of freedom 
are given approximately by u = 3.71(n - p)/(rnC,,). The Parzen lag 
window for m = 32 and its associated smoothing window are shown 
in Figure 7. 

As an example, Figure 8(a) shows a postcolored lag window estimator 
for the wire wave gauge data (the solid curve), along with the correspond- 
ing postcolored direct spectral estimator (the dots, these depict the same 
estimate as shown in Figure 6(b)). The Parzen lag window was used 
here with a value of m = 237 for the smoothing window parameter 
(the corresponding equivalent degrees of freedom u is 64). This value 
was chosen after some experimentation and seems to produce a lag 
window estimator that captures all of the important spectral features 
indicated by the direct spectral estimator for frequencies between 0.4 

32 0.0 0.5 
‘T f 

FIG. 7. Parzen lag window (a) and the corresponding smoothing window (b) for 
rn = 32. The smoothing window bandwidth is B, = 0.058. 
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FIG. 8. Postcolored Parzen lag window spectral estimate-solid curve on plot 
(a)-and WOSA spectral estimate-solid curve on (b)-for wire wave gauge time 
series. The smoothing window parameter for the Parzen lag window was rn = 237, 
yielding u = 64 equivalent degrees of freedom. The WOSA spectral estimate was 
formed using a Hanning data taper on blocks with 256 data points, with adjacent 
blocks overlapping by 50%. The equivalent degrees of freedom for this estimate 
is u = 59. 

and 4.0 Hz (note, however, that this estimator smears out the peak 
between 0.0 and 0.4 Hz rather badly). We have also plotted a crisscross 
whose vertical height represents the length of a 95% confidence interval 
for 10 - log,,(S,(f)) (based upon the postcolored lag window estimator) 
and whose horizontal width represents the smoothing window bandwidth 
B w  

Let us now consider the second common 
approach to variance reduction, namely, Welch's overlapped segment aver- 
aging (Welch [ 121; Carter [ 131 and references therein). The basic idea is to 
break a time series into a number of blocks (i.e., segments), compute a 
direct spectral estimate for each block, and then produce the WOSA spectral 
estimate by averaging these spectral estimates together. In general, the 
blocks are allowed to overlap, with the degree of overlap being determined 
by the degree of tapering-the heavier the degree of tapering, the more the 
blocks should be overlapped (Thomson [14]). Thus, except at the very 
beginning and end of the time series, data values that are heavily tapered 
in one block are lightly tapered in another block, so intuitively we are 

WOSA Spectral Estimators. 
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recapturing “information” lost due to tapering in one block from blocks 
overlapping it. Because it can be implemented in a computationally efficient 
fashion (using the fast Fourier transform algorithm) and because it can 
handle very long time series (or time series with a time varying spectrum), 
the WOSA estimation scheme is the basis for many of the commercial 
spectrum analyzers on the market. 

To define the WOSA spectral estimator, let n, represent a block size, 
and let h , ,  . . . , h,,, be a data taper. We define the direct spectral 
estimator of S , ( f )  for the block of n, contiguous data values starting 
at index I as 

I 

(there is no  reason why we cannot use a prewhitened series { W,) here rather 
than X,, but prewhitening is rarely used in conjunction with WOSA, perhaps 
because block overlapping is regarded as an efficient way of compensating 
for the degrees of freedom lost due to tapering). The WOSA spectral 
estimator of S x ( f )  is defined to be 

(11.19) 

where nR is the total number of blocks and s is an integer shift factor satisfying 
0 < s 5 n, and s(n, - 1 )  = n - n, (note that the block f o r j  = 0 uses data 
values XI,  . . . , X ,,,, while the block for j = nR - 1 uses 
XI-,,,+ I ,  . . . * X J .  

The large sample statistical properties of $yJ)( f) closely resemble those 
of lag window estimators. In particular, we have the approximation that 
v$y i5cJ) ( f ) lSx ( f )  A xt, where the equivalent degrees of freedom v are 
given by 

(here h, = 0 by definition for all t > rzY). If we specialize to the case of 
50% block overlap (i.e., s = nJ2) with a Hanning data taper (a common 
recommendation in the engineering literature), this can be approximated by 
the simple formula v - 36ny( 19n, - 1). Thus, as the number of blocks 
n, increases, the equivalent degrees of freedom increase also, yielding a 
spectral estimator with reduced variance. Unless S, (-) has a relatively fea- 
tureless sdf, we cannot, however, make n, arbitrarily small without incurring 
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severe bias in the individual direct spectral estimators mainly due to loss 
of resolution. (For details on the above results, see [4], Section 6.17.) 

Figure 8(b) shows a WOSA spectral estimator for the wire wave gauge 
data (the solid curve). This series has n = 4096 data values. Some experi- 
mentation indicated that a block size of n, = 256 and the Hanning data 
taper are reasonable choices for estimating the sdf between 0.4 and 4.0 Hz 
using WOSA. With a 50% block overlap, the shift factor is s = n,/2 = 

128; the total number of blocks is nB = k n  - n,) + 1 = 31; and v ,  the 
equivalent degrees of freedom, is approximately 59. The 3 1 individual direct 
spectral estimates that were averaged together to form the WOSA estimate 
are shown as the dots in Figure 8(b). 

We have also plotted a “bandwidthkonfidence interval” crisscross similar 
to that on Figure 8(a), but now the “bandwidth” (i.e., the horizontal width) 
is the distance in frequency between approximately uncorrelated spectral 
estimates. This measure of bandwidth is a function of the block size n, and 
the data taper used in WOSA. For the Hanning taper, the bandwidth is 
approximately 1.94/(nS Ar). The crisscrosses in Figures 8(a) and 8(b) are 
quite similar, indicating that the statistical properties of the postcolored 
Parzen lag window and WOSA spectral estimates are comparable: indeed, 
the actual estimates agree closely, with the WOSA estimate being slightly 
smoother in appearance. 

An interesting alternative to either 
lag window or WOSA spectral estimation is the multitaper approach of 
Thomson [6]. Multitaper spectral estimation can be regarded as a way of 
producing a direct spectral estimator with more than just two equivalent 
degrees of freedom (typical values are 4 to 16). As such, the multitaper 
method is different in  spirit from the other two estimators in that it does 
not seek to produce highly smoothed spectra. An increase in degrees of 
freedom from 2 to just 10 is enough, however, to shrink the width of a 
95% confidence interval for the sdf by more than an order of magnitude 
and hence to reduce the variability in the spectral estimate to the point 
where the human eye can readily discern the overall structure. Detailed 
discussions on the multitaper approach are given in [6] and Chapter 7 of 
[4]. Here we merely sketch the main ideas. 

Multitaper spectral estimation is based upon the use of a set of K 
data tapers {hr,k: r = 1 ,  . . . , n}, where k ranges from 0 to K - 1. 
We assume that these tapers are orthonormal (i.e., Z.:’=I h,,,h,, = 1 if j 
= k and 0 if j # k). The simpliest multitaper estimator is defined by 

Multitaper Spectral Estimators. 
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(Thomson [6] advocates adaptively weighting the sf:;)( f )  rather than simply 
averaging them together). A comparison of this definition for &;j)(.) with 
Eq. ( 1  I .8) shows that &’;)(*) is in fact just a direct spectral estimator, so 
the multitaper estimator is just an average of direct spectral estimators 
employing an orthonormal set of tapers. Under certain mild conditions, 
the orthonormality of the tapers translates into the frequency domain as 
approximate independence of each individual ST’)( f ) ;  i.e., $r;;l)( f) and 
it;)( f )  are approximately independent forj  # k. Approximate independence 
in turn implies that 2K $ p ( f ) / S , ! f )  2 xiK approximately, so that the 
equivalent degrees of freedom for S p ’ ( f )  is equal to twice the number of 
data tapers employed. 

The key trick then is to find a set of K orthonormal sequences, each one 
of which does a proper job of tapering. One appealing approach is to return 
to the concentration problem that gave us the dpss taper for a fixed resolution 
bandwidth 2W If we now refer to this taper as the zeroth-order dpss taper 
and denote it by { h, , , , ) ,  we can recursively construct the remaining K - 1 
“higher or&r” dpss tapers { as follows. For k = 1 ,  . . . , K - 1, we 
define the kth-order dpss taper as the set of n numbers { l ~ , , ~ :  t = I ,  . . . , 
n )  such that 

1.  ( h f , A )  is orthogonal to each of the k sequences {h, , , , } ,  . . . , {h,,A. , }  
(i.e.,xy=, h,,,h,,, = O f o r j  = 0, , . . , k - 1);  

2. ( h , , k )  is normalized such that xy=, h:, = 1; 
3. subject to conditions 1 and 2, the spectral window HA(.) corresponding 

lW x(f) df / p” %.(f) df = X,(n, W )  

In words, subject to the constraint of being orthogonal to all lower order 
dpss tapers, the kth-order dpss taper is “optimal” in the restricted sense 
that the sidelobes of its spectral window are suppressed as much as possible 
as measured by the concentration ratio. Methods for calculating the dpss 
data tapers are discussed in [41, Chapter 8. 

In a series of papers, Slepian [ 151 (and references therein) has extensively 
studied the nature of dpss. One important fact he discusses is that the 
concentration ratio X,(n, W) strictly decreases as k increases in a manner 
such that hk(n, W) is close to unity for k c 2nW Ar, after which it rapidly 
approaches 0 with increasing k (the value 2n W Ar is sometimes called the 
Shannon number). Since Xk(n, W) must be close to unity for (h , ,&)  to be a 
decent data taper, multitaper spectral estimation is restricted to the use of 
at most-and, in practice, usually less than-2n W At orthonormal dpss 
tapers. 

to ( maximizes the concentration ratio 

- w  - / i t# ,  



UNlVARlATE TIME SERIES 337 

An example of multitaper spectral estimation is shown in Figure 9. 
The lefthand column of plots shows the kth-order dpss data tapers for 
n = 4096, nW = 4/Ar, and k ranging from 0 (top plot) to K - 1 = 

5 (bottom plot). The thin horizontal lines in each of these plots indicate 
the zero level, so, whereas the zeroth-order dpss is strictly positive 
everywhere (but quite close to 0 near t = 1 and t = n), the higher 
order tapers assume both positive and negative values. Note also that 
the zeroth-order taper heavily downweights values of the time series 
close to t = 1 and r = n, but that these values are given successively 
more weight by the higher order tapers (one interpretation of multitapering 
is that the higher order tapers are recapturing information “lost” when 
but a single data taper is used). The solid curve in Figure 9(b) shows 
a multitaper spectral estimate $p’)(-) for the wire wave gauge data based 
upon these 6 dpss tapers, whereas the dots show the six individual direct 
spectral estimates ifi)(*). Note that the number of tapers that we have 
used is below the Shannon number 2nW Ar = 8 and that v, the equivalent 
degrees of freedom, is here 2K = 12. The multitaper spectral estimate 
is much choppier in appearance than either the lag window spectral 
estimate of Figure 8(a) or the WOSA estimate of Figure 8(b), both of 
which have a markedly higher number of equivalent degrees of freedom 
(v = 64 and u = 59, respectively). Nonetheless, the variability in the 
rnultitaper spectral estimate is small enough so that the eye can readily 
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FIG. 9. Multitaper spectral estimation. 
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detect the overall structure (cf. &,)(-) with the two spectral estimates in 
Figure 5), and because it is not highly smoothed, the multitaper estimate 
does markedly better at capturing the spectral structure near f = 0. 

Based upon performance bounds, Bronez [ 161 argues that the multitaper 
spectral estimator has statistical properties that are superior to WOSA 
for sdfs with very high dynamic ranges (more research is required, 
however, to verify that these bounds translate into an actual advantage 
in practice). In comparison to prewhitening, multitapering is useful in 
situations where leakage is a concern but it is not practical to carefully 
design prewhitening filters (this occurs in, for example, exploration 
geophysics due to the enormous volume of time series routinely collected). 
Finally, we note that Thomson and Chave [I71 describe an appealing 
scheme in which multitapering is used in conjunction with WOSA. 

11.2.4 Evaluating the Significance of Spectral Peaks 

A common use for spectral analysis is the detection of a periodic 
signal in the presence of noise. In the simpliest case, we assume that 
the periodic signal is a sinusoid and that the noise is additive zero mean 
white noise { W , ) ;  i.e., we assume that our time series can be modeled 
as 

X, = D c o s ( 2 ~ 5 t A t  + 4) + W,, t = I ,  . . . , n 

where D, f,, and 4 are constants. Suppose first that the frequency5 of the 
sinusoid is known a priori to be equal to the Fourier frequency U(nAf), 
where 1 is an integer such that 0 < l/n < 1/2. We wish to test the null 
hypothesis that D is 0 (i.e., that our time series in fact does nor contain a 
significant sinusoidal component at the proposed frequencyf,). Let J be the 
largest integer such that J/n < 1/2, and let A = j / ( n A t )  for j = 1, . . . , J 
be the set of all nonzero Fourier frequencies less than AN). If the null 
hypothesis is true and if ( W , }  is a Gaussian process, then the set of periodo- 
gram ordinates &I( fl), s(/>)( f2), . . . , &)( f’) constitute a set of independent 
and identically distributed xf rvs multiplied by the constant V( W,) /2 .  The 
ratio 

( J  - l ) i q  5, / c ( J )  
1 :  I . .  . , J 

j # /  

thus follows an F z , z ( j - , )  distribution under the null hypothesis. Under the 
alternative hypothesis D f 0, the periodogram ordinate g(/’)( 5)  will tend to 
be large, and hence the preceding ratio will also tend to be large. We thus 
reject the null hypothesis at level of significance 01 if the ratio exceeds the 
upper ( I  - 01) x 100% percentage point of the F z . r ( J - l ,  distribution. In 
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general, this percentage point for an F,, distribution is given by k(1 - 

This test statistic can be easily modified to handle a periodic nonsinusoidal 
signal with known period llfi. In general, such periodic signals can be 
written as a linear d i n a t i o n  of sinwsoids with fsequenciesf,, 2J, 35, . . . , 
wheref, is known as thefundamentalfrequency of the signal and (k + l x  
is called the kth harmonicfrequency. For example, suppose that the signal 
can be assumed a priori to be represented by a fundamental frequency f, 
and its first harmonic 2J with 2J < 142 At); i.e., because 2J = A,, our 
assumed model is 

X, = D, cos(2nJt At + +,) + D, cos(27~fi,t At + &) + W, 

P ) / ( 2 a 2 9 .  

We can then test the null hypothesis D, = D, = 0 using the ratio 

( J  - 2) [.%fi) + S.)(f,,)I 12 2 S Y J ; )  
1'1. . J 

, # / . 1 # 2 1  

Under the null hypothesis, this ratio follows an F4,2(J-2) distribution. We 
thus reject the null hypothesis with level of significance CY if the preceding 
ratio exceeds the upper (1 - a) X 100% percentage point of this 
distribution. 

Suppose now that we do not know a priori the period of the potential 
signal in our time series, but that the periodogram for XI, X,,  . . . , X ,  
has apparent large values at one or more Fourier frequencies. To assess 
whether these large values are ascribable to just random fluctuations, 
we can use Fisher's g statistic, defined by 

Under the null hypothesis that our time series is a portion of a realization 
of a Gaussian white noise process, Fisher [I81 derived the exact distribution 
for g. In practice, a simple approximation to this distribution tells us to 
reject the null hypothesis at the (approximate) level of significance a if 
g exceeds the value 1 - (a /J) ' / 'J - l ) .  Siege1 [19] proposed a test statistic 
similar to Fisher's test, with the key modification that it considers all 
large values of the periodogram and hence is more powerful against an 
alternative hypothesis of multiple sinusoidal components plus Gaussian 
white noise (for details, including some simple approximations to the 
percentage points for Siegel's test, see [4], Section 10.9). 

The three statistical tests we have briefly discussed so far can all 
give misleading results when the additive noise { W,} cannot reasonably 
be assumed to be white noise. An appealing approach in this case is 
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to use Thomson's multitaper F-test, which is based the notion of frequency 
domain regression analysis. Details concerning-and examples of the use 
of-this test are given in [6] and Sections 10.11 and 10.13 of [4]. 

11.3 Bivariate Time Series 

11.3.1 Basic Concepts 

Let us now consider the bivariate real-valued stationary process (X,, 
Y , )  (see Chapter 3 of this book). We assume that the univariate real- 
valued stationary processes ( X I ]  and ( Y , }  are both zero mean processes 
with sdfs given by, respectively, S , ( - )  and S,(.).  Under these conditions, 
the cross-spectral properties of { X , ,  Y , ]  are given by the cross spectrum 
(sometimes called the cross spectral density function), which can be 
written as 

m 

S x , ( f )  = At C C,,XYe-"Tfi-\l, - A N ,  S f ' A N ,  (11.20) 
T =  - m  

(see Eq. ( 1 1.3), where ( C,,x,) is the cross covariance sequence (ccvs) defined 
by 

C,.x, = Cov(Xi, Yr+,) = E(XrYi+,) 

To learn what the cross spectrum can tell us, let us consider a specific 
example appropriate for the bivariate wave height time series described 
in Section 1 1 . 1  and shown in Figure 1 .  Let (0,) be a zero mean 
stationary process (with sdf S , ( . ) )  that represents the true height of the 
ocean waves at the wire wave gauge. Because of instrumentation noise, 
what the wire wave gauge actually records at index t is X, = 0, + 
U,, where we assume that {U,) is a zero mean stationary process (with 
sdf S ,  (-)) that represents the instrumentation noise and is pairwise 
uncorrelated with (0,) (i.e., C,, , ,  = E(O,U,+,) = 0 for all 7). At the 
infrared wave gauge, we assume that we measure ( Y,), which is the 
sum of a displaced version of { O r )  and a separate instrumentation noise 
process ( V , ) ;  i.e., Y, = Or+/  + V,, where I is a fixed integer, and ( V,) 
is a zero mean stationary process (with sdf S,(.)) that is pairwise 
uncorrelated with both (0,) and the other instrumentation noise process 
{ U,) (i.e., C,,,, = 0 and C,.,, = 0 for all 7 ) .  Note that, if l c 0, we 
can say that the process ( Y,]  lags the process ( X , )  by - l At time units 
because both X,+, and Y, depend on O , + ,  and the index t + 1 occurs 
before the index t .  Conversely, if 1 > 0, we say that (Y, )  leads the 
process ( X , )  by l A t  time units. 
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If we denote the acvss for ( O f ) ,  ( U , }  and { V , }  by, respectively, (CT.,}, 
( C,,u), and { C,."}, then the ccvs for (X,, Y , }  is given by 

c,,,, = E(X,Y,+,)  = E[(Of + U,)(O,+,+T + Vf+JI = G+,, 
i.e., the ccvs is just a shifted version of the acvs for ( O f } ,  and the 
amount of the shift is just given by the lead or lag factor 1. The cross 
spectrum for ( X , ,  Y , }  is just S , d f )  = e '2gf7AfS0(f ) .  Note that this cross 
spectrum expresses the commonality between ( X , )  and ( Y , } ;  i.e., it does 
not depend on either { U,} (which is part of ( X , }  but not of ( Y , } )  or 
( V , )  (part of ( Y , }  but not {X,}). 

f )  in this simple example, we can deduce 
that, whereas the sdf is always real valued, the cross spectrum is in 
general complex valued. This fact makes it difficult to interpret S,,(*) 
and leads us to search for quantities related to it, but easier to deal 
with. If we express the conjugate of S,,(f)  in terms of its real and 
imaginary components, i.e., S , , ( f )  = R,,(f) - i I x y ( f ) ,  we can define 
the cospectrum RXY( . )  and the quadrature spectrum I , , ( - ) ;  on the other 
hand, if we express S,,(f)  as its absolute value times a complex 
exponential, i.e., S,,(f) = A,,(f)e'+x& with A , , ( f )  = ISxy( f ) l ,  we can 
define the cross amplitude spectrum AX,( . )  and the phase spectrum +,,(-). 
Note that, if in fact IA,,(f)l = 0, then +,,(f) is ill-defined; if IAxy(f)l > 
0, then +,,(f) is defined only up to an integer multiple of 2 ~ .  In 
contrast to S, , (*) ,  the derived functions R X Y ( - ) .  I , , ( - ) ,  and A,,(.) are all 
real valued and hence can at least be plotted easily. The function +,,(.) 
is also real valued, but the " 2 ~ "  ambiguity in its definition makes 
plotting it somewhat problematic (see the discussion in the next section). 

Let us now see what these derived functions are for our simple ocean 
wave example. Since then S , , ( f )  = e'2TflL\fS,(f) ,  we have R,,(f) = 

cos (2~.fZAt)S,(f), IXyW = -sin (2.rrJAt)SO(f), A d f )  = S,( f ) ,  and 
assuming that A x y ( f )  > 0, +,,(f)  = 2 ~ f l A t .  For this example, the cross 
amplitude spectrum and the phase spectrum are most easily interpreted: the 
former is just the sdf for the ocean wave process { O f ) ,  while the latter 
is linear with a slope proportional to the lead or lag factor 1. In general, 
if it exists, the function that by - ( 1 / 2 ~ )  ( d + , , ( f ) / d f )  is called the 
group delay (or the envelope delay; see (31, p. 664). In our example, 
the group delay is equal to -1At at all frequencies, but in general it 
depends upon the frequency $ 

Whereas the cospectrum, quadrature, cross amplitude, and phase spectra 
and the group delay can all be derived solely from the cross s ectrum, 

depends on both the cross spectrum and the sdf's for { X , )  and [ Y , } .  If 
we write the spectral representations for ( X , ]  and ( Y , }  as 

Because S,, ( f )  = el2'" f l  

the complex coherency, defined as w,,(f) = S , , ( f ) /  + S , ( f ) S , ( f ) ,  
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(see [3], p. 661 ). The complex coherency is thus a complex-valued frequency 
domain correlation coefficient that measures the correlation in the random 
amplitudes assigned to the complex exponentials with frequency f in the 
spectral representations for (X,) and ( Y , ) .  Since i t  is a complex-valued 
correlation coefficient, we must have 0 5 Iw,,(f)l? 5 1.  The quantity 
lwx,,(f)12 is called the magnirude squared coherence (msc) at the frequency 
j :  Note that 

i.e., the msc is a normalized version of the square of the cross-amplitude 
spectrum. The msc essentially captures the “amplitude” part of the cross 
spectrum, but completely ignores its phase, so the msc and the phase spec- 
trum together are useful real-valued summaries of the “information” in the 
complex-valued cross spectrum. 

To derive the msc for our ocean wave example, we first note that, 
because ( O f ] ,  { U , ) ,  and ( V,) are pairwise uncorrelated processes, the 
sdfs for ( X , )  and ( Y,) can be expressed as, respectively, S x ( f )  = S,, ( j )  
+ S,,(f) and S y ( f >  = S,,(f) + S,( f ) .  The msc for { X I ,  Y , }  is thus 
given by 

lwxy ( f ) ”  = 141 + SU( f ) /S , ) ( f ) I  I1 + SJf) /S, , ( f ) I  

which tells us that the msc is 

1 .  

2. 

3. 

4. 

equal to 0 if S , ( f )  = 0 while either S,(f) > 0 or Sdf)  > 0 (because 
then the variability in (X,) and ( Y,)  at frequencyfis due to instrumenta- 
tion noise, assumed to be uncorrelated between gauges); 
close to 0 if either S,(f) of Sdf) is large compared to S,(f) (because 
then the variability at f i n  at least one of the component processes of 
{ X , ,  Y,)  is mainly due to instrumentation noise); 
close to unity if both S J f )  and S d f )  are small compared to S , ( f )  
(because then the variability in both ( X , )  and ( Y , )  at f is mainly due to 
the variability in (0,); 
unity if, for example, both U, = 0 and V,  = 0 for all r (because then 
{ Y,) is just a time-shifted version of { X , ) ) .  
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All of this lends credence to the interpretation of the msc as a measure of 
the correlation between { X , )  and { Y , }  at particular frequencies. 

11.3.2 Bivariate Spectral Estimation 

We now turn to the problem of estimating the cross spectrum and various 
functions derived from it. Our estimates are based upon a bivariate time 
series that can be regarded as a realization of a portion X,, Y,. t = 1, . . . , 
n, of the bivariate stationary process { X , ,  Y , }  with cross spectrum S,,(-) and 
sdfs S,(.) and S,(*). In view of Eq. (l1.20), an “obvious” estimator for 
S,df) is the cross periodogram given by 

I , -  I 

$’; ( f )  = At C e;Viy . - 1 2 n h A r  

7 = - ( , 3 - l \  

(see the periodogram of Eq. ( 1  1 S), where & J y  = x, X,Y,+,  (here the 
summation ranges from t = 1 to r = n - T for nonnegative values of T 

and from t = 1 - T to t = n for negative values of 7). Note that this 
expression for &‘iy implicitly assumes that both { X I }  and ( Y , )  are known 
a priori to be zero mean processes-if this is not the case, the common 
practice is to use X ,  - X and Y, - Y in place of X, and Y, in all computational 
formulae, where x and r are the sample means. In analogy to Eq. ( 1  1.6), 
the cross periodogram can also be written as 

where the asterisk denotes complex conjugation. 
Unfortunately, the bias and variance properties of the cross periodogram 

are as poor as those of the periodogram, so &’,!(f) must be used with great 
caution. For example, suppose we use the cross periodogram along with 
the individual periodograms to form the “obvious” estimator for the msc, 
namely, f&’xf)12 / &’)( f) $?( f )  . Because of Eq. ( 1  1.2 1 )  and ( 1 1.6), we 
have 

so that the “obvious” estimator for the msc is in fact always unity! 
Priestley [3], p. 708, gives a reasonable explanation for this seemingly 
unreasonable result; namely, that the frequency domain correlation coeffi- 
cient /wxyi f )12 is essentially being estimated using just a single observation 
of a bivariate frequency domain process at frequency $ It is thus 



344 SPECTRAL ANALYSIS OF UNIVARIATE AND BlVARlATE TIME SERIES 

vital to reduce the inherent variability in the cross periodogram if the 
corresponding msc estimator is to make any sense. In principle, variance 
reduction can be achieved using straightforward extensions of the ap- 
proaches discussed in Section 1 1.2.3 for univariate sdf estimation; namely, 
smoothing across frequencies, WOSA, and multitapering. In practice, 
however, WOSA and multitapering are the methods of choice because 
of subtle (but surmountable) problems that can arise when smoothing 
across frequencies (in addition, Walden [20] demonstrates an improvement 
in msc estimation using multitapering instead of smoothing across frequen- 
cies). For brevity, we consider just the multitaper estimator (see Carter 
[13] for details on WOSA; Thomson and Chave [17] discuss WOSA, 
multitapering, and a combination of the two methods). 

The simpliest multitaper estimator of the cross spectrum is given by 

where, as before, ( h , , k )  is the kth-order dpss data taper for a sequence 
of length n and a fixed resolution bandwidth 2W As in the univariate 
case, each data taper is designed to prevent leakage, whereas the use 
of multiple tapers yields an estimator of the cross spectrum having less 
variability than the cross periodogram. The number of equivalent degrees 
of freedom for &';I( f )  is v = 2K. The corresponding multitaper estimators 
for the cospectrum and related quantities follow directly from their 
definitions. For example, the estimators for the phase spectrum and the 
msc are given by $Wb(f) = arg (&p(f)) and Ih$';)(f)l* = 

I.?$';)( f)12/.?r;,lT f);'p)( f). In the expression for +$'p( f), we can assume 
that the "arg" function returns a value between -7r and 7r so that 
&';)(f) assumes values modulo 27r and hence can be discontinuous as 
phases pass over the 57r boundaries. These discontinuities can hinder 
ascertaining whether or not the phase spectrum varies linearly with 
frequency (an indication of a lead or lag relationship between { X I }  and 
[ Y T } ) .  To avoid these difficulties, Priestley [3], p. 709, advocates plotting 
&$'tJ(f), &$';)(f) +   IT and &y;)(f) - 2.rr versus f all together. 

Figure 10 summarizes a bivariate spectral analysis of the wire wave 
gauge time series (X,) of Figure l(a) and the infrared wave gauge time 
series ( Y , )  of Figure l(b). The thick solid curve in Figure 1O(c) is a 
reproduction of the multitaper spectral estimate i p f b (  f )  shown previously 
in  Figure 9(b). The thin solid curve is the corresponding estimate 
$!"l)(f) for the infrared wave gauge time series. The two spectral estimates 
agree almost perfectly between the frequencies f = 0.04 Hz and f = 
0.34 Hz (these frequencies are marked by two thin vertical lines) and 
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FIG. 10. Bivariate spectral analysis (see text for details). 

reasonably well between f = 0.34 and f = 0.97, beyond which the 
level of Sp)(f)  is consistently higher than that of &'!)( f). This finding 
is in agreement with the fact that the infrared wave gauge has substantially 
more measurement noise at high frequencies than does the wire wave 
gauge. The dots in Figure 1O(c) show the multitaper estimate A&!)(.) of 
the cross amplitude spectrum. Recall that, in terms of the simple lead 
or lag model for this data, the cross-amplitude spectrum is just the sdf 
for the common ocean wave process. Again there is very good agreement 
between A&;;"(.) and either .?irnf)(.) or &o(.) at the low frequencies delineated 
by the two thin vertical lines, after which A$$(*) is in general agreement 
with $g',)(*) but not $pr)(.). This finding is consistent with the measurement 
noise at high frequencies for the wire wave gauge being smaller than 
that of the other gauge. There are some small (less than 10 dB) differences 
between &")(*) and AE)(.), particularly between the frequencies f = 0.34 
and f = 1 .O, where A!(!)( f) is consistently lower than iLrnr)(-). Our simple 
lead or lag model would suggest that the common ocean wave process 
{ O , }  is weak at these frequencies compared to local effects, all of which 
are lumped together with instrumentation noise in our simple model. 

The solid curve in Figure lO(a) shows the corresponding estimated msc 
/&$';)(f)12 for 0 I f I 1 Hz (the two thin vertical lines mark the same 
frequencies as the corresponding lines in Figure lO(c)). We can test, at the 
level of significance a, the null hypothesis that the true msc is 0 at frequency 
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f by comparing li?$;1(f)12 to the value 1 - ( Y ” ‘ ~ - ~ ~  and rejecting the null 
hypothesis if li?!#)(f)12 exceeds this value (for details, see [2], p. 284). As 
before, v represents the number of equivalent degrees of freedom associated 
with the spectral estimates. Because we have used K = 6 tapers in the 
multitaper estimates Spr1(-), jY)(*), and @;)(-), we have v = 2K = 12 
degrees of freedom. The thick and thin horizontal lines o n  Figure 10(a) 
define the rejection regions for levels of significance of, respectively, (Y = 
0.01 and (Y = 0.05. We see that the region of nonzero msc is bounded by 
the thin vertical lines marking f = 0.04 Hz and f = 0.34 Hz, between 
which &”)(-), &”’l(.), and A$’;)(-) are all in good agreement (for 1.0 c f c 
4.0, the estimated msc is such that, except at a few isolated frequencies, 
we cannot reject the null hypothesis of zero msc). In terms of our simple 
lead or lag model, the small msc at frequencies higher thanf = 0.34 Hz 
can be attributed to the large instrumentation noise associated with the 
infrared wave gauge. 

Finally, the dots in Figure 10(b) show the estimated phase spectrum 
&’;)( f) versus f for 0 5 f 5 1 Hz, plotted per Priestley’s recommendation 
(the dots for &p(f) 2 2n are smaller than the dots for &Y;)(f)). Again, 
vertical lines delineate the frequencies of apparent nonzero msc, between 
which the estimated phase spectrum increases approximately linearly. A 
linear least squares fit to &‘gJ( f )  versus f at these frequencies yields an 
estimated slope of - 1.02 rad per Hz. In terms of the lead or lag model, 
this slope translates into a lead or lag factor of 1 = -4.9 = - 5  units or 
-1/6 sec since one unit is equal to 1/30 sec. Because I is negative, the 
prevailing ocean waves are arriving at the infrared wave gauge approxi- 
mately 116 sec behind of the wire wave gauge; moreover, because the two 
gauges were 6 m apart, the prevalent direction of the ocean waves is 
approximately perpendicular to a line drawn between the two gauges. Note 
that, in regions where the estimated msc is small, the estimated phase 
spectrum is erratic. This pattern is consistent with well-known approxima- 
tions to the statistical properties of &$‘fl(f), which indicate that it has large 
variability when the true msc is 0 ([3], p. 703). 

Detailed discussions on bivariate spectral analysis can be found in Koop- 
mans 121 and Priestley [3]. Thomson and Chave [I71 describe resampling 
schemes for assessing variability in bivariate spectral estimates. 
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12. WEAK PERIODIC SIGNALS IN POINT PROCESS DATA 

David A. Lewis 
Department of Physics and Astronomy 
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12.1 Introduction 

Data in physics and astronomy often consist of lists of times at which 
events took place. This arises both because of the nature of the detection 
process, often using the photoelectric effect, and from the nature of the 
experiments themselves. In some instances only the average rate of events 
is important and not the detailed time structure. For instance, in both high- 
energy physics and nuclear physics, the prototype measurement is a scatter- 
ing experiment in which an accelerated beam of particles strikes a target 
producing new particles that are detected and counted (see Chapter 15). 
The physically interesting quantity is the cross section for the process, and 
it can be calculated from the average particle production rate. 

In a second type of measurement, the rate at which events take place is 
modulated at one (or perhaps more) frequencies. The strength, frequency, 
phase and perhaps waveform of the modulation must be inferred from the 
list of event times. An even more fundamental question is whether or not 
a signal actually exists in sparse or noisy data. The measurement sensitivity 
is usually limited by either a small number of events or by background 
events (i.e., noise). These limitations, and methods of digging into the noise 
as far as is reasonable are the topics considered here. 

There are many examples of the second type of measurement in atomic 
and laser physics that fall under the broad category of “resonance” experi- 
ments. In particular, “double resonance experiments” in which optical pho- 
tons are detected via photoelectric or “resonance ionization” experiments 
in which single ions are detected generate data consisting of lists of event 
times. In the language of Chapter 3, such data are “point process” data. 
These often have periodic signals, e.g., quantum beats, embedded in them. 
There are examples of these measurements described in [ 11.  The abundance 
of rare isotopic or atomic species can be measured in this way and atomic 
lifetimes, hyperfine structure and magnetic field energy-level splittings can 
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all be determined. A major advantage of these methods is that both optical 
photons and ions can be detected with high efficiency. In resonance experi- 
ments utilizing the Hanle effect, an external magnetic field is used to cause 
excited atoms to precess, which modulates the rate of detected photons [2]; 
analogous measurements in nuclear physics are perturbed angular correla- 
tions as found in gamma-ray spectroscopy [3]. 

However, astrophysics is the field in which the techniques discussed here 
have largely been developed and are applied. In astronomy one almost 
always deals with detected photons, and there is a zoo of cosmic objects 
that exhibit periodic behavior on different time scales. For instance isolated 
neutron stars may have rotational periods as short as a few milliseconds, 
X-ray emitting neutron stars in binary systems typically have neutron star 
spin periods of a few seconds and orbital periods of a few days and white 
dwarf stars may have vibration periods comparable to a day. To a large 
extent, the availability of new telescopes both on the ground and on satellites 
has driven work on statistical methods for detecting weak periodic signals. 
Prompted by the advent of the two high-energy “Great Satellite Observato- 
ries,” the Compton Gamma-Ray Observatory and the Advanced X-Ray 
Astrophysics Facility,’ there is presently much work in this area. 

In this chapter, we concentrate on techniques that are useful and used 
by working scientists. The two basic questions are (1) “Is there a signal in 
the data?” and (2) “If so, what are its strength, phase, etc.?” We will 
spend most of this chapter concentrating on the first question. It is usually 
formulated statistically in terms of two hypotheses. The first hypothesis, 
Ho, is that the data consist simply of noise; and the second, H,,  is that there 
is a signal present along with the noise. The standard procedure is to estimate 
the probability that the apparent signal is really just a fluctuation arising 
from background noise. Let us say that this probability is 0.001. In the 
literature this would be phrased as something like “the chance probability 
for this effect is 0.001.’’ Unfortunately these normally refer only to the 
probability for rejecting the null hypothesis (Ho) when i t  is true. If the 
experimental apparatus and the background were perfectly understood, this 
would be adequate; this is never the case. Statistical tests to show that an 
apparent signal has the right characteristics are rare, though one is discussed 
here. 

The analysis techniques described here grow in complexity as the chapter 
proceeds. It begins in  the next section with a discussion of white noise that, 

‘The Compton Gamma-Ray Obsetrvatory, which was launched in April 1991, has 
already yielded several remarkable astrophysical surpises; we hope the Advanced 
X-Ray Astrophysics Facility will be launched within this decade. 
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by assumption, constitutes the background. The concept of a light curve is 
introduced in the same section. In the subsequent section various statistical 
tests for sniffing out a signal in a large background are described and 
compared. The “power” of a test for finding a signal is strongly dependent 
on the signal light curve, and some comparisons are made on this basis. 
The section ends with a discussion of a self-consistency test useful in 
establishing the reality of a possible signal. In the first part of the chapter 
it is assumed that the frequency of the possible signal is known a priori; 
frequency searches and their effect on test statistics are described in Sec. 
12.5. Finally, the issue of repeated experiments or observations is considered 
in Sec. 12.6. 

12.2 White Noise and Light Curves 

Consider a sequence of events at random times such as detected photons 
from a telescope pointed at blank sky. We assume that whatever stars happen 
to be within the field of view of the telescope have approximately constant 
brightness. If one observes for a time, 1: and the average rate of detected 
photons is r then the probability for finding N events in a particular measure- 
ment is given by the Poisson distribution 

(12.1) (rT)N e - r T  Prob (N events) = - 
N !  

Suppose that these N photons were emitted at times at t ,  . . . tN. At any 
period, p, or corresponding frequency, v = I/p, the times are mapped into 
phases, 8, . . . ON, through 

8, = [2~vt , ]  mod 2.rr 

The phases are uniformly distributed over the interval (0,Zn) provided that 
T >> p .  A rigorous statement of this is Poincare’s theorem, as described in 
Mardia’s book [4]. The probability density of phases for “white noise” is 
simplyf(8) = 1 / 2 ~  with normalization J;r f(8)dO = 1 .  A convenient picto- 
rial representation of one measurement is shown in Fig. 1 ,  in which each 
Bi is shown as a line segment pointing in the appropriate direction. 

Now let us assume that a small fraction of the light that the telescope 
sees is modulated at period p. An concrete example is light from the Crab 
pulsar, which is modulated at about 30 msec, the neutron star rotational 
period. Assume that this object is viewed with a telescope for time 1: which 
might be a few minutes. The probability density x(8) for the phases of 
photons from the pulsar might look something like that shown in Fig. 2(a). 
This is called the light curve of the signal, i.e., it is the basic pulse shape 

(12.2) 
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FIG. 1 .  Part (a) shows a distribution of phases that appear to be consistent with a 
uniform probability density, and part (b) shows a distribution for which the phases 
seem to fall preferentially near 6’ = 71.14 and 6’ = 571.14. 

of the modulating signal. We will always use the term light curve to refer 
to the signul. In this example it would appear that the light might come 
from two hot spots of unequal temperature with one on each side of the 
neutron star. In a realistic measurement in X-ray or gamma-ray astronomy, 
the recorded data is dominated by background, which is ideally uniform at 
the period of interest. In this case thef(0) for measured data would be much 
flatter. If p ,  is the long-run fraction of “signal” events, i.e., photons from 
pulsar, then for the measured data,f(O) is given by 

( 12.3) 

This is illustrated in Fig. 2b. Note that f(0) is proportional to the average 
rate of events occurring at phase 0. 

The next question to be addressed is how one can recognize a weak 
signal in data and how to quantify the probability that it is not just an 
unfortunate statistical fluctuation. 

12.3 Tests for Uniformity of Phase 

How does one determine whether or not a set of phases, 8, . . , eN, is 
uniformly distributed on the interval (0, 2n)? The book by Mardia [4] 
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0 1 2 3 4 S e 
6 

(a) 

FIG. 2. Part (a) shows a possible light curve (signal probability density function) 
for X-rays from a neutron star with two hot spots with different intensity separated 
by r r a d  about the axis of rotation of the star. Part (b) shows the probability density 
that one might measure if the signal were a small fraction of the total number of 
events recorded. 
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describes the classical tests, but newer ones have been developed that are 
often better suited to situations encountered in experimental physics and 
observational astronomy. Some of these are described here.* It should be 
emphasized that a nonuniform distribution of phases does not necessarily 
mean a signal, e.g., instrumental effects might also distort a flat (background) 
light curve. A consistency test is described in Sec. 12.4. 

12.3.1 Epoch folding 

The most direct approach is simply to bin the phases3 and determine if 
the resulting plot is consistent with a flat probability density. If not, the 
null hypothesis can be r e j e~ ted .~  A sample phase histogram is shown in 
Fig. 3. Assuming only background, the number of events in a the j th  bin, 
N,, should be Poisson distributed with a mean that is the same for each bin. 
An appropriate test statistic for uniformity of phase is 

Number 

0 t 2x 

F I G .  3. A set of binned event phases. 

*There are also newer goodness of fit  tests described in Chapter 7 that might prove 
useful. 
’This approach is analogous to “boxcar integration” in electrical engineering. 
41n astronomy this is called epoch folding in that the times are folded modulo the 
suspected period and the resulting phases are binned. 
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(N, - Nln)2 
Nln 

s=c 
j =  I 

(12.4) 

where n is the number of bins and N = C N,. The statistic S is a measure 
of the goodness of fit of the measured data Nj by a flat distribution; anoma- 
lously large values of S indicate a bad fit and hence a possible signal. 
In the limit where Nj is large, the Poisson distribution for N, becomes 
approximately Ga~ss i an .~  In this case S is approximately distributed as 
x$, for a flat probability density. A thorough and well-written discussion 
of this test is an astrophysical context is given in the paper by Leahy et 
al. [51. 

Epoch folding is relatively straightforward, the binned phase distribution 
has a clear interpretation providing an estimate of the light curve and the 
Pearson x 2  test is easy to apply. In the event that the shape of the light 
curve is known beforehand, the maximum likelihood method (Chapter 8) 
can be used to find the “best” fit for a measured set of binned phases by 
treating the long-run fraction of signal events ( P , ~ )  as a parameter that 
maximizes the likelihood function. 

Epoch folding has significant disadvantages in that both the bin width 
and the placement of the bin edges are up to the person doing the analysis. 
If there is some evidence of a peak in the phase distribution, there is a 
strong psychological tendency to choose the bin width and edge positions 
to maximize the number of counts in the bin near the peak. Thus the apparent 
significance of a possible signal in a data set depends on the details of the 
analysis. For instance, there were several detections of the X-ray emitting 
star, Cygnus X-3, at photon energies greater than 10I2eV that were based 
on epoch folding. These have been vigorously criticized by Chardin and 
Gerbier 161 in that relatively insignificant effects in data can appear quite 
significant if the bin width and edge locations are chosen to optimize 
evidence for a putative effect. 

12.3.2 Rayleigh Test 

The Rayleigh test [7] is free of the binning uncertainties associated with 
epoch folding. Furthermore, it is simple to apply and computationally fast.6 
It is also a good conceptual starting point for introducing the Zi-test and 
H-test described later. The most complete reference is Mardia’s book, and 
the test was introduced in a astronomical context by Gibson et al. [9]. The 

3 e e  Chapter 2. In practice it is usually sufficient to have the mean N, greater than 
about 10. 

is somewhat analogous to lock-in detection [8] in electrical engineering. 
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FIG. 4. The sum of 30 phasors. 

concept is illustrated in Fig. 4, where phasors (unit two-dimensional vectors) 
representing the 0, are summed vectorially. 

If there is a preferred phase, the sum of the phasors will tend to point 
in the corresponding direction, and if the phase probability density is flat, 
the displacements are a uniform two-dimensional random walk. Thus for 
the no-signal (uniform phase) case this is essentially a two-dimensional 
diffusion problem with fixed step length. The Cartesian components of the 
sum are given by 

N N 

c = C cos(8,) s = C sin(Oi) (1 2.5) 
i =  I i =  I 

and R, the net displacement from the origin, is given by 

R = v c 2  + s2 (12.6) 

The means and variances of c and s depend on the Fourier transform sine 
and cosine amplitudes of f(0): 
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These are derived in Mardia [4] and given by 

E(c) = N u ,  (12.8) 

E(s)  = N b,  [ 12.9) 

Var(c) = (N/2)(1 + u2 - 24)  ( 1 2.10) 

VS(S) = (N/2)(1 - ~2 - 24)  (12.11) 

COV(C, S )  (N/2)(b2 - 2~1bI) (12.12) 

For a uniform phase distribution, ( f ( 0 )  = 1/21~), the Fourier coefficients 
with k > 0 vanish, so we have 

E(c) = E(s) = 0 (12.13) 

(12.14) 

Cov(c, s) = 0 (12.15) 

ives a point on the 

anomalously large for a particular measurement. This might indicate a 
signal; how can it be quantified? If there is no signal (i.e., a uniform phase 
distribution is assumed) then c and s are sums of independent random 
variables with means and variances given here. We can appeal to the central 
limit theorem to conclude that c and s are approximately normally distributed 
if N is large. The Rayleigh power is P = R21N. Hence twice the Rayleigh 
power, 28 

Var(c) = Var(s) = (N12) 

Suppose that a particular set of measurements 
(c, s) plane that is far from the origin, i.e., R = ?-- c2 + s2 appears to be 

C2 S2 
2 P = - + -  

N/2 N12 
(12.16) 

is the sum of the squares of two independent standard normal random 
variables with unit standard deviation if a uniform phase distribution is 
assumed. The random variable 2P is therefore approximately distributed 
as xf since there are two terms in the sum. It turns out that this particular 
x 2  distribution is an exponential and that the probability that P exceeds a 
threshold P,, is then' 

'This also follows from integrating the two-dimensional Gaussian distributions of 
(c, s) points from R,, out to infinity. 
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Prob(P > Po) = e-'2i' ( 1 2.1 7) 

The Rayleigh power, is the test statistic used to assess the significance 
of any putative signal. 

How does a signal change the distribution of Rayleigh powers? We can 
see this by writingf(f3) as the sum of signal and background portions as in 
Eq. ( 1  2.3). It follows that 

Zn 

a = u,  = p ,  K(0) cos(B)dO = p,a, (12.18) 
0 

Zn 

b = b,  = p ,  I f , ( 0 )  sin(0)df) = p.b, (12.19) 
0 

where a ,  and b, are the Fourier amplitudes of the normalized light curve, 
f , (O).  The overall magnitude is given by 

g,, = Viq-%j  (1 2.20) 

In the large background 

E ( P )  =_ 

o ( P )  = 
where 

limit where p.,. is small, i t  follows that 

I + *  (12.21) 

= v 2 E ( P )  - 1 (12.22) 

P = M p ,  gJ2 ( 12.23) 

Thus, both the mean Rayleigh power and its standard deviation are increased 
by the presence of a signal. The increase in average Rayleigh power (F) is 
proportional to the square of the long-run proportion of signal events, p , ,  
and to the square of the overall Fourier amplitude, g , ,  of the light curve 
( J ( 0 ) ) .  It follows from it5 definition that g, is 1,   I IT and 1/2, for Dirac 
delta function, square-wave and sinusoidalf,(O) shapes, respectively. It also 
follows that this test is ineffective for finding signals with light curves 
having small first-harmonic Fourier amplitudes. This is not true of epoch 
folding, nor of the other tests described later. 

12.3.3 Protheroe Test 

If the light curve has a symmetric, double-peaked structure the first 
harmonic Fourier amplitude, g,, may be quite small. For instance if the two 
peaks in Fig. 2(a) were of equal height, g ,  would be 0 and the Rayleigh 
test would indicate no signal. The Protheroe test [lo, 111 does not have 
this weakness and it is also particularly appropriate for light curves with 
sharp structure (narrow peaks) and is free of the binning uncertainties 
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inherent in epoch folding. Its disadvantage is that it is computationally very 
intensive and therefore appropriate only for data with very few events 
(usually less than 200). It is used most extensively in ultra-high-energy 
gamma-ray astronomy. 

The basic idea goes as follows. For a uniform distribution of phases the 
phasors are spread roughly equally over a unit circle as illustrated in Fig. 
1. The Rayleigh test picks out the tendency for phasors to point in the same 
direction. The Protheroe test tends to pick out phases that are correlated 
pairwise with other phases regardless of where they lie on the circle, i.e., 
clumpy phase distributions. The deviation, A,,J, between any two phases is 
defined as 

( 12.24) 1 1 1 
A .  = - - 1-1 8, - 8.1 - -1 

I J  2 2T J 2  

and the Protheroe statistic is 

( 1  2.25) 

A large value of Y N  indicates a signal. 
The time required to compute Y N  is thus proportional to the square of 

the number of data points. The distribution of Y, for a uniform phase 
distribution must in general be found from Monte Carlos simulations. 

12.3.4 ZL-Test and /--Test 

Since the average Rayleigh power depends only on a: + 6: the Rayleigh 
test is sensitive only to the first harmonic of the light curve. Note, however, 
that a sharp peak in the light curve would produce large Fourier amplitudes 
in many harmonics. A generalization of the Rayleigh test with greater 
sensitivity for light curves with narrow structures and multiple peaks is the 
2;-test based on the statistic 

mt 

Zf, = 2 2 P(kv) ( 1  2.26) 

which is twice the sum of Rayleigh powers for the first m harmonics. 
(Remember that u is the assumed frequency of the signal.) A Dirac delta- 
function light curve has equal Fourier power in all harmonics and a pure 
sinusoidal light curve has all of its power in a single k. Thus m = 1 is 
appropriate for a broad single-peak light curve, m = 2 is appropriate for 
a broad light curve with two peaks and large m is appropriate for light 
curves with one or more very narrow peaks. 

k =  I 
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The distribution of the Z:, statistic can be found from a simple extension 
of the argument for the Rayleigh statistics. Since, for a large number of events 
drawn from a uniform phase population, 2P is distributed approximately as 
xt, it follows that Z,Z,, is distributed approximately as x2 with 2m degrees 
of freedom. In this case E(Zt,,) = 2m.Unfortunately, in practice the light 
curve is often not known a priori, and it is typically not clear which value 
of m should be chosen. This is the same problem encountered with binning 
for epoch folding: choosing m a posteriori invalidates the calculation of 
statistical significance. An experimenter who has worked hard to find a 
signal and who sees a marginal hint of one in the data would naturally 
choose the m that makes the signal seem most real. 

De Jager, Swanepoel and Raubenheimer [ 121 propose a way around this 
difficulty: they effectively include the effect of a zealous observer in the 
calculation of significance that must be assessed through Monte Carlo 
simulations. Specifically, they recommend using 

H = Max(Zi, - 4m + 4) (1 2.27) 

as the test statistic.x In effect, the value of m is automatically adapted to 
give a large value of the test statistic for any light curve implicit in  data. 
Through massive simulations they have shown under the hypothesis of 
uniformity of phase that the distribution of H has the approximate form 

Prob(H > h )  = e-0 34x2’1 ( 12.28) 

for N > 100 events and (0 < h < 23). Approximate distributions for other 
cases are given in the De Jager et al. paper. 

12.3.5 Comments on Power of the Statistical Tests 

An experimenter would obviously like to choose a test that is likely to 
find a genuine signal in the data, if it is there. This is normally quantified 
as the “power” of the test. The Rayleigh test is quite powerful for sinusoidal 
single-peaked light curves and the Zt,, test with m - 10 is quite powerful 
for very narrow light curves. 

Before the power of a test can be quantified, it is important to understand 
that it depends on the significance level selected for the test. For instance, 
one might require that the probability of wrongly deciding that there is a 
signal when there is none (i.e., deciding that the data set is inconsistent 
with a white noise null hypothesis) is 0.001. One can then ask, “What is 
the probability that a genuine signal of fixed strength and light curve will 

“Only the first 20 harmonics ( 1  5 rn 5 20) are normally considered in practice. 
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be identified as such using a statistical test?” This probability is the power 
of the test. 

The general problem of the power of tests for uniformity of phase is 
addressed in the paper by Beran [ 131 and also described in Mardia [4]. A 
very useful recent Monte Carlo study of the power of the tests described 
in this section is given in De Jager et al. [ 121. Simulated data sets containing 
a small number of “signal” events along with “background” events from 
a uniform distribution were subjected to a set of tests. The signal detection 
threshold was taken to be 5%, i.e., results with values of the test statistic 
more extreme than 95% of values produced under white noise were taken 
as indicating a signal present in the data set. Three types of light curves 
were considered: (i) single-peak Gaussian light curve having different peak 
widths with the signal strength fixed at 10% of the total number of events, 
(ii) double peaked light curves with variable relative intensities and (iii) 
evenly spaced multiple peaks with constant relative intensities. The principle 
conclusions from this work are that ( 1)  the Protheroe test is very effective 
for narrow light curves and few events, (2) the Rayleigh test is well suited 
for wide or sinusoidal light curves and (3) if nothing is known about the 
light curve, the H-test is the best choice because it works well with essentially 
all light curve shapes. Quantitative values for test power are given in [12]. 

12.4 dc Excess vs. Periodic Strength 

In many measurements it is possible to obtain an estimate of the number 
of signal events that does not depend on the periodicity. For example, in a 
resonance experiment it may be possible to repeat the measurement with 
no sample present in order to estimate the number of background events 
expected in actual measurements. In astronomical observations it may be 
possible to use the telescope to measure events from a comparison “back- 
ground” region of the sky. In these cases the number of signal events can 
be estimated from the difference in number of events from the signal region 
and from the background region in a fixed time period. We call this difference 
the dc excess in that it is independent of the periodic “ac” character of the 
signal. The dc excess can be used to (i) improve the test for signal existence, 
(ii) check for consistency between the size of the dc excess and the periodic 
strength of the suspected signal and ( i i i )  improve the estimate of the size 
of the signal. 

The second point, consistency between the dc excess and periodic 
strength, is particularly important with signals that cannot be easily repro- 
duced. Emission from many astronomical objects is sporadic, i.e., there are 
episodes of emission that do not repeat on a regular time scale or perhaps 
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not at all. Examples include X-ray emission from massive accreting binary 
star systems that consist of a neutron star with a more normal companion 
and y-ray bursters which emit intense y-ray radiation for a short time and 
then disappear. In addition, many observatories and observatory instruments 
are available only for strictly limited times, thus effectively making the 
observations unique. Examples are satellites that have a limited lifetime 
and crowded observing schedules. If an episode of apparently sporadic 
emission has been seen that may or may not be confirmed in subsequent 
observations, i t  is essential that the reality of the signal be checked in 
every possible way; the comparison of dc excess with periodic strength can 
therefore be an important test. 

The three issues, signal existence, consistency and signal size estimate, 
can be addressed in terms of three statistics, a, p and y [14]. As before, 
let N be the total number of events in  a measurement and nlA. the dc excess. 
The n,], is usually normally distributed if N is sufficiently large." Since twice 
the Rayleigh power, 2R is distributed as XI for a uniform phase distribution 
and, assuming that nrL is normally distributed about 0 and independent of 
P in the no-signal case, the statistic 

a = 2P + niJVar(n5,) ( 12.29) 

is then distributed as x;. Large values of a indicate a possible signal; the 
significance can be assessed simply through the x< distribution. 

If a data set has a large value of a indicating a possible signal, the second 
and third points (consistency and signal estimate) can be addressed as 
follows. Using the form for f(0) given in  Eq. (12.3) and the assump- 
tions of Section 12.3.2 (in particular that the signal proportion is small: 
p.\ << I ) ,  i t  follows that [I41 

E(c)  = N P , ~ . ,  = Npx, cos(+,) 

E(s) = Np.A = Np,g ,  sin(+,) 

( 12.30) 

(12.31) 

( 1  2.32) 

( 12.33) 

where +, is the phase of the signal relative to the recording clock. Thus c 
and s are asymptotically normally and independently distributed with vari- 
ance equal to the number of events divided by 2. If one thinks of a (c ,  s )  

Var(c) = Var(s) = ( N / 2 )  

Cov(c, s )  = 0 

"Methods for obtaining n(,,. and its variance in cases where observation time for the 
signal region differs from that for the background region are given in the paper by 
Li and Ma [ 151. 
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plane, the density of c and s values in particular measurements is a two- 
dimensional Gaussian with a width determined by the number of events, 
N, and a centroid at ( N p , g ,  cos(+,), (Np,g ,  sin(+,)) determined by the signal. 

The values of c, s and nd' are known for a particular measurement whereas 
p ,  and 4, are desired. These can be estimated using the maximum likelihood 
method (Chapter 8) as follows. If i t  is assumed that the long-run proportion 
of signal events is p and that the correct relative phase is +, then the 
probability of obtaining the measured values of c, s and ndc is propor- 
tional to 

( 1  2.34) 
1 exp[ - ( c  - PNg,  cos(+>)z 

exp[ -(s - PNg,  sin(+>>' ] exp[ -@dC - P"] 

N 

N 2Var(n,c) 

The sum of the exponents in this expression would be distributed as x: if 
p and 4 were known a priori. If they are chosen to maximize the likelihood 
function (i.e., minimize the exponent) then the exponent is distributed ap- 
proximately as xf. If the value of N p  that maximizes the likelihood function 
is called P then 

(ndc - V%/g,)' 
= Var(n,,) + N / ( 2 g 3  

( 12.36) 

where y is the minimum exponent which is distributed as xf. Thus P and 
y are convenient measures of the signal strength and consistency. A large 
value of y indicates that the measurements are inconsistent with any combi- 
nation of signal and uniform phase noise. This might occur, for instance, 
if nrh is less than 0 and the Rayleigh power is large. The obvious conclusion 
in this case is that something is wrong with the data! 

Values of N, nd, and P come directly from the data; a value for g, does 
not. Hence P and y cannot be calculated directly unless the shape of the 
light curve (or at least its Fourier amplitude) is known. If the light curve 
is not known beforehand it is still possible to estimate g ,  by folding and 
binning the events as described in the section on epoch folding (Sec. 12.3.1) 
and performing an numerical Fourier transform. In any case, the maximum 
value g ,  can have is I ,  which corresponds to a Dirac delta function light 
curve. 
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12.5 Frequency Searches 

Often the frequency of a possible signal is not known. For instance if 
an an X-ray satellite discovers a dc excess from a point source, the object 
is likely to be binary star system consisting of a rapidly rotating neutron 
star and a more normal companion. In this case the X-ray arrival rate would 
be modulated by the neutron star rotational frequency that could be found 
from timing analysis of the observations. Other examples can be found in 
resonance experiments alluded to in the introduction to this chapter. For 
instance the characteristic frequencies of the radiating atom or molecule 
might not be known exactly due to nuclear shifts of atomic levels [ 2 ] .  
Indeed, finding the shifted frequencies is often the point of the measurements. 

The most direct route in searching for a periodic signal with unknown 
frequency is to simply compute one of the test statistics described in the 
last section at assumed frequencies, spanning a range determined by the 
physics of the system. An alternative approach is to use the fast Fourier 
transform technique to find the Fourier power at essentially all relevant 
frequencies and calculate test statistics (e.g., De Jager’s et al. H) from the 
Fourier powers. General algorithms and actual code for computing fast 
Fourier transforms are given and described in Numerical Recipes in C [ 161. 
A good discussion of the use of FFTs in an astrophysical context is given 
in the paper by Leahy et al. 151, and we will not discuss FFTs further here. 
If the physically reasonable frequency search range is small, it is more 
efficient to directly compute the test statistic over selected frequencies within 
that range. 

There are two questions that immediately arise in applying a signal test 
over a range of frequencies: (1)  how fine a grid of frequencies should be 
used in searching for possible signals and (2) if a possible signal is found, 
how does one assess its significance? The second question can be restated 
as follows. As one searches on frequency, there are additional trials or 
opportunities for the test statistic to assume improbable values by chance. 
How does one accommodate these additional trials? 

12.5.1 Independent Fourier Frequencies 

If the test statistic is to be computed over a range of frequencies, how 
closely spaced should they be? An example Rayleigh power spectrum (plot 
of P vs. v) for 0.99 Hz to 1.0 Hz computed for 5000 background events 
distributed over a T = 1800 sec interval is shown in Fig 5. At a particular 
frequency, the Rayleigh power will be exponentially distributed with a mean 
of 1.  The question addressed here is how it changes as the frequency changes. 
It  is obvious from Fig. 5 that the power at two very closely spaced frequencies 
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Frequency in Hz 

FIG. 5.  The Rayleigh power spectrum over the frequency interval 0.99 to 1.0 Hz 
for 5000 background events spread over T = 30 min. 

are highly correlated. Closer inspection shows that the characteristic peak 
width in the figure is about 1/1800 Hz, i.e., the inverse of the length of the 
data set. One would expect that frequencies far apart would be uncorrelated. 

Now consider the following Fourier representation of a series of random 
noise pulses used by Einstein [17] to represent light from indepen- 
dent oscillators emerging from a black-body cavity. It is assumed that the 
pulses come at random times uniformly distributed over a time interval of 
length TI" 

I(f) = ' + [ck cos(2~kAv f) -k sk sin(2rkAv r ]  (12.37) 
k > O  

If the frequency spacing is given by" 

Av  = IIT (12.38) 

then, for a sufficiently large number of events, the Fourier coefficients ck 
and sk are uncorrelated, i.e., 

"'One can think of I ( t )  as the electric current in a detector due to the emitted photons. 
"The FFT algorithm automatically gives Fourier amplitudes at exactly these frequen- 
cies. 
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E(c,c,) = E(s,s,) = E(c,s,) = 0 (1 2.39) 

where k and I are different indices. A proof is outlined in the excellent 
article by Rice [ 181. 

The reason this works is that, at the independent frequencies, the times 
are exactly mapped on onto (0,2nk) via 8, = 2nkAu1,. Thus, for times 
spanning the interval (O,T),  the corresponding set of relative phases between 
the k’th and k + I’th frequencies exactly span the interval (0, 2n). This 
makes terms like cIc, phase average to zero for a large number of times. If 
Au were chosen to be slightly larger or smaller than l/i? this would not be 
true. The Fourier amplitudes ch and are also normally distributed about 
a mean of zero; the proof of this is somewhat involved and outlined in 
Rice’s extensive article [ 181. 

There is a direct connection with the Rayleigh test in that, at fre- 
quency u = kAu, the Fourier amplitude c1 is proportional to c(u)  = 

Zy=, cos(2nvr,), where c(u)  is the Rayleigh cosine amplitude encountered 
before. The constant of proportionality depends on how the noise current 
I ( t )  is defined.’’ 

How can the independent Fourier frequencies (IFF) be used in assessing 
the statistical significance of a possible signal? We will do this by example. 
Suppose that an experimenter has a list of arrival times of X-rays from a 
suspected X-ray binary pulsar. She chooses a frequency range containing 
100 IFF and computes the Rayleigh power at these 100 frequencies finding 
a maximum Rayleigh power of PO = 10. Does this power indicate a signal? 
Since the 100 Rayleigh powers are spaced by Au, they constitute N, = 100 
independent trials. The probability of finding no powers greater than Po in 
all N, trials computed supposing that there is no real signal is [ l  - 
exp( - f o ) ] N ~  = 0.995. Thus the probability of finding one or more powers 
greater than P,, by chance from a uniform distribution is thus 

1 - [ I  - exp( - N, exp( - P o )  = 0.005 (12.40) 

indicating a possible signal. 

12.5.2 Oversampling 

There is a danger in examining the spectrum of a test statistic (e.g., 
Rayleigh power) only at the IFF: the signal peak may fall approximately 
between two of these and consequently be missed. Consequently one 
“oversamples” in frequency space, i.e., computes the test statistic at finer 

IZIf &t) is written formally in the dimensionless fashion 1(r) = T 2;”= I 6(r - t,) then 
the proportionality constant is unity. 
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intervals than the IFF spacing. Since the peak width is about one IFF 
spacing, it is sufficient to oversample by a factor of 5 or so to find all 
strong peaks. 

How does one accommodate oversampling when accessing the signifi- 
cance of a possible signal? The first studies of this were made using Monte 
Carlo simulations [ 19, 121, and there is also an analytical approach that has 
been used for the Rayleigh test [20]. The basic result from these studies is 
that oversampling can be included by multiplying the pretrial probability 
by a factor that is approximately 2-4 for the Rayleigh test and about an 
order of magnitude for the Protheroe test. More details are given in De 
Jager et al. [12]. 

Let us reconsider the last example. When the X-ray astronomer 
oversamples her data she finds the maximum Rayleigh power is 13 instead 
of 10 because the nearest IFF was in fact on the shoulder of a large peak. 
Does this indicate a signal? Assuming an “oversampling factor” of 3, the 
pretrial probability of finding this power is 3 ~ ” -  There are again 100 IFFs 
within her a priori search range and the overall chance probability that a 
uniform distribution will produce a maximum Rayleigh power of 13 or 
greater is 

I - [ I - 3 exp( - P,,)JN* - N, 3 exp( - 13) = 0.0007 ( 12.41) 

In this case, there is clear advantage in oversampling. 

12.6 Multiple Data Sets 

So far, we have considered the analysis of one data set consisting of a 
single list of events, i.e., one observation. In many instances, it is possible 
to repeat measurements; this is standard procedure in some long-term proj- 
ects. In fact, there are possible gamma-ray sources (X-ray binary systems) 
that have been routinely monitored for years! In ground-based astronomy 
the measurements are offset in time by one or more days due to the Earth’s 
rotation; in physics the offsets often have to do with the number of hours 
required for an experimenter’s sleep. These “gaps” in the data stream make 
the analysis more complex. In this section we consider the analysis of many 
“segments” of data separated by “gaps” during which no data were taken. 

12.6.1 Coherence 

A fundamental question is whether or not the signal is coherent. By 
coherent we mean that the signal phase is either fixed or changes smoothly 
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i n  a well-defined way.I7 This leads to the idea of a coherence time. The 
light from a sodium lamp is coherent for a few nanoseconds (-- the lifetime 
of the atomic transition) whereas light from a narrow-band laser may have 
coherence times that are orders of magnitude longer. Radio pulsars are 
isolated rotating neutron stars that may emit coherently for years and then 
abruptly undergo a “starquake” changing frequency and phase. If the coher- 
ence time is long compared with the total time span of all measurements, 
the signal should clearly be considered coherent. 

We have tacitly assumed coherence in the analysis of single segments 
of data discussed so far. I t  may or may not be reasonable to assume coherence 
for longer times, e.g., for all data segments. Gamma rays or X-rays from 
the Crab pulsar are quite coherent; in fact the Crab pulsar gamma-ray light 
curve is actually used to correct errors in the clock aboard the Compton 
Gamma-Ray Observatory! 

If the signal is coherent with known frequency and, even better, if the 
shape of the light curve is known as well, then epoch folding has many 
advantages. The entire set of times for all of the measurements can be 
converted into phases and binned. The maximum-likelihood method (see 
Chapter 8) can then be used to fit the folded data with a linear combination 
of background and signal events. In this case the long-run proportion, p > ,  
is a free parameter usually adjusted to fit the data (see Chapter 8). This 
generally results in a x,: distributed statistic and the significance of the result 
is easily assessed. The disadvantages of epoch folding, e.g., uncertainties 
in  binning the data were discussed earlier. 

However other signals, e.g., X-rays from binary star systems that are 
quasi-periodic oscillators (QPOs) have coherence times less than days. In 
addition, even when it  is suspected that the source may emit coherent 
radiation, if the frequency or its derivatives are unknown then it is sometimes 
better not to assume that one segment is coherent with another. The observing 
segments are usually much shorter than the -24 hr gaps in the data and 
searching on frequency or its derivatives can make a weak incoherent signal 
(or noise) masquerade as a strong coherent signal. The basic problem is 
that frequency searches automatically tend to align the phases of widely 
separated segments whether or not they are actually coherent. The difficulties 
in treating segmented data as coherent is outlined in [ 2 I 1, where a test for 
true coherence is proposed. We will not pursue this further here. 

‘”he phase-time relationship may be more complex yet change smoothly in a well- 
defined way, e.g., 8, = 27r(ut, + ‘/2vt; + , . .). This can introduce additional 
unknown parameters into the analysis. 
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12.6.2 Using All the Data 

With large data sets consisting of many segments, there are powerful 
methods for finding weak signals buried in the noise. Following the discus- 
sion of the last subsection, we assume that possible signals are coherent 
within a single segment but not necessarily from one segment to the next. 

To begin, let us assume that there are many measurements of a steady 
but weak signal; the list of times for each measurement forms a segment. 
In order to make the discussion concrete, we assume that Rayleigh power 
(see Sec 12.3.2) is used as the test statistic, and the signature of the weak 
signal will be a distortion of the distribution of Rayleigh powers from that 
corresponding to normal “background.” 

Let us be more specific about background. Some of the segments may 
have been taken with no sample in the apparatus in a “resonance” measure- 
ment; these are then “background” segments. Similarly, in astrophysics the 
telescope may have been trained on a comparison region of the sky with 
similar brightness characteristics to the region containing the suspected 
source to produce background or “off-source” observations. The basic tests 
are comparisons of the full distribution of Rayleigh powers for segments 
in the signal region and the background region. 

The distribution of “background” Rayleigh powers is simply e-Y How 
does this change with a weak signal? Note that c and s are normally 
distributed about 0 with variances given by Eqs. (12.13)-(12.15). If we 
view the distribution in the (c,s) plane, then the probability that a threshold 
P,, is exceeded is the same as the probability that R = exceeds 
R,, = m. By integrating from R,, to infinity in the (c. s) plane we find 

where p = N(p,g,)’  as before. By expanding the modified Bessel function 
the following rapidly converging series is found. 

m 

Prob(P > P,,) = e-tpo+@l 2 A, ( 12.43) 

The coefficients can be found from recursion. 

( 1  2.44) 

The resulting single parameter family of curves is shown in Fig. 6. The 
signal causes the distribution of Rayleigh powers to rise above the white 
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0 2 4 6 8 10 
Rayleigh power threshold 

FIG. 6. The Rayleigh power distributions for several values of the signal strength 
p. As p increases, the distribution of Rayleigh powers is distorted and rises above 
the white noise limit ( p  = 0). 

noise distribution of e-' at all powers. A sensitive test would utilize the 
full distribution of powers because the entire distribution is distorted by the 
presence of a signal. 

There are several standard methods for testing whether two distributions 
differ. Among the most widely used by physicists and astronomers are 
the Kolmogorov test and Smirnov-Cramers-Von Mises test [ 221 (see also 
Chapter 7). These are based on the maximum difference between the two 
distributions and the integrated mean square of the difference at each point 
in the distributions, respectively. A different and physically reasonable test 
is to compare the sum of the Rayleigh powers for segments with a possible 
signal present and background segments: 

1- I 

where r ~ , ~ , ~  is the number of segments. For background, 2P, is distributed 
as xi; hence 2P,,,, is distributed as distributed as x ; , , ~ , , ~ .  The mean value and 
variance of P,,,, for weak signals can be found from by summing Eqs. ( 12.2 1 ) 
and ( I  2.22). 
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Note also that since P,,,, is the sum of many powers drawn from the same 
distribution, the central limit theorem implies that its distribution will move 
toward a normal distribution as n,seK becomes large. 

The test for signal existence based on the Rayleigh power sum has been 
compared with a variety of standard tests such as Kolmogorov and found 
to have superior power in this application. This holds not only for signals 
that are weak but steady, but also for signals that are highly sporadic and 
on only a fraction of the time. See [23] for further details. 

There are other possibilities which should be considered. For instance, 
the De Jager et al. H statistic is generally a more powerful test statistic for 
unknown light curves. Perhaps it should be used instead of Rayleigh power. 
A second possibility is that it may be necessary to search for the frequency 
of the signal. In this case, an appropriate test statistic for each segment 
might be the maximum H-value found within the search range for that 
segment. Another possibility is that the signal source (e.g., of gamma-rays 
from a sporadic X-ray binary star system) may turn on only occasionally 
but intensely. In this case significant signal would be present in only a small 
fraction of the data segments. In this case only the high-power end of the 
Rayleigh power distribution would be significantly modified, and only large 
Rayleigh powers should be included search strategy. It is not appropriate 
to go into these complications here; most have been at least briefly discussed 
in the literature [23-261. However, there is a generalization of the sum of 
Rayleigh powers that provides a universal approach with any test statistic. 

The approach goes as follows. We assume that the test statistic for each 
segment is q and that its value is qi for segment i. Large values of q indicate 
a signal. Assuming no signal, the chance probability that qi is found or 
exceeded for a particular segment is 

J = Prob(q > qi) (1 2.47) 

It has been shown by Fisher [27] that the sum 

F = - 2  c logr(J) ( 1  2.48) 

is then distributed approximately as xt,,,,,. If q is the Rayleigh power, this 
equation becomes Eq. (12.45) given previously. All that is required is that 
the distribution of q is known for the no-signal, uniform phase case. It is, 
of course, possible to get the distribution of q directly from the background 
segments. If these do not exist it may still be possible to obtain the distri- 
bution of 9 from considering frequencies well outside the signal search 
range [26]. 

Il\cp 

I =  I 
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13. STATISTICAL ANALYSIS OF SPATIAL DATA 

Dale L. Zimmerman 
Department of Statistics and Actuarial Science 

University of Iowa, Iowa City 

13.1 Introduction 

Most data obtained from scientific investigations in the physical sciences 
have spatial or temporal labels associated with them. Moreover, such data 
often have a temporally or spatially coherent structure, the characterization 
of which may be scientifically important. One prevalent type of spatial 
structure is that in which measurements taken at sites in close spatial proxim- 
ity to one another tend to be more alike than measurements taken at sites 
further apart. The previous three chapters have dealt with temporally refer- 
enced data; in the analysis of such data, spatial labels, if they are available, 
are ignored in the belief that the data’s spatial structure is unimportant. The 
present chapter is concerned with the analysis of spatially referenced data; 
the use of temporal labels in the analysis is not considered here. Of course, 
if the data possess both temporal and spatial structure, then the methods of 
analysis discussed in these four chapters are likely to be inadequate. Some 
remarks on possible methods of analysis for this case are given in the 
concluding section of this chapter. 

There are many kinds of spatial data, each requiring its own method of 
analysis. This great variety arises because measurements may be univariate 
or multivariate, categorical or continuous, real valued or not real valued ( e g  
set valued); the spatial labels (henceforth called locations or sites) may be 
best regarded as points or regions (or something else), they may belong to 
Euclidean space or non-Euclidean space, and their union may be a region or 
a countable set of points (or something else); and the mechanism that generates 
the site locations may be known or unknown, random or nonrandom, related 
or unrelated to the processes that determine the values of the response variate. 
Some important types of spatial data-namely, geostatistical data, lattice data, 
and spatial point patterns-were described in Chapter 4. The present chapter 
focuses on the analysis of geostatistical data, which are measurements on a 
real-valued response variate taken at known sites in some region Din two- or 
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three-dimensional Euclidean space and which occur perhaps more often than 
any other kind of spatial data in the physical sciences. Geostatistical data con- 
stitute an incomplete sample of a “spatial surface” { Z(s ) :  s E D J ,  generally 
assumed to be continuous, representing the value of the response variate over 
D. Typically, the physical dimensions of the sites (which may be weather 
stations, drillholes into an ore body, wells tapped into an aquifer, etc.) are very 
small relative to both the size of D and the intersite distances, in which case 
it is entirely reasonable to regard the sites as points. In this case, which is the 
one considered here, the data can be written generically as Z ( s , ) ,  Z(s,), . . . , 
Z(s,,),  where sI, s2, . . . , s,, are points in D representing the n sites where 
measurements are taken. 

The prefix geo in geostatistics reflects the subject’s origins in the earth 
sciences and may lead the reader to presume that methods of analyzing 
geostatistical data are relevant only to physical scientists in these fields. 
This is not so, for data that are reasonably regarded as samples from spatial 
surfaces arise in a broad spectrum of physical sciences. An example from 
atmospheric science is considered in detail in this chapter. 

Two main objectives are common to most analyses of geostatistical data: 
(1) identification of the data’s spatial structure, i.e., the nature of the response 
variate’s dependence on spatial location and the nature of the dependence 
among values of the response variate at neighboring sites; (2) optimal 
interpolation, or prediction, of the response variate at unsampled locations 
(such as gridding irregularly sampled raw satellite footprint data onto a 
latitude-longitude mesh). Statistical procedures for achieving both of these 
objectives are presented in this chapter. 

In the next section I introduce a specific set of geostatistical data that 
will be analyzed in subsequent sections. In Section 13.3 I review a general 
model that serves as the basis for the analysis of geostatistical data. Sections 
13.4 and 13.5, which constitute the bulk of the chapter, present statistical 
methods for characterizing the data’s spatial structure; and Section 13.6 
describes how to use these characterizations to predict values of the response 
variate at unsampled locations. A number of extensions and related issues 
are discussed in Section 13.7. 

13.2 Sulfate Deposition Data 

One of the important environmental problems of our time is acid deposi- 
tion, which, if it continues unabated, may have disastrous effects on aquatic 
and terrestrial ecosystems in various regions of the world. Acid deposition 
results mainly from the emission into the atmosphere, and subsequent atmo- 
spheric alteration, of sulfur and nitrogen pollutants produced by industrial, 
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power, and transportation sources. Acid deposition occurs in two forms: 
dry deposition, in which pollutants are removed from the air by direct 
contact with the earth, and wet deposition-so-called acid rain-in which 
pollutants are deposited via rain, snow, or fog. 

In this section, I briefly describe a set of wet acid deposition data that 
is used for illustrative purposes in subsequent sections; a more complete 
description of the data can be found in [ 11. The data are total wet deposition 
amounts, in 1987, of SO, at sites of the National Atmospheric Deposition 
ProgrardNational Trends Network (NADP/NTN). This network, whose op- 
eration is a cooperative effort among several U S .  government agencies, is 
the only precipitation chemistry monitoring network in the United States 
that has national coverage. The network has been in operation since 1979, 
though many sites have been added, and a few sites have been dropped, 
since then. Deposition amounts of several ion species, including SO,, are 
recorded weekly at these sites. I chose to aggregate the data into annual 
totals to eliminate weekly and seasonal trends; the year 1987 was chosen 
arbitrarily. Obviously, if annual totals for two or more years were to be 
analyzed, methods that account for temporal structure as well as spatial 
structure would likely be required. 

Figure I depicts the annual SO, wet deposition amounts (in grams 
per square meter) for 1987, at locations of the 198 NADP/NTN sites 
in the conterminous United States that were operating and met NADP/ 
NTN quality assurance criteria that year. It is clear that wet sulfate 
deposition is highest in the mideast and northeast United States and 
lowest in the Rocky Mountain states and southwest. Figure 2 displays 
a stem-and-leaf diagram of the same data (refer to Chapter 6 for an 
explanation of stem-and-leaf diagrams). Though it ignores the locational 
information, this diagram is useful for summarizing nonspatial aspects 
of the data, clearly revealing the smallest and largest values (to the 
nearest 0.1 g/m2) and a lack of symmetry about a central value, for 
instance. However, since the data are not properly regarded as a random 
sample from a single distribution, this stem-and-leaf diagram should not 
be given the classical statistical interpretation as an estimate of the 
distribution from which the data are derived. 

These data can be used to address many important questions. In our 
analysis we shall specifically address the following: 

Is the wet sulfate deposition surface over the United States “smooth” or 

At what scale does spatial dependence exist? 
Does the answer to the previous question depend on direction, i.e., on 

do some sites have unusually high levels relative to nearby sites? 

the relative orientation of sites? 
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FIG. I .  Scatter plot of wet sulfate deposition data. Vertical lines are sited at the 
spatial locations of 198 NADP/NTN sites in the conterminous United States that 
were operating during 1987 and met quality assurance criteria; their heights are 
equal to the annual wet sulfate deposition ( in  glm’). Viewpoint of observer is from 
the southwest. 

What is the “best” estimate of the annual SO, deposition in 1987 at a 
selected unsampled location, or over a selected subregion? 

13.3 The Geostatistical Model 

Statistical inference for geostatistical data rests on the assumption that 
the response variate over the region of interest D can be regarded as a 
realization of a random process (an infinite collection of random variables) 
( Z ( s ) :  s E D ) .  Because only a single realization is available, and the data 
are merely an incomplete sample from it at that, the random process must 
satisfy some form of stationarity assumption for inference to be possible. 
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FIG. 2. Stem-and-leaf diagram of SO, deposition data. 1 : 7 corresponds to 1.7 g/ 
m’. The data were originally recorded to the nearest ,001 g/m2, but were rounded 
to the nearest 0.1 g/m2 for this diagram. 

Various stationarity assumptions are introduced in Chapter 4 but are reviewed 
again briefly here. 

An assumption of second-order stationarity specifies that 

E[Z(s)] = p,, for all s E D (13.1) 

( 13.2) 

In words, this asserts that the process’s mean is constant and that the 
covariance between any two members of the process exists and depends 
on only the relative spatial locations, or the displacement, of the members. 
The function C(- )  defined in ( 13.2) is called the covariance function. Observe 
that nothing is assumed about higher order moments of ( Z ( s ) :  s E D} or 
about its joint distribution. Analysts of geostatistical data often prefer to 
make a slightly weaker assumption than second-order stationarity, called 
intrinsic srationarity, which specifies that ( 13.1 ) holds and that 

cov[Z(s), Z(t)] = C(s - t), for all s, t E D 
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1 
- var[Z(s) - Z(t)] = y(s - t), 
2 

for all s, t E D (13.3) 

The function y(*) defined by (1 3.3) is called the semivariogram. A second- 
order stationary random process with covariance function C(-) is intrinsically 
stationary, with semivariogram 

y(h) = C(0) - C(h) (1  3.4) 

but the converse is not true in general. 
Both the semivariogram and the covariance function characterize the 

(second-order) spatial dependence of the process ( Z ( s ) :  s E D). If, as is 
often the case, it is reasonable to suppose that measurements at two sites 
displaced from one another in a given direction tend to be more dissimilar 
as the distance between those sites (in the given direction) increases, then 
we see from (13.2) and (13.3) that this requires the covariance function to 
be a monotone decreasing function, or the semivariogram to be a monotone 
increasing function, of the intersite distance in that direction. 

Intrinsic stationarity specifies that the semivariogram is a function of 
only the lag vector h = s - t between sites s and t. A stronger property, 
not needed for making inference from a single realization but often of 
scientific interest, is that of isotropy, which specifies that the sernivariogram 
is a function of only the distance between sites, not of their relative ori- 
entation. More precisely, an intrinsically stationary random process with 
semivariogram y(*) is said to be isotropic if y(h) = y”(llhll), where llhll = 

(h’h)”?; otherwise the process is anisotropic. One relatively simple kind of 
anisotropy is geometric anisotropy, for which y(h) = y”((h’Bh)’/?), where 
B is a positive definite matrix. Isotropy can be regarded as a special case 
of geometric anisotropy in which B is an identity matrix. Contours along 
which the semivariogram is constant (called isocorrelarion contours in the 
second-order stationary case) are d-dimensional spheres in the case of isot- 
ropy but are d-dimensional ellipsoids in the more general case of geometric 
anisotrop y. 

In many practical situations it may be unreasonable to make the constant- 
mean assumption (13. l ) ,  and a more general model is needed. The geostatis- 
tical model adopted here assumes that 

where p(s) = E[Z(s ) ]  is the (deterministic) mean function, assumed to be 
continuous, and S(-) is a zero-mean, intrinsically stationary random “error” 
process. The assumption of an intrinsically stationary 6(.) means that 
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(13.6) 
1 
- var[S(s) - S(t)] = y(s - t) 
2 

where y(-) is the semivariogram of the error process (and of Z(*)) .  Model 
(13.5) purports to account for large-scale spatial variation (trend) through the 
mean function k(*) and for small-scale spatial variation (spatial dependence) 
through the process a(-). This decomposition into large-scale and small-scale 
effects is not unique and is conceptually no different than the decomposition 
implicit in  Chapter 10 for the analysis of time series (where large-scale 
time effects, or trends, were removed by detrending and the structure of the 
remaining temporal variation was then studied). A plausible, but admittedly 
nonunique, decomposition of spatial variation into large-scale and small- 
scale components can usually be determined with the aid of exploratory 
data analysis and model diagnostics. 

In addition to capturing the small-scale spatial dependence, the error 
process S ( - )  in model (1 3.5) accounts for measurement error that may occur 
in the data collection process. This measurement error component typically 
has no spatial structure, and hence for some purposes it may be desirable 
to explicitly separate this component from the spatial dependence compo- 
nent. Such a decomposition is discussed in more detail in Section 13.7. 

The objectives of an analysis of geostatistical data, which were spelled 
out in the previous two sections, can be reexpressed in terms of model 
(1 3.5). The first objective, that of characterizing the spatial structure, is 
tantamount to the estimation of k(-) (first-order structure) and the estimation 
of C(.) or y(*) (second-order structure). The second objective, that of optimal 
interpolation, can be reexpressed as predicting the value of Z(s,) = 

p,(s,) + S(s,) at a specified, but unsampled, site so. 

13.4. Estimation of First-Order Structure 

The first stage of a spatial analysis of geostatistical data is the estimation 
of the unspecified mean function p(-) in model (13.5). Several methods for 
accomplishing this have been proposed; surveys of available techniques can 
be found in [2] and [3]. Here I present two of the simplest yet most useful 
methods: trend surface analysis and median polish. 

13.4.1 Trend Surface Analysis 

Trend surjiuce analysis is the name given to the fitting of a smooth 
parametric family of models for k(-) to the data. Ideally, the family of 
models should be flexible enough to approximate closely surfaces of various 
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shapes yet not be dependent on a large number of unknown parameters. 
Perhaps the most suitable, and certainly the most commonly used, family 
of models is the polynomial family of order q (where q is user specified), 
for which 

~ 4 s )  = F(S; p) = Pof;dS) + Pifi(S) + . . . + P,JXs) (13.7) 

here f3 = (Po, PI, . . . , PI,)‘ are unknown parameters,f;,(s) = 1,  and the 
set Ifl(s), . . . , f i , ( s ) )  consists of pure and mixed monomials of degree 
5 4 in the coordinates of s. (Throughout this chapter, A‘ denotes the 
transpose of a matrix A.) For example, a (full) quadratic surface in R2 is 
given by 

p(s) = Po + PIX + Pry + Px’ + P P Y  + PSY’ 

where s = (x, y)‘ .  Other parametric families of methods for p ( - )  are possible. 
For instance, periodic functions could be used if the surface appears to 
exhibit periodic behavior. However, families other than the polynomials are 
not often used, probably because they generally have larger numbers of 
unknown parameters or because they may depend nonlinearly on some of 
their parameters. 

In fitting a polynomial surface, a Euclidean coordinate system in R” must 
be specified. The origin and orientation of this system can be chosen for 
convenience, but to ensure that the fitted surface is invariant to these choices 
only “full” polynomial surfaces, i.e., models of the form ( I  3.7) in which 
all pure and mixed monomials of degree 5 9 are present, should be fit. 

Having chosen a polynomial family of order q for the mean function, 
how should the surface actually be fit to the data? One obvious possi- 
bility is to use ordinary least squares (OLS), i.e., choose p to minimize 
Z.:’=I [ Z ( s , )  - p,(s,; p)]?. The OLS estimator of p is BoLs = (X‘X)-lX’Z, 
where X is the n X ( p  + I) matrix (assumed to have full column rank) 
whose ith row is given by u)(s , ) , f , ( s , ) ,  . . . ,J , (s , ) ]  and Z = [Z( s , ) ,  . . . , 
Z(s,J]’ is the data vector. Assuming that model (13.7) holds, the OLS 
estimator is unbiased (that is, E(f i , , )  = p) regardless of the model’s 
correlation structure but it is not the most efficient estimator if the data are 
spatially correlated. If the covariance structure were known, then the best 
(minimum-variance) linear unbiased estimator of p would be the generalized 
least-squares (GLS) estimator 

pc.,.s = (X’Z-’X)-lX’Z-lZ ( 1  3.8) 

where Z is the covariance matrix of Z, i.e., the n X n matrix whose ijth 
element is cov[Z(s,), Z(s,)] ,  which is assumed to be nonsingular. In reality, 
of course, the data’s covariance structure is unknown, so in practice Z is 
estimated, possibly by one of the methods described in Section 13.5, and 

A 
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the resulting estimate 3 substituted for I; in (13.8). This yields the “esti- 
mated” GLS estimator 

BEGLS = (X’%-lX)-lXf$-lZ 
c. 

Properties of PEGLs, yhich is a nonlinear estimator, a y n o t  as well understood 
as those of POLS or PGLS; it is known, however, that pEGU is unbiased under 
very mild conditions [4]. Intuitively, one would expect the variability of 
f iEGLS.  to be greatej than that of f i G L S ;  this is known to be true if the process 
is Gaussian and Z is a “reasonable” estimator [5 ] .  

Whichever estimator of p is used, the fitted surface is 

P(s) = Ids; S )  = Pofo(s> + PIfm + . . 4 + P,f,(s> 

Residuals from the fitted surface at the data locations are defined by 

b(SJ = Z(s , )  - P(S,) (i = 1,  . . . , n) 
Estimation of the data’s second-order variation can be based on these residu- 
als; see Section 13.5. 

This parametric modeling and fitting approach is a multidimensional 
generalization of polynomial regression on R, and as such it has the same 
shortcomings, some of which are even more severe in this higher dimensional 
context; details can be found in [2]. Because of these shortcomings, trend 
surface analysis should be performed with care. Nevertheless, its relative 
simplicity and the ease with which it can be carried out using widely 
available computing software make the method usually worth considering. 

13.4.2 Median Polish 

A second approach to estimating the first-order structure of the data is 
median polish, which was proposed for general use with two-way data 
layouts by Tukey [6] and adapted for use with geostatistical data by Cressie 
[7, 81. Though the method can be applied to data in either R2 or R’, the 
discussion here will be limited to the two-dimensional context. Median 
polish is based on a model in which )L(*) decomposes additively into orthogo- 
nal directional components. The model (in R2) is 

I4s) = a + 4 x )  + 4 Y )  

where s = (x, y) ‘ .  For general spatial configurations of sites, this model 
will often be overparameterized; for instance, in the case of irregularly 
spaced data there are potentially as many as 2n + 1 unknown parameters 
(and only n observations). However, if the sites form a rectangular grid 
( (x , ,  yA): k = I ,  . . . , p ;  1 = 1,  . . . , q ) ,  then the model for the mean 
at these sites is, using obvious notation, 
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and there are only p + q + 1 parameters to estimate: an “all” effect, p 
“row” effects, and 9 “column” effects. The data-model situation in this 
case is such that row effects can be estimated by exploiting replication 
across columns, with a similar result for column effects. Of course, we are 
interested in modeling the entire surface, not just its values at data locations: 
a way to construct the entire surface from the fit at data locations will be 
given shortly. 

First, however, let us describe the median-polish algorithm by which 
model (1 3.9) is fit to the data. I give only an informal description here; a 
formal algebraic presentation can be found in [91. Suppose again that the 
data locations form a p X q rectangular (but not necessarily regular) grid, 
and regard these sites as cells in a two-way table. The number of observations 
in each cell need not be equal nor, in fact, must every cell have an observation. 
To the table we append an extra row at the bottom, an extra column at the 
right, and an extra cell in the lower right corner (for a total of p + q + 1 
extra cells). Single zeros are placed in the extra cells. We then operate 
iteratively on the data table, alternately subtracting row medians and column 
medians and accumulating these medians in the extra cells. More precisely, 
on the first iteration we subtract row medians from values in the correspond- 
ing rows and add these medians to the extra column of cells. On the second 
iteration, we subtract the column medians from values in the corresponding 
columns, including the extra column of row medians. Thus, the value in 
the ( p  + 1, q + 1)th cell after two iterations is the median of the original 
data’s row medians. The entire process can be repeated, if desired, until 
some stopping criterion is satisfied, e.g., until another iteration changes 
each entry in the table by no more than a small positive number E. 

The final entries in the (p  + 1 ,  q + 1)th cell, the (p  + 1)th row, and 
the (9 + 1)th column of the table are the median polish estimates of, 
respectively, a, c,, . . . , cq, and r , ,  . . . , r,,. Using obvious notation, the 
fitted values at data locations are 

and residuals from the fit, which are defined by 

(13.10) 

are the final entries in  the first p rows and first 9 columns of the table. The 
fitted surface at sites other than data locations is obtained from ( 13.10) by 
interpolating between, and extrapolating beyond, the data locations. For 
s = (x, y)’ in  the rectangular region between the four gridpoints (x~, yJ’, 
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Similar formulas are applicable for extrapolation when x < x, ,  x > x,, 
y < y , ,  or y > yp. The overall result is a continuous surface defined over 
all of D. 

The median-polish algorithm just described begins with the removal of 
row medians, but it could also have begun with the removal of column 
medians. The two starting points can result in different fitted values and 
residuals, but experience has shown that the differences are usually small. 

With a few modifications, median polish may be applied to irregularly 
spaced data as well as gridded data. For irregularly spaced data, rows and 
columns of the two-way table can be formed by overlaying a rectangular 
grid on D and assigning observations to the nearest gridpoint. Of course, 
the grid spacings should be chosen small enough to preserve broad spatial 
relationships, yet not so small that a large number of cells are empty. Median 
polish and interpolation or extrapolation of p(-) over all of D can then 
proceed entirely as with genuinely gridded data. However, for more accurate 
estimation of second-order structure and for purposes of spatial prediction, 
the median-polish residuals should be defined as 

b,) = a s , )  - X S , )  

where (i(s,) is obtained by (13.11); that is, for the purpose of obtaining 
residuals, the data should be reassigned from gridpoints to their original 
locations. 

Estimation of the data’s first-order variation by median polish avoids 
many of the pitfalls of trend surface analysis. First of all, median polish is 
less parametric and hence more flexible than trend surface analysis, in the 
sense that polynomial trend (linear, quadratic, etc.) or periodic behavior is 
not imposed. Second, median polish is much more resistant to outliers [9]. 
Third, there is evidence that the residuals from a median polish are less 
biased than those from a trend surface analysis [ 101; this is important because 
the data’s second-order variation is estimated from these residuals. One 
limitation of median polish, however, is the row-column additivity implicit 
in model (13.9); a procedure for verifying the (approximate) additivity of 
rows and columns is described in [8]. 
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13.4.3 Application to Sulfate Deposition Data 

In this subsection, trend surface analysis and median polish are illustrated 
using the sulfate deposition data. Admittedly these data, having been taken 
at the earth’s surface over a significant geographic region, do not strictly 
lie in a Euclidean space. This causes no difficulties, however, and throughout 
the analysis of the SO, data we shall let (x, y )  denote the ( -  1 X longitude, 
latitude) coordinates of a site. 

To illustrate a trend surface analysis, full polynomial surfaces of succes- 
sively higher order were fit to the data by ordinary least squares until a 
standard size-.05 F-test of the hypothesis that all terms of highest order are 
nonsignificant could be accepted. This resulted in a fifth-order surface, 
which is shown in Figure 3. The fitted surface appears to reproduce the 
scatterplot in Figure 1 quite well; however, a plot (not shown) of the residuals 
versus the fitted mean revealed some problems: there was strong evidence 
that the variance of the residuals increased with the mean, and there were 
several outliers among the residuals. Rather than trying to remedy the 

FIG. 3. Three-dimensional view of fitted fifth-order polynomial surface from the 
southwest. Units on the vertical axis are in g/m2. 
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situation (e.g., by making a transformation or using a robust regression 
technique), we shall sidestep these problems and perform a median polish 
analysis. 

To carry out median polish, a two-way table was obtained by assigning 
the irregularly spaced data to points forming a 6 X 15 rectangular grid 
with grid spacing of 4" in both latitude and longitude. With this choice of 
spacing, 27 (30%) of the 90 cells are empty, which is regarded as acceptable. 
Median polish (beginning with row median removal) was performed, with 
iteration continuing until each entry in the table changed by no more than 
.0001 g/mz on successive iterations. The fitted all, row (in order of increasing 
latitude, i.e., from south to north), and column (moving from east to west) 
effects were as follows: 

2 = 1.0578 = -0.1488 tl = -0.7478 2, = 0.3432 
;2 = -0.0570 2 2  = - 1.0068 = 0.7862 
>3 = 0.1350 i 3  = -0.9548 ?,, = 0.8172 

t4 = -0.9568 = 0.7041 
.. - 0.9862 

;4 = 0.2855 
>5 = 0.0570 i5 = -0.8293 c13 - 
Th = -0.1440 2, = -0.8729 C 1 4  = 1.0467 

2, = -0.5819 = 0.0102 
i, = 0.0000 

(When the algorithm was repeated beginning with column median removal, 
the results were not appreciably changed, as all effects and residuals were 
within .02 g/m2 of their corresponding values for the original analysis.) As 
an example of (13.10), the fitted value in the first column and fourth row 
is given by $(xI, y4) = 1.0578 + 0.2855 - 0.7478 = 0.5955. Fitted values 
at all 90 grid points were computed in this fashion, and the entire surface 
was then obtained by interpolation and extrapolation. Figure 4 shows this 
surface. 

To lay the groundwork for the estimation of second-order structure, 
median-polish residuals were obtained for all observations according to the 
prescription given for irregularly spaced data in Section 13.4.2. Figure 5 
shows a stem-and-leaf plot of these residuals. By comparing Figure 5 with 
Figure 2, the effect that removal of trend by median polish has on the shape 
of the stem-and-leaf plots is evident. In particular, the residuals in the latter 
plot appear to be distributed symmetrically about 0. A normal probability 
plot (not shown) indicated that the residuals come from a distribution more 
heavy tailed than the normal distribution; indeed, Figure 5 reveals that there 
is at least one site (the one with a residual of 2.3 glm2) with an unusually 
high sulfate deposition. Consequently, a robust procedure for estimating the 
semivariogram is advisable. 
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FIG. 4. Three-dimensional view of median-polish surface from the southwest. Units 
on the vertical axis are in grams per square meter. 

13.5 Estimation of Second-Order Structure 

In this section it is assumed that the data’s large-scale (first-order) struc- 
ture or trend has been estimated, and we turn our attention to estimating 
the data’s small-scale (second-order) structure, i.e., the spatial dependence. 
Since the basis for our analysis is model ( 1  3.5), in which the error process 
ti(*) is intrinsically stationary, the semivariogram (13.6) of 6( . )  is an appro- 
priate mode of description of the second-order variation. If ti(*) is not merely 
intrinsically stationary but also second-order stationary, then the second- 
order variation can be described by either the semivariogram or the co- 
variance function; even in this case, however, there are good reasons for 
modeling and estimating the former rather than the latter [3, 111. 

The classical paradigm for estimating the semivariogram y(*) consists of 
two main steps: first y(h) is estimated nonparametrically for each of several 
values of h, and then a valid (i.e., conditionally nonpositive definite; see 
Chapter 4 for a definition) parametric family of models is fit to the nonpara- 
metric estimate. Two important decisions that must be made in the course 
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FIG. 5. Stem-and-leaf diagram of  the sulfate median-polish residuals. 

of this analysis are ( 1  ) whether the second-order variation is isotropic, i.e., 
direction invariant, and (2) what family of models to use for y(-). These 
steps are described in the next two subsections and then illustrated with the 
sulfate deposition data. In this section it is assumed for simplicity that the 
index set D of sites is two-dimensional and that only one measurement is 
taken at each site. Modifications for three-dimensional data are straightfor- 
ward, and modifications to accommodate replicate measurements at individ- 
ual sites are discussed in Section 13.7. 

13.5.1 Nonparametric Estimation of the Semivariogram 

Under the intrinsic stationarity assumption, the semivariogram of a(.) can 
be expressed as a function of the lag or displacement vector h = 
s - t between two sites s and t in D. Let Hrepresent the set of all possible lags 
generated by points in D whose corresponding displacement angle belongs 
to the interval [ - d 2 ,  d 2 ) .  (Attention can be restricted to lags with these 
displacement angles because y( -h) = y(h) for all lags h.) Next, let 
( H , ,  . . . , Hk) be a partition of H into sets, or “windows,” within which 
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the values of h are approximately equal (in a well-defined sense). For each 
u = 1, . . . , k, let h, represent a “typical” value in H,, e.g., its centroid, and 
let N(h,) be the set of site pairs that are displaced approximately by h,. Thus, 
for any fixed u = 1, . . . , k, the elements of N(h,) are site pairs approxi- 
mately the same distance apart with approximately the same relative orienta- 
tion. Finally, let (N(h,)l denote the number of elements of N(h,). 

Now suppose that &(*) is any estimate of the data’s first-order variation, 
and define the residuals at data locations by &s,) = Z(s,)  - a@,). Then the 
classical nonparametric estimator of y(h) at lag h, is one-half the average 
squared difference of residuals 

(13.12) 

This estimator is approximately unbiased (it would be exactly unbiased if the 
unobservable process 6(.) could be used in place of d(.) and if si - sj were 
equal for every element of N(h,)), but because it is a function of a sum of 
squares it is not resistant to outliers. A more robust estimator, proposed by 
Cressie and Hawkins [ 121, is 

.914 + (.988/1N( , \--u, 

Typically, the partition of H used in the nonparametric estimation of y(*) is 
a “polar” partition, i.e., the lags are classified on the basis of their lengths and 
displacement angles. This partition effectively yields estimated “directional 
semivariograms” in each of several directions. If the second-order variation 
is judged to be isotropic (by one of the graphical methods described later), 
then the estimation of the semivariogram is simplified somewhat, for in this 
case an omnidirectional semivariogram can be estimated, based on a partition 
of H into distance classes only. 

An important practical question in this estimation scheme is how finely to 
partition H, or equivalently, how large to make the lag classes. Clearly, there 
is a trade-off involved: the smaller are the class widths, the better the lags in 
N(h,) are approximated by h,, but the fewer the number of site pairs belonging 
to N(h,) (with the consequence that the nonparametric estimator’s sampling 
variation at that lag is larger). A rule of thumb for choosing the class widths 
is given in the next section. 

13.5.2 Fitting a Sernivariogram Model 

The second step of semivariogram estimation is the fitting of a parametric 
model to the nonparametric estimator of y(-). Several examples of valid 
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parametric models for ye), e.g, the spherical and exponential models, were 
given in Chapter 4. In practice, the family of models to be fit has often 
been chosen “by eye” after looking at a plot of the nonparametric estimator 
versus h,. Some !ess subjective model selection procedures are mentioned 
at the end of this subsection. 

Together with the selection of a model for y(-), the way in which the 
semivariogram depends on the relative orientation of data locations should 
be determined prior to fitting a model. Some graphical diagnostics are 
available for checking for isotropy or geometric anisotropy. One diagnostic 
consists of simply a plot of several (at least three, preferably more) estimated 
directional semivariograms overlaid on the same graph. If these semivario- 
grams lie roughly on top of each other, then isotropy can reasonably be 
assumed. A second diagnostic is obtained by connecting, with a smooth 
curve, lag vectors h, for which the nonparametric semivariogram estimates 
are roughly equal (in effect plotting estimated isocorrelation contours, in 
the case of a second-order stationary process). If the contours are roughly 
elliptical (circular), then geometric anisotropy (isotropy) is a reasonable 
assumption. One might suspect that the second diagnostic would be better 
than the first at identifying the strength and orientation of geometric anisot- 
ropy when such an anisotropy exists, but in practice it may not be so because 
there is often too much sampling variation in the estimated semivariogram 
for different contours to have a consistent shape and orientation. 

Once a semivariogram model has been chosen and the issue of direc- 
tion-dependence has been addressed, the chosen model can be fit to the 
nonparametric estimator of y(-). There are several model fitting procedures 
available for this, some more practical than others. Seven procedures are 
summarized and compared in [ 131; here I will briefly describe one widely 
used procedure-the nonlinear weighted least squares (WLS) procedure of 
Cressie [14]-and mention two others. Let {T(hJ: u = 1, . . . , k) denote 
a nonparametric semivariogram estimator, either 4 or the more robust 5; 
let y(h; 0) denote a parametric model to be fit to this estimator; and let 0 
denote the parameter space for the parameter vector 0. Cressie’s WLS 
estimator of 0 is defined as a value 8 E 0 that minimizes the weighted 
residual sum of squares function 

(1 3.14) 

where If is a specified subset of lag classes believed to yield reliable 
estimates of y(h). Observe that the weights, IN(h,)(l[y(h,; 0)2, are small if 
either IN(h,)l is small or y(h,; 0) is large. Since, in practice, IN(h,)( tends 
to be small for large lags and since the model y(h,; 0) is typically nondecreas- 
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ing in h/ llhll, nonparametric estimates at large lags tend to receive relatively 
less weight. In spite of this, the sampling variation of estimates at large 
lags and at other lags for which IN(h)l is too small is so great that these 
estimates are not sufficiently downweighted in ( I  3.14); this is usually ac- 
counted for by taking 'U in (13.14) to be of the form 'U = { u: (N(h,)( 5 
G , ,  llhull 5 G , } .  Journel and Huijbregts [I51 suggest the choices G ,  = 30 
and G, = rJ2 (half the largest possible lag). 

Two other widely used methods for fitting semivariogram models are 
maximum likelihood (ML) and restricted maximum likelihood (REML); 
details on these can be found in [ 161 and [ 171. These methods are generally 
applied to the estimation of the process's first- and second-order variation 
simultaneously. Consequently, the estimation of the semivariogram by ML 
or REML does not strictly require one to first obtain a nonparametric 
estimator such as y(h,,). Nevertheless, the calculation of a nonparametric 
estimator is recommended for its diagnostic value even if the semivariogram 
is to be estimated by a likelihood-based method; it can be helpful in selecting 
an appropriate semivariogram model and it provides a benchmark to which 
the ML or REML estimate can be compared. 

Of the available semivariogram model fitting procedures, which should 
be used? Although likelihood-based estimation is more efficient under the 
assumption that the random process is Gaussian, it may not be robust to 
departures from this assumption. Moreover, estimation by ML or REML 
is a large computational problem for even moderately sized data sets. In 
contrast, WLS estimation, if based on the use of T(h) in (13.14), is robust 
to departures from the Gaussian assumption, and presents a much simpler 
computational problem. Furthermore, WLS estimation has been shown to 
be nearly as efficient as likelihood-based estimation even when the process 
is Gaussian [ 131. Consequently, WLS estimation appears to represent a 
reasonable compromise between statistical efficiency and practicality. 

Though the family of models fit to a nonparametric semivariogram esti- 
mator g(h,,) is often chosen on the basis of a visual inspection of a plot of 
g(h,) versus h,, more formal model selection procedures are possible. A 
natural model selection criterion for use in conjunction with WLS estimation 
is the weighted residual sum of squares evaluated at the estimate of 8, viz. 
~ ( 6 ) .  That is, to select a model from among two or more candidates, fit 
each by WLS and choose the one with the smallest weighted residual sum 
of squares. Provided that each candidate model has the same number of 
unknown parameters, this criterion is sensible. If some model(s) under 
consideration has (have) more parameters than others, however, a crite- 
rion that has some kind of penalty for increased model complexity, such 
as Akaike's information criterion, is more appropriate; see [18]. Cross- 
validation of the estimated semivariogram [ 191 is another possibility. 
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13.5.3 Application to Sulfate Decomposition Data 

Now we estimate the second-order structure of the sulfate deposition 
data, making use of some of the methodology just discussed. Since the 
error process a(.) is unobservable, the estimation of second-order structure 
is based on residuals from the fit of the crst-order structure. The analysis 
here utilizes the median polish residuals (S(s,): i = 1, . . . , 198) obtained 
at the conclusion of Section 13.4.3. 

The first step of the analysis, that of nonparametrically estimating the 
semivariogram of a(.), requires that the set H of all possible lags with 
displacement angle in [ - d 2 ,  d 2 )  be partitioned. Here, as is common 
practice, a polar partition into distance and angle classes was used. Distances 
between sites were measured as great-arc lengths, in miles, along the earth's 
surface, i.e., 

IJs, - s,ll = 3969.665 COS-' { cos( (90 180y.)~) ,,,( (90 180 - Y h  1 ) 

where s, = (x,,  y,)' (i = 1, . . . , 198), and the distance classes were taken 
to be intervals of 100 mi, with each interval identified by its midpoint. 
Displacement angles, measured as +,, = arctan [ (y ,  - yJ)/(x, - x,)], were 
assigned to the four angle classes (+: - d 2  5 + < - 37~18 or 3 d 8  5 + < 
d 2 ] ,  (+: -37~18 5 + < -7~/8], [+: -1~18 5 + < d 8 ) ,  and {+: 7~18 5 
+ < 3 d 8 ) ,  which will henceforth be called the north-south (N-S), 
northwest-southeast (NW-SE), east-west (E-W), and northeast-southwest 
(NE-SW) directions, respectively. 

Based on this partition, the robust nonparametric semivariogram estima- 
tor (y(h,): u = 1, . . . , k ) ,  given by (13.13). was obtained. The four 
estimated directional semivariograms are shown in Figure 6. Estimates at 
lags up to 1250 mi are shown for the NW-SE and NE-SW directions, while 
for the N-S and E-W directions estimates are shown for lags up to 1050 
mi and 1450 mi, respectively. Distance classes beyond these cutoffs con- 
tained too few lags for the corresponding estimates to be regarded as reliable. 
Although the estimated semivariograms in Figure 6 exhibit a certain amount 
of variability, for small distances they generally increase with distance, 
indicating that small-scale spatial dependence exists. With the exception of 
the NE-SW semivariogram, they tend to level out at about the same height 
(sill value) as distance increases, and as distance decreases they seem to 
be tending to roughly the same value (nugget effect). There is a perceptible 
difference in their ranges, however, with the spatial dependence in the N-S 
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FIG. 6. Plot of nonparametnc semivariogram estimates in the four directions N-S 
(0). NE-SW (A), E-W (0). and NW-SE (*). 

direction appearing to vanish at about half the distance it vanishes in the 
E-W direction (the ranges in the other two directions being intermediate). 
A possible explanation for this may be directional differences in wind 
currents. This suggests that instead of using an isotropic semivariogram 
model it is more reasonable to adopt a geometrically anisotropic model, 
with elliptical isocorrelation contours that are aligned with the compass 
points and twice as long in the E-W direction as in the N-S direction. 
Equivalently, we can halve the scale in the E-W direction (i.e., halve the 
difference in longitude between sites) and use an isotropic model. In what 
follows we take the latter course of action. 

After halving the scale in the E-W direction, the semivariogram was re- 
estimated (again by the robust nonparametric estimator), utilizing the same 
distance classes but without regard to displacement angle. This estimate is 
shown in Figure 7. The next step is to fit a valid parametric model to q. 
Based on the shape of 7, a spherical or exponential model with a nugget 
effect (a discontinuity at the origin) appears to be reasonable. Both of these 
models were fit by WLS, with the spherical resulting in a weighted residual 
sum of squares that was 29% smaller. The fitted spherical semivario- 
gram is 
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FIG. 7. Plot of nonparametric semivariogram estimator, assuming isotropy after 
halving the scale in the E-W direction. A plot of the fitted spherical semivariogram 
model (13.15) is superimposed. 

llhll = 0 
.0802 + .I263 - ( - ' I h ' '  ) - - ( - l l h l l  )3}, 0 < llhll 5 507.97 { 2 507.97 2 507.97 
.2065, 

(13.15) 

The fitted semivariogram, which is shown in Figure 7, broadly reproduces 
the nonparametric estimate, especially at small lags, where it is most im- 
portant to do so (see [20]). The estimated range of 507.97 indicates that 
the small-scale spatial dependence vanishes at a distance of about 500 miles 
in the N-S direction and about 1000 miles in the E-W direction. 

In this section we have presented techniques for characterizing the spatial 
dependence remaining in the data after the first-order variation (trend) has 
been removed. The end-product of these techniques, for the sulfate deposi- 
tion data, was the estimated semivariograrn (13.15). It remains to utilize 
(13.15) in the prediction of SO4 deposition at unsampled sites. 
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13.6 Spatial Prediction (Kriging) 

Prediction of the response variate at one or more sites is often the ultimate 
objective of a geostatistical analysis. Many spatial prediction procedures 
have been devised; see [21] for a review of 14 of them. Those methods 
known as kriging yield minimum variance linear unbiased predictors under 
an assumed model of the form (13.5). There are several kriging methods, 
which differ (among other ways) according to what is assumed about the 
mean function p,(*) and how it is estimated. We shall discuss two kriging 
methods, universal kriging and median-polish kriging, which correspond to 
the two methods of estimating first-order variation that were described in 
Section 13.4. 

13.6.1 Universal Kriging 

The basic concepts of universal kriging were given in Chapter 4, and 
we merely review them here. Suppose that model (13.5) holds, that the 
semivariogram y(*) is known, and that F(*) is of the form (13.7). The 
universal kriging predictor of Z(so) at an unsampled location so is given by 

irxs,) = [y + x ( x ’ r - x - 1  (x, - X ~ ~ - ~ ~ ) I ~ ~ - ~ Z  (13.16) 

where y = [y(s, - so), . . . , y(s,, - s,,)]’, r is the n X n symmetric 
matrix with 0th element y(s, - sj), X is defined as in Section 13.4.1, and 
xo = M)(s,J, . . . , &(so)]’. This predictor minimizes the mean squared 
prediction error (MSPE) E[(Z(s,)  - AfZ)2] among all linear predictors A’Z 
that satisfy the unbiasedness condition A‘X = x;. The minimized value of 
the MSPE is called the kriging variance and is given by 

OMS,) = y’r-ly - (x’r-ly - x o ) ’ ( x ’ r - x - l  
(13.17) 

The ktiging variance can be used to construct a nominal lOO(1 - a)% 
prediction interval for Z(so), which is given by 

(x’r-ly - x,) 

1, = Z U ( S 0 )  2 Z a l Z ~ U ( S 0 )  

where 0 < a < 1 and z,,~ is the upper a12 percentage point of a standard 
normal distribution. Under the assumption that Z(.)  is Gaussian and y(*) is 
known, Pr[Z(s,) E I,] = 1 - a. 

In practice, two modifications are usually made to the universal kriging 
procedure just described. First, the prediction of Z(so) may be based not on 
the entire data vector Z but on only those observations that lie in a specified 
neighborhood around so; guidelines for choosing this neighborhood are 
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given in [3]. When this modification is made, the formulas for the universal 
kriging predictor and its associated kriging variance are of the same form 
as (13.16) and (13.17) but with y and Z replaced by the subvectors, and r 
and X replaced by the submatrices, corresponding to the neighborhood. 
Second, since in reality the semivariogram is unknown, it is common practice 
to substitute 9 = y(8)  and k = r(0) for y and r in (13.16) and (13.17), 
where 0 is an estimate of 8 obtained by, say, one of the methods presented 
in Section 13.5.2. The effects of this on kriging are considered in [22]. 

In some cases a predictor of the average value Z(B)  = Js Z(s)ds/lBI over 
a region (block) B E D of positive &dimensional volume (B( is desired, 
rather than a predictor at a single point; this is called block kriging. Formulas 
for the universal block kriging predictor of Z(B)  and its associated kriging 
variance can be found in [3]. 

13.6.2 Median-Polish Kriging 

Again suppose that model (13.5) holds and ye) is known, but now take 
p(.) to be of the form (13.9) (where, of course, if the data locations are 
irregularly spaced they are assigned to the nodes of an overlaid rectangular 
grid). Let h(.) represent the fitted median-polish surface (1 3.11). The median- 
polish kriging predictor of Z(s,) is defined as 

.%P(SO) = h(S0) + %so) 

where 6(s,,) = [ y f  + (1 - yfr~l l ) ( lrr- l l ) - l lr]r- l~ is the ordinary kriging 
predictor of &(so), y and r are defined as in Section 13.6.1, 6 is the vector 
of median-polish residuals, and 1 is an n X 1 vector of ones [8].  (Ordinary 
kriging is the special case of universal kriging, corresponding to a constant 
mean function.) The median-polish kriging variance is 

uhp(so) = yr-ly - (1rr-y - i )v( i*r-I i )  (13.18) 

A nominal lOO(1 - a)% prediction interval for Z(so) is Z,, = &,p(so) +- 
zd2uMP(sO). The same practical modifications usually made to universal 
kriging are also usually made to median-polish kriging. 

13.6.3 Application to Sulfate Deposition Data 

Finally, we apply the two kriging methods just described to the prediction 
of wet sulfate deposition at two unsampled sites, taken for illustration to 
be Des Moines, Iowa (latitude 41.58", longitude 93.62"), and Portland, 
Maine (latitude 43.65", longitude 70.26"). Note that Des Moines lies near 
the center of the spatial domain and Portland lies on its boundary. For 
both methods, prediction was based on all observations (i.e., a kriging 
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neighborhood was not employed) and on the fitted spherical semivariogram 
(13.15). With X and x, defined to correspond to a full fifth-order polynomial 
surface in the coordinates of s (the surface fitted in Section 13.4.3), the 
universal kriging predictors of wet SO, deposition in 1987 are 1.693 g/m2 
at Des Moines and 1.559 g/m2 at Portland. The associated nominal 95% 
prediction intervals are (1.023, 2.363) and (0.887, 2.232). With 6 defined 
as the vector of median-polish residuals obtained in Section 13.4.3, the 
corresponding median-polish kriging predictors are 1.638 g/m2 and 1.528 
g/m2, and the associated nominal 95% prediction intervals are (0.969,2.307) 
and (0.864, 2.192). Observe that, at each of these two sites, the two kriging 
methods give nearly the same predictors and kriging variances. 

13.7 Extensions and Related Issues 

In attempting to lay out the basic elements of the geostatistical method 
in this chapter, several extensions and related issues have been glossed over. 
In this concluding section I mention some of these that I consider important, 
giving references for the reader who wishes more information. 

As noted in Section 13. I ,  data in the physical sciences are often collected 
over time as well as space. A natural approach to the analysis of such data is 
to extend existing methodology for spatial data into the space-time domain. 
That is, regard the data as a realization of a random process { Z(s,t): s E D, t 
E T), where T is an index set for time, adopt a model Z(s,t) = ~ ( s ,  t) + 6(s, 
t) analogous to (1 3.5) and treat time as simply another spatial dimension in 
estimation and prediction procedures. Despite the straightforward appearance 
of this extension, some important qualitative differences between temporal 
and spatial phenomena must be reckoned with; see [23]. For instance, a spatio- 
temporal phenomenon’s temporal and spatial second-order variation gener- 
ally are fundamentally different and not comparable on the same scale. To 
account for this the space-time semivariogram could be split into either a 
product [24] or a sum [25] of space and time component semivariograms. 

Throughout this chapter it was assumed that a single response variate 
was of interest. In some situations, however, there may be two or more 
variables of interest, and one may wish to study how these variables covary 
across the spatial domain or to predict their values at unsampled locations. 
These problems can be handled by a multivariate generalization of the 
univariate geostatistical approach I have described. In this multivariate 
approach, (Z(s) = [Z,(s), . . . , Zm(s)]’: s E D) represents the rn-variate 
“spatial surface” of interest and a model Z(s) = p(s) + 6(s) analogous 
to (13.5) is adopted in which the second-order covariation is characterized 
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by a function called the cross-semivariogram; this function is defined most 
satisfactorily as 

(13.19) 
1 
2 

y,,,(h) = - var[Sy(s + h) - 6Js)l 

where Sj’(.) and Sj:(.) are versions of Sj(.) and Sf<.) [the jth and j’th elements 
of ti(.)] normalized to have the same units [26] .  The procedure that yields 
a best (in a certain sense) linear unbiased predictor of Z(so) at an unsampled 
location so is called cokriging; see [27]. 

In Section 13.5 it was assumed that measurements were taken at distinct 
sites and made without error. This was in keeping with the classical geostatis- 
tical approach, which was not originally set up to handle replicate measure- 
ments or to identify measurement error (even though it has sometimes been 
recognized as a potentially important source of variation). Replication can 
be accommodated and measurement error can be identified, however, by 
extending model (13.5) and modifying the definition of the semivariogram. 
Let Z(s, k) represent the kth replicate measurement taken at site s E D, and 
suppose that 

Z(S, k) = p(s) + 6(s) + E(S, k) 

where p(s) and S(s) are defined as in model (13.5) and e(s, k )  is a (d  + 
1 )-dimensional zero-mean white noise process with constant variance v, 
independent of S(s). Now the semivariogram for the total error process, 
S(s) + E(S, k), is defined as 

(13.20) 

where y(-) is the semivariogram of 6(*) and tpI = 1 if k = I, 0 otherwise. 
Note that (13.20) is a particular kind of cross-semivariogram. This cross- 
semivariogram can be estimated from data Z(s , ) ,  . . . , Z(s,) (where 
s,, . . . , s, are not necessarily distinct) by nonparametric estimators similar 
to ( 1  3.12) and (13.13); one simply replaces &si) and d(sj) in those formulas 
with Z(sj,  k) - &(sj)  and Z(sj, I) - &(sj), respectively. Moreover, the quantity 
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is a model-free estimate [i.e., an estimate that does not depend on the validity 
of the assumed model for the mean function p,(‘)] of the measurement-error 
variance v. 

One very important practical issue is that of “design,” i.e., the selection of 
sites where measurements are to be taken. Because the kriging variance (either 
(1 3.17) or (1 3.18)) depends on the semivariogram and the data locations, but 
not on the data themselves, one can, in principle, prospectively determine the 
data locations that will minimize the kriging variance corresponding to any 
given potential site. From a more global perspective, one may wish instead to 
minimize the average, or perhaps the maximum, kriging variance over all of 
the study area D. Some practical solutions to these and similar design problems 
can be found in [28-3 1 1 .  Design criteria for precise estimation of the semivari- 
ogram have also been considered; see e.g., [32] and [33]. 

A second practical issue pertains to the intrinsic stationarity assumption 
for the error process in model (13.5), upon which the entire analysis is 
based. Though experience suggests that this assumption is well-satisfied 
locally, i.e., within small regions, it may be of questionable validity globally. 
A natural way to check for nonstationarity in the second-order structure, 
and to account for it if it is found, is to estimate a “local semivariogram” 
at each site, using only those data contained in a moving window centered 
on the site; see [34]. Spatial prediction at a site could then be based on the 
corresponding local semivanogram, the predictor being a function of only 
those data in the corresponding window. 
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14. BAYESIAN METHODS 

Harry F. Martz and Ray A. WaIler 
Los Alamos National Laboratow 

Methods of statistical inference can be loosely partitioned into two broad 
classes: classical and Bayesian statistical methods. Although these two 
classes are fundamentally quite different (as we shall soon see), both have 
found wide acceptance and utility in the physical sciences. Classical statistics 
are epitomized by such methods as maximum likelihood (Chapter 8), least 
squares (Chapter 9), confidence intervals (Chapter 6), and significance 
testing (Chapter 6). Bayesian alternatives to such methods are considered 
in this chapter. 

Papers in a variety of international journals illustrate a wide breadth of 
recent Bayesian research activity and application. For example, Bayesian 
research applications and areas include nuclear magnetic resonance (NMR) 
spectroscopy, macromolecular crystallography, isotopic dating of geologi- 
cal age differences, shot noise, ground-water contaminant transport, phase 
diagrams, ion cyclotron resonance time-domain signals, climate change, 
space-time distribution of sunspot groups, image recovery-reconstruction, 
neutron reflectivity and scattering, small signal analysis, observations aboard 
a spacecraft, fatigue in composite laminates, Bell’s theorem, and peak fitting 
for gamma-ray spectra, econometrics, astronomy, condensed matter physics, 
search for extraterrestial intelligence, foundations of quantum mechanics, 
expert systems, pharmacology, medicine, DNA sequencing, machine transla- 
tion of languages, neural networks, data classification, and theoretical nu- 
clear physics. We consider four such applications in Sec. 14.4. 

14.1 Bayesian Statistical Inference 

Bayesian methods are named for the philosophical approach embodied 
in the 18th-century work of Thomas Bayes (1702-1761), a Presbyterian 
minister and mathematician. Bayes’s original manuscript on inverse proba- 
bility (including Bayes’s theorem) for the binomial distribution was post- 
humously published in 1763 [ 11. Laplace [2] stated the theorem on inverse 
probability in general form. 

403 
METHODS OF EXPERIMENTAL PHYSICS 
Vol. 28 

Copyright 0 1994 by Academic Pnss, Inc. 
All rights of reproduction in any form reserved 

ISBN 0-12-475973-4 



404 BAYESIAN METHODS 

Bayesian and classical methods of inference share the same goals. Both 
methods attempt to infer (learn) something about an assumed distribution 
or model (or its parameters) based on a sample of data that provides only 
partial and inconclusive information about the model or its parameters. We 
use the term parameter in the broadest sense, and it may, in fact, denote 
an entire unknown distribution or spectrum, such as an unknown neutron 
scattering law in a neutron scattering experiment (see Sec. 14.4.1). The 
unknown parameters in the assumed data (or sampling) model of interest 
are considered to be random variables having a so-called prior distribution 
(Sec. 14.2) that expresses the analyst's knowledge about the parameters 
prior to observing the experimental (or sample) data. 

The widespread use of Bayesian methods indicates that physical scientists 
use an assortment of relevant prior information (a Bayesian approach) to 
supplement current experimental data (the classical approach) in data analy- 
sis. The information may be in the form of data or results from previous 
experiments; known conservation laws or default models; known character- 
istics of the assumed model (such as symmetry, positivity or additivity); 
known data smoothing functions or filters, known phase information, scien- 
tific conjecture, engineering knowledge, and experience; or other objective 
or subjective data sources. 

Figure 1 depicts the Bayesian method of statistical inference. A data 
(sampling) distribution is postulated that relates the unknown parameters 
to the experimental data, and a prior distribution is postulated for the 
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unknown parameters. The experimental data and the prior distribution are 
then combined using Bayes’s theorem (see later) to produce a so-called 
posterior distribution. The posterior distribution is then used to make all 
the desired inferences, usually in the form of point and interval estimates 
of the unknown parameters (see Sec. 14.3). These posterior-produced esti- 
mates of the parameters may also lead to improved hypotheses regarding 
the parameters. Bayesian statistical inference thus represents a logically 
correct and deductive paradigm that has been demonstrated to be useful in 
a wide variety of scientific experiments. 

Bayesian and classical methods differ in both practical and philosophical 
aspects. The major practical distinction is that Bayesian methods permit the 
formal incorporation of supplementary knowledge, belief, and information 
beyond that contained in the observed data in the inference process. This 
additional information is embodied in the prior distribution. 

Now consider the philosophical distinctions. Classical methods are rooted 
in the well-known relative frequency notion of probability, where the proba- 
bility of an event is defined as the limiting relative frequency of occurrence 
of the event in a series of repeated trials. In contrast to this notion of 
probability, the cornerstone of the foundation of Bayesian methods is the 
notion of subjective probubiliry. Bayesian methods consider probability to 
be a subjective assessment of the knowledge (sometimes called degree of 
belief) about propositions of interest, given any available evidence. When 
the available evidence is mostly empirical, both views often arrive at the 
same numerical value for the probability in question. For example, a Bayes- 
ian would say his subjective probability is one-third that a fair die comes 
up 1 or 2 when tossed because of what is known about the physics of 
tossing a die, the uniform mass distribution of the die, and past experience 
in rolling a die. Subjective probabilities are philosophically appropriate for 
events that cannot be repeated under similar and controlled conditions, such 
as a severe core melt in a nuclear power reactor. It has been shown that 
subjective probability has a sound theoretical foundation and obeys the 
axioms of probability. 

Bayesian and classical methods also differ in their logical approach. 
Classical statistics uses inductive methods of reasoning, e.g., inductive 
reasoning is used to construct confidence intervals (see Chapter 6). On the 
other hand, Bayesian methods use a formal deductive method of reasoning 
employing Bayes’s theorem, which we now introduce and illustrate with a 
simple example. 

To illustrate Bayes theorem, consider a process that produces electronic 
sensors for radar detectors. In manufacturing the sensors, n automated 
production lines, A, ,  AZ, . . . , A,, are operated. Further, we suppose that 
the supply of sensors for shipment is a composite of sensors produced by 
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all lines, that the portion of the total sensors produced by line A, is given 
by P(A,), and that each production line has a defective rate given by 
P ( D  I Ai).  A question of interest follows: A shipment is inspected and a 
defective sensor is observed, what is the probability that the defective sensor 
was produced by line A,? Or what is the P(A, I D)? 

Bayes’s Theorem: Consider a set of disjoint events, A,, A2, . . . , A,, 
for  which P(A,), i = 1, 2, . . . , n, are known and a proposition D such 
that P(D) > 0.  Then 

where P(D) = C P ( D  1 Ai)P(Ai) .  

The results of Bayes’s theorem are 

i = 1, 2, . . . , n (14.1) 

sometimes referred to as inverse 
probabilities, which follows from using the prior probabilities P(A,) and 
the conditional (or sampling) probabilities P(D I Ai)  to obtain the posterior 
(inverse) probabilities P(A, 1 D).  

Example: XYZ Sensors, Inc., has four production lines, A , ,  A2. A3, and 
A,, producing radar detector sensors for bulk shipments to customers. It is 
known that the lines produce 25%, 20%, 35%, and 15% of the sensors, 
respectively. Historical operations data indicate that the defective rates 
for the lines are as follows: P(D I A , )  = 0.010, P(D 1 A2) = 0.005, 
P(D 1 A,) = 0.012, and P ( D  I A, = 0.007. What percent of the defective 
sensors are produced by line A,? By Bayes’s theorem, 

P(D)  = O.OlO(0.25) + 0.005(0.20) + 0.012(0.35) + 0.007(0.15) 

= 0.00875 

P(A, 1 D )  = 0.012(0.35)/0.00875 = 0.480. 

Thus, 48.0% of all defectives are produced by line A,. Similarly, lines 
A,. A2, and A, produce 28.6%, 11.4%, and 12.0%. respectively. 

The foregoing discussion and illustration of Bayes’s theorem for the 
discrete parameter-discrete data case can be extended to the continuous 
parameter-continuous data case in the following manner. Suppose that the 
continuous random variable T is distributed according to the probability 
density functionf(t; 0), where 8 is an unknown parameter that is of interest 
to be estimated, and that the prior probability density function of 0 is a@). 
Here f ( t ;  8) is the so-called sampling distribution of T for any specified 
value of 8. We note that the sampling distribution is also known as the 
likelihood function (or likelihood) when considered as a function of 0 for 
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any observed (sample) value oft .  The likelihood, which we usually denote 
by 1(8 1 t), summarizes the information contained in the sample regarding 
8. These notions also apply to the discrete parameterdiscrete data case 
as well. 

The continuous version of Bayes’s theorem is as follows: 

(14.2) 

where f ( t )  = J f ( t ;  e).rr(e)dO is the marginal (unconditional) distribution of 
T.  There also exist other “mixed” cases of the preceding discrete and 
continuous cases. We see that the posterior is proportional to the product 
of the likelihood and the prior, the proportionality constant being the recipro- 
cal of the marginal distribution evaluated at t. The proportionality constant 
ensures that the posterior distribution integrates to 1. 

14.2 The Prior Distribution 

The necessity to identify an appropriate prior distribution that describes 
prior knowledge (or ignorance) is the heart of Bayesian statistics. Thus, in 
applying Bayesian methods, we must explicitly identify and summarize 
what prior knowledge we have regarding the quantity to be estimated and 
somehow reflect this knowledge in the form of an appropriately chosen 
prior distribution. While this task can be difficult, it is nearly always well 
worth the effort, as illustrated by the examples in Sec. 14.4. The prior 
distribution can be used to express any desired prior state of knowledge, 
ranging from virtual ignorance (such as noninformative priors in Sec. 14.2.2), 
through limited information (such as maximum entropy priors subject to 
partial prior information in Sec. 14.2.5), to quite informative knowledge 
(such as conjugate priors in Sec. 14.2.4). 

14.2.1 Consequences of Prior Choice 

As given by Bayes’s theorem, the posterior distribution of the parameter 
is proportional to the product of the prior and the likelihood. In general, if 
the prior is relatively flat where the likelihood is appreciable, then the 
likelihood dominates the prior in the sense that the posterior largely reflects 
only the information regarding the model (or model parameter(s)) of interest 
contained in the data (as expressed by the likelihood). This is known as a 
dominant likelihood situation. The resulting posterior distribution is then 
proportional to the likelihood and, in particular, the value of 8 that maximizes 
the likelihood (the so-called maximum likelihood estimator in Chapter 6) 
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will be the same as the value that maximizes the posterior, the so-called 
Bayesian muximum a posteriori (or MAP) estimator. Otherwise, if the prior 
is sharply peaked relative to the likelihood (i.e., a strongly informative 
prior), then the prior dominates the likelihood and the posterior largely 
reflects only the information contained in the prior. 

In most cases, the likelihood will increasingly tend to dominate the prior 
as the number of observations increases. For large sample sizes, the posterior 
will thus be approximately equal to the normalized likelihood (having unit 
area or mass), and the difference between Bayesian and classical inferences 
is insignificant. In many practical problems, a moderate sample size will yield 
a dominant likelihood if the sample results are consistent with the prior distri- 
bution. If the sample data are inconsistent with the prior assumptions, then 
the likelihood will not tend to dominate the prior, and a weighted combination 
of both will be reflected in the posterior. 

The notion of dominant likelihood is illustrated by a simple coin-tossing 
experiment. Suppose a coin is flipped n times and heads appearx times, but we 
do not know whether the coin was fair. Our problem is to infer the probability p 
of a head (the coin’s bias weighting for heads). Let p = 0 denote a double- 
tailed coin;p = 0.5, a fair coin; andp = 1, a double-headed coin. Figure 2(a) 
shows three different possible prior states of knowledge about the coin: a 
uniform (or ignorant) prior (Prior A), a prior that assumes the coin is most 
likely either double-headedordouble-tailed (Prior B), and a prior that assumes 
the coin is probably fair (Prior C). 

The likelihood for our coin-tossing experiment is given by the binomial 
distribution. Figures 2(b)-2(d) show how the posterior for each of the three 
priors in Fig. 2(a) changes as we collect more and more data. Note as we 
increase the size of n,  we become more confident in our inferred value for p 
(i.e., the variance of each posterior decreases) and the influence of the prior 
distribution decreases (i.e., the likelihood increasingly dominates the prior 
and the posteriors converge to the same answer when sufficient data are avail- 
able). In other words, no matter what our prior state of knowledge, the data 
force us to the same conclusion. If the data are inaccurate, few in number, or 
inappropriate for the parameter of interest, then the posterior information will 
depend crucially on our prior knowledge. 

14.2.2 Noninformative Priors 

There are times when the scientist wants to complete a Bayesian analysis 
but does not wish to show a preference for any particular values of the parame- 
ter a priori. In those cases, the desired prior distribution must give equal proba- 
bility to each possible value of the parameter(s). For a discrete variable with 
mass assigned to n points, say A , ,  A*, . . . , A,,, a noninformative prior is 
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FIG. 2. Prior and posterior distributions for the coin-tossing experiment. (a) Three 
different prior distributions. (b) Posterior distributions given 4 heads in 5 tosses. 
(c) Posterior distributions given 40 heads in 50 tosses. (d) Posterior distributions 
given 40,000 heads in 50,000 tosses. 

P(A,) = l/n, i = 1,2, . . . , n. For a normal variable with mean p, a noninfor- 
mative prior for is ~ ( p )  = constant, - cy) c p < 00. In this case, ~ ( p )  is an 
improper prior as discussed in Sec. 14.2.3. A non-informative (also improper) 
prior for a scale parameter, 8, is found to be ~ ( 8 )  = 1/8, 0 < 8 < 00. The 
derivation for both of these is presented in [3], p. 83. For further examples 
and discussion, also see [4], p. 223. 

14.2.3 Improper Priors 

As implied throughout the preceding discussions of prior distributions, the 
role of the prior in any Bayesian analysis is to assign probabilities, densities, 
or “weights” to the parameter space. Many priors are either probability mass 
functions or density functions (probability measures) and, thus, are proper 
priors that distribute unit mass to the parameter space. That is, the prior distri- 
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butions, P(A,) or IT@), sum or integrate to 1 over the parameter space. There 
exist certain situations in which weighting functions for the parameter space, 
other than proper probability measures, yield useful analytic results through 
Bayes's theorem. This is true even when the measure is infinite, as in the 
case of the noninformative priors for the location and scale parameters in the 
preceding section. 

14.2.4 Conjugate Priors 

It is often difficult to perform the required analysis necessary to obtain 
a closed form solution for the posterior distribution P(A, 1 D) or n(0 1 t). 
Numerical approximations and computer simulations are sometimes used 
to provide approximate answers. However, so-called conjugate families of 
distributions are an exception to the general case. Loosely stated, conjugate 
families of distributions are those distributions for which the prior and 
posterior distributions are members of the same family. For a more precise 
definition and discussion, see [3]. A discussion and further references are 
available in [4]. When conjugate priors exist for a Bayesian analysis, it is 
usually trivial to obtain moments (or other summary measures of interest) 
from the posterior distribution, as they are often a simple function of the 
prior moments and the data. The following example illustrates a common 
conjugate family of distributions. 

Consider a gamma prior distribution on h, the unknown rate of occurrence 
of events in a Poisson process, where the Poisson data consist of observing 
x events in a given period of time.1. Bayes's theorem gives a gamma posterior 
distribution on A as follows: 

p" Gamma prior: T(A; a, p) = - An--'e-PA, 

Poisson data: p(x; A, t )  = e-k'(Xt).Vx!, 

A, a, p > 0 

x = 0, 1, . . . ; A, 
t > O  

Gamma posterior: IT(A I x; a, p, t )  = 

For convenience, we denote a gamma distribution on A with parameters 
a and p as Gamma(A; a, p). The moments of the gamma prior are functions 
of the parameters a and p; for example, the mean is a/@. Similarly, the 
parameters of the gamma posterior distribution are (x + a) and (p + f) 

and the posterior mean is (x + a)/@ + I ) .  Note that the posterior parameters 
are a function of the prior parameters a and p and the data x and t .  
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It may be shown that the beta family of distributions is the conjugate 
family for binomial sample data, while the gamma family is conjugate for 
exponential data [4]. 

14.2.5 Maximum Entropy Priors 

Often when choosing a prior our knowledge lies somewhere between 
complete ignorance (i.e., the use of a noninformative prior) and strong prior 
knowledge (i.e., the use of a conjugate prior). Frequently, only partial prior 
information is available, in which case we may want to use a prior that is 
as noninformative as possible given the partial prior information constraint. 

A useful method for dealing with this situation is through the concept 
of entropy [5, 61. Let IT denote a prior on the discrete parameter space 0 
in which IT, = IT (0,) = Pr(0 = e j ) , j  = 1, 2, . . . . The Shannon-Jaynes 
entropy of this distribution is defined as 

S(IT) = - CTj log Trj  

j 

(14.3) 

in which, if IT, = 0, the quantity T, log  IT^ is defined to be 0. Entropy 
inversely measures the information inherent in a distribution 171; as the 
inherent information decreases, the entropy increases. Thus, it seems reason- 
able to choose as our prior distribution that particular distribution, say, %, 
which maximizes the entropy (and thus is conservative), subject to any 
specified prior constraints regarding IT. If there are no constraints and 0 
contains n values, then the prior that maximizes the entropy is the “flat” 
(or noninformative) prior  IT^ = l/n, j = 1, 2, . . . , n. 

Now suppose that we have m constraints on T of the form 

C Wj> g k ( e j )  = kk, (14.4) 

in which g, and pt are known. Provided I: nj = 1, the corresponding 
maximum entropy prior subject to the restrictions in Eq. (14.4) is known 
to be 

k = 1, . . . , m 
j 

(14.5) 

where the Lagrange multipliers A,, are constants that are determined from 
the constraints in Eq. (14.4). 

If 0 is a continuous random variable with prior density function IT@), 

then the concept and use of maximum entropy becomes more complicated 
[5]. However, it is still possible to obtain and use maximum entropy priors. 
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Suppose that we wish to maximize the generalized Shannon-Jaynes entropy 
(also known as cross entropy or relative entropy) functional defined as 

(14.6) 

subject to m prior constraints of the form 

I gk(8)n(8)de = pk. k = 1, . . . , m (14.7) 

In Eq. (14.6), To(€)) is an appropriately chosen noninformative reference 
prior (or default model) to which the maximum entropy solution will default 
in the absence of prior constraints. In the absence of constraints on the prior 
information, the maximum of Eq. (14.6) occurs when r ( 6 )  equals ~ ~ ( 6 ) .  The 
negative of the entropy in Eq. (14.6) is also known as the Kullback-Leibler 
distance between r ( 8 )  and no(8). 

When it exists, the maximum entropy prior, say ?, which maximizes Eq. 
(14.6), subject to the constraints in Eq. (14.7), is given by 

(14.8) 

where the Lagrange multipliers Ak are determined from the constraints in 
Eq. (14.7). 

Consider the following example found in [3]. Suppose we are interested 
in the maximum entropy prior $8) of a location parameter 8, -00 < 8 < 
00, having known mean p and variance a*. The noninformative (default) 
prior is thus n,(8) = 1. Also, gl(0) = 8, p, = p, g2(8)  = (€I - F)~, and 
p2 = u2 in Eq. (14.7). From Eq. (14.8), the corresponding maximum entropy 
prior density is thus 

- 
r ( 8 )  0: exp [ A l e  + X2(8 - A)*] 

(14.9) 

where A ,  and X2 are chosen so that the two constraints are satisfied. Choosing 
A,  = 0 and X2 = - 1/(2u2) satisfies the constraints; thus, the least informative 
prior on 8 having known mean p and variance u2 is a Gaussian distribution. 

Bayesian methods in the physical sciences often use maximum entropy 
priors when estimating an unknown distribution f. In this case, f is vector 
valued when considered at a finite number of points on its domain. Areas 
of application include the neutron scattering law, the electron density in a 
crystal, incoherent light intensity as a function of position in an optical 
image, ion cyclotron resonance spectral analysis, radio-frequency brightness 

= exp (A2[8 - (p - X,/2X,)I2} 
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of an astronomical source, and many others. The definition of entropy in 
Eq. (14.6) can be generalized to include such cases. This will be illustrated 
in the neutron scattering example in Sec. 14.4.1. 

14.3 Bayesian Estimation 

The most common Bayesian point estimators are the mean, median, and 
mode of the posterior distribution. When it exists, the posterior mode is the 
MAP estimator discussed in Sec. 14.2.1, and it is widely used in physical 
science. 

The Bayesian analog of a classical confidence interval is called a Bayesian 
credibility interval (or sometimes a probabilify interval). However, unlike 
classical confidence intervals, credibility intervals have a natural probability 
interpretation and are obtained directly from the posterior distribution. A 
lOO(1 - a)% credibility interval (el, 8,) is a probabilistic statement about 
8 given the sample data x and the prior distribution; that is, P(OI 5 8 5 
0, 1 x )  = 1 - a. This direct probability statement avoids the inherent 
problems in interpreting classical confidence intervals ([8], p. 30). 

The notion of highest posterior densiry (HPD) is often used to determine 
a particular credibility interval. Using this notion, we seek a lOO(1 - a)% 
credibility interval (8,, 8,) so that two conditions are satisfied: (1) P(8 ,  5 
8 5 8, 1 x )  = 1 - a; and (2) the posterior density for (el, 0,) is greater 
than that for any other interval satisfying (1). Thus, condition (2) ensures 
that a HPD credibility interval is the shortest interval among the class of 
all intervals having the desired coverage probability. Such intervals are 
usually easy to obtain in practice, particularly when 8 is a univariate parame- 
ter (see [3, 4, and 81 for examples). 

Predictive distributions are statistical distributions of some unknown 
future quantity of interest and play an important role in Bayesian estimation. 
While such distributions pose a problem for classical methods, they pose 
no fundamental difficulties when using Bayesian methods. The predictive 
distribution is defined as follows. Suppose we have a sample x from some 
specified distribution f (x ;  8) that depends on an unknown parameter 0. 

Now suppose that we wish to predict a new (future) observation K The 
predictive distribution for Y is 

f ( Y  I x) = p ( Y ;  e).rr(e I x)de ( 14.10) 

and predictive estimates of y (both point and interval) are obtained from 
this distribution. Note that the predictive distribution is free of 8. A good 
example is given in [8], p. 58. 
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14.4 Examples 

We present four examples in neutron scattering, nuclear magnetic reso- 
nance, climate change, and rocket photometry to illustrate the broad applica- 
bility of Bayesian estimation methods in the physical sciences. 

14.4.1 Neutron Scattering 

The modem maximum entropy method [9-121 is an optimal Bayesian 
method that is appropriate for making inferences about positive and additive 
distributions. Recently, it has been used to analyze neutron scattering data 
[ 13-1 51, which we now illustrate. 

Consider the one-dimensional neutron scattering law f ( x ) ,  where x may 
represent energy transfer, time of flight, or any other quantity appropriate 
to one of the many types of neutron scattering spectrometers. In a given 
experiment f is a positive distribution because it is proportional to the 
number of neutrons scattered with, say, energy transfer between x and x + 
dr. It is additive because the number of neutrons scattered in a large interval 
is equal to the sum of the neutrons scattered in smaller intervals that comprise 
the large interval. 

In the traditional classical approach, the scattering law is represented by 
a model having parameters that are subsequently estimated by least squares. 
Using the maximum entropy method, there is no need to model the scattering 
law, and the reconstruction usually shows finer detail (increased resolution) 
with minimal artifacts of the noise, as we shall see. 

The data in a neutron scattering experiment can be represented mathemati- 
cally as 

m 

m-) = R(x - Y ) f ( Y )  dY + B(x) + (14.1 1)  

where D(x) are the observed sample data, R(x)  is the instrument response 
(or resolution) function, f ( x )  is the unknown scattering law, B(x) is the 
background, and N ( x )  is random noise. Note that the integral in Eq. ( 14.1 1) 
represents the convolution off and R. Given the data D and the instrument 
response function R, the problem is to infer the scattering lawf; to perform 
a deconwolution of the data to recover f. This represents a so-called inverse 
problem. In general, however, the problem is ill-posed (incomplete) because 
an infinity of values off will fit the data. By using Bayesian methods, we 
can accomplish the required deconvolution and infer the unknown f in the 
form of the MAP estimate off. 

Given only the prior information I that f is positive and additive, we 
must assign a prior probability distribution  IT(^ I) to f. While the 

- m  
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appropriate prior for f is not immediately obvious, many different argu- 
ments, including logical consistency, combinatorics, information theory, 
and coding theory, lead us to believe that the prior has the rather special 
form 

~ ( f ;  1, a, m> a expta s(f, m)l (14.12) 

where S is the generalized Shannon-Jaynes entropy 

Xf, m) = c (f(x,> - W,) - f(xJ log [f(x,>lm(x,>l) (14.13) 

Here (Y is a dimensional constant (a statistical “regularization constant” 
required to make the exponential argument unitless) that must be estimated 
from the data, and x, is the ith discretized value of x on the support off. 

In the absence of sample data the maximum of Eq. (14.13) occurs at 
f(x,) = m(x,). The function m(x,) is, therefore a defautt modet analogous to 
fo in Eq. (14.6), and it is usually taken to be uniform; that is, m(x,) = 
constant. 

The other quantity we need to infer f is the likelihood Z(f 1 0) that 
expresses the likelihood off given by the sample data D. In the usual case 
in which the noise N(x)  is Gaussian (really a Gaussian approximation for 
a Poisson) and the observed neutron counts are independent from bin to 
bin, then 

I ( f  I 0) a exp( - x2/2) (14.14) 

where x z  is the usual misfit statistic (which measures how well a trial 
distribution f fits the observed data): 

, 

(0, - F,)’ 
x z  = c D, 

i =  I 

(14.15) 

Here Di is the number of neutron counts in the ith bin, F, is the value for 
the ith bin that a trial distributionf would have produced in the absence of 
noise, and N is the number of bins (or channels).into which the neutron 
counts have been accumulated (i.e., the number of data points). 

Combining Eqs. (14.12) and (14.14) according to Bayes’s theorem, the 
posterior probability distribution for f becomes 

~ ( f  I D; 1, a, m) a exp ( a s  - $12) ( 1 4.1 6) 

The MAP estimate offmaximizes the exponent as - x2/2. This procedure 
can be interpreted as maximizing the entropy S subject to a constraint on 
the value of the misfit statistic x2, where ci is interpreted as a Lagrange 
multiplier-hence, the name maximum enrropy (ME) method (also known 
as MaxEnt). 
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FIG. 3. Deconvolution of simulated neutron scattering data. (Reprinted with permis- 
sion from D. S. Sivia, “Bayesian Inductive Inference Maximum Entropy and Neu- 
tron Scattering,” Los Alamos Science [Summer 19901, Fig. 7, p. 193.) 
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ME method for simulated data (computed on a 128-point grid) similar to the 
transmission spectrum of the filters used in the filter-difference spectrometer 
(FDS) at the Manuel Lujan, Jr., Neutron Scattering Center (LANSCE) at 
the Los Alamos National Laboratory. The “true” neutron scattering law, 
consisting of two spikes on the left and a broader peak on the right, is 
shown in Fig. 3(a). The noisy data (Fig. 3(c)) are generated by convolving 
the true law with the FDS resolution function in Fig. 3(b) and then adding 
a small background count and random noise. Note that a large single spike 
can produce data similar to that of a smaller, broad peak. 

Figure 3(d) gives the deconvolution produced by direct use of the Fourier 
transform. This method is equivalent to the MLE using a uniform prior. 
Note that this method produces a reconstruction having a great deal of high- 
frequency ringing. To overcome this difficulty, a “smoothed” version of 
the direct inverse, a procedure known as Fourierfiltering, can be applied. 
Figure 3(e) illustrates the results in applying this procedure. This classical 
result may be directly compared with the ME solution shown in Fig. 3(f). 
We observed that ME has suppressed the level of artifacts without sacrificing 
as much detail in the deconvolution as does Fourier filtering. Typical ME 
results for real scattering spectra are illustrated in [13-151. 

Finally, the ME procedure may be implemented in practice by using any 
of the commercial computer programs, such as MEMSYS3 [18]. 

14.4.2 Nuclear Magnetic Resonance 

This example is from [ 191 and illustrates the use of Bayesian methods in 
analyzing time-domain nuclear magnetic resonance (NMR) signals. This ap- 
proach is an alternative to the widely used discrete Fourier transform and is 
particularly useful for analyzing a sum of decaying sinusoids such as time- 
domain signals associated with pulsed magnetic resonance spectroscopy. The 
Bayesian approach removes nuisance parameters and simplifies the search 
process. Also, Bayesian analysis takes advantage of any available prior infor- 
mation (frequently substantial) about the “true” NMR signal, usually ex- 
pressed in terms of a model. Iterative model-fitting techniques allow 
interactive residual analyses to continue until all coherent characteristics are 
represented by the model and removed from the residuals. 

The Bayesian spectrum analysis postulates a data model to be a sum of 
exponentially decaying sinusoids as follows: 

, 
f(t) = C + 2 [BJ cos ( q t )  + B,,, sin (w,r)]e--~’ (14.17) 

where B, and B,,, are effectively the amplitude and phase of thejth sinusoid, 
oJ is the frequency, aJ is the decay rate, and r is the total number of sinusoids 

J =  1 
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or resonance frequencies. For this example, an adequate fit to the data is 
obtained for r = 4. 

Thus, for the Bayesian procedure, only four frequencies w, and four 
decay rates a, need to be determined in the analysis while a least squares 
analysis has a noise variance and eight additional amplitudes (nuisance 
parameters) to determine. Our goal is to determine the posterior probability 
given by 

where m = 2r + 1 is the total number of amplitudes (including C) appearing 
- in Eq. (14.17), zz is the mean square of all N digitized data values di,  and 
h’ is a “sufficient statistic” for making inferences about the frequencies 
and decay rates. 

The following illustrates the output of the Bayesian spectrum analysis 
for IT-( ‘ H )  free-induction decay (FID, 75.14 MHz) of a sample of 40% 
1,4-dioxane and 60% benzene-d, and compares the results with Fourier 
analysis for two data sets. Figure 4 presents the data, the Bayesian spectrum 
analysis, and the residuals for 256 data points. Note the close agreement 
between the data and the model. 

Figure 5 presents the frequency-domain results for Fourier transformation, 
Bayesian analysis, and Bayesian line spectrum for 4096 points. The 
agreement between the Fourier and Bayesian analyses is good for these 
data, which is true for data with high signal-to-noise ratios. 

The capability of the Bayesian analysis to produce good model estimates 
for poor signal-to-noise ratio data is a strong reason to use the Bayesian 
procedure in analyzing NMR signals. To illustrate this property, white noise 
is added to the segment of data shown in Fig. 4(a). Figure 6 presents the 
modified data, the Bayesian reconstruction, and the residuals. The recon- 
structed data (model) in Fig. 6(b) matches the original model in Fig. 4(b). 

Figure 7 provides the Fourier transformation, Bayesian spectrum analysis, 
and Bayesian line spectrum for the decreased signal-to-noise ratio data. The 
impact of the poor signal-to-noise data on the Fourier analysis is considerably 
greater than on the Bayesian analysis. This property and the reduced com- 
plexity provided by decreasing the number of parameters to be determined 
for adequate fit are two advantages in favor of the Bayesian procedure over 
the widely used Fourier analysis. 

14.4.3 Climate Change 

The example presented in this section is based on [ 2 0 ] ,  which should 
be consulted for additional details and discussion. The problem is to use 
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FIG. 4. Bayesian spectrum analysis for high signal-to-noise ratio. (a) Data. (b) 
Bayesian optimized model. ( c )  Residuals. (Reprinted with permission from G. L. 
Bretthorst, C.-C. Hung, D. A. D’Avignon, and .I. J. W. Ackerman. “Bayesian 
Analysis of Time-Domain Magnetic Resonance Signals,” Journal of Magnetic 
Resonance, 79 (1988). Fig. I ,  pp. 372-375.) 
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FIG. 5.  Frequency-domain results corresponding to Fig. 4. (a) Fourier transform of 
the data. (b) Fourier transform of the optimized Bayesian model. (c) Line spectrum 
of  the Bayesian model. (Reprinted with permission from G .  L. Bretthorst, C.-C. 
Hung, D. A. D’Avignon, and J. J .  H. Ackerman, “Bayesian Analysis of Time- 
Domain Magnetic Resonance Signals,” Journal of Magnetic Restinance, 79 ( 1988). 
Fig. 2. pp. 372-375.) 
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FIG. 6. Bayesian spectrum analysis for low signal-to-noise ratio. (a) Data with 
white noise added. (b) Bayesian optimized model. (c) Residuals. (Reprinted with 
permission from G .  L. Bretthorst, C.-C. Hung, D. A. D’Avignon, and J .  J .  H. 
Ackerman, “Bayesian Analysis of Time-Domain Magnetic Resonance Signals,” 
Journal of Magnetic Resonance. 79 ( 1  988). Fig. 3, pp. 372-375.) 
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FIG. 7.  Frequency-domain results corresponding to Fig. 6. (a) Fourier transform of 
the data with white noise added. (b) Fourier transform of the optimized Bayesian 
model. (c )  Line spectrum of the Bayesian model. (Reprinted with permission from 
G. L. Bretthorst, C.-C.  Hung, D.  A.  D’Avignon, and J .  J .  H. Ackerman, “Bayesian 
Analysis of Time-Domain Magnetic Resonance Signals,” Journal of Magnetic 
Resonance, 79 (1988). Fig. 4, pp. 372-375.) 
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annual temperature records to investigate a hypothesis of no climate 
change (no annual temperature change). In particular, if there is evidence 
that a change has occurred, what is the best estimate of the time (year) 
of the change? 

Consider a series of observed annual temperatures, T ,  i = 1, . . . , 
n. and define a two-phase linear regression model as follows: 

( 1 4.1 9) a, + boi + e;, i = 1, . . . , r  
a , + b , i + e ; ,  i = r +  1 , .  . . , n  

T , =  

where e,, i = 1, . . . , n, are normally and independently distributed error 
terms with mean 0 and variance u2. 

Our focus is on the intersection of the two regression lines, say, c, that 
represents the change point. For analytic reasons, c is required to be in the 
interval (I; r + 1) and is given by c = (a, - a,)/(b, - b,). Using c, it is 
convenient to write the two-part equation as a regression equation with two 
variables i and (i - c)IND,(i) as follows: 

T, = a,, + b,i + b(i - c) IND,(i) + e,, i = 1, 2, . . . , n 
(14.20) 

where 

0, if i c c 
1 ,  if i > c INDc(i) = (14.21) 

and b = b, - bO. Then we can express the observations as a linear model 

T = X,.a + e (14.22) 

where 

(14.23) 

1 i 0 o . . . o  l . . . n - r  

1 1 . . . 1  1 . . . 1  
X y =  1 2 . . . r  r +  l . . . n ,  T = ( T , , T 2  , . . . ,  TJ 

a = (ao, b,, b)', e = ( e , ,  e2, . . . , eJr 

a: = (XTXc)-  XPT, RSS,. = (T  - X,.U<*)~ (T  - X,.af) 

in which a: is the least squares estimate of a, and RSS,. is the residual sum 
of squares. 

The data for the application of Bayes's theorem are annual temperature 
deviations from the Southern Hemisphere from 1858 to 1985 shown in 
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FIG. 8. Southern Hemisphere surface air temperature deviations, 1858-1985. (Re- 
printed with permission from A. R. Solow, "A Bayesian Approach to Statistical 
Inference About Climate Change," Journal of Climate (published by the American 
Meteorological Society), 1 (1988), Fig. I ,  p. 5 12.) 

Fig. 8. We assume that c does not occur in either the first four or the last 
five years of the record making it possible a priori for c to assume any 
one of 1 19 values (years). Reference [20] discusses distributional issues 
associated with the likelihood I( 71, c) = (RSS,.)-'''2. with proportionality 
constant independent of c. This likelihood is combined with the following 
three prior distributions for c: 

T , ( c )  = 11119, 1862 I c I 1980 

(0.25)1/60, 1862 5 c 5 1921 
(0.75)1/59, 1921 < c 5 1980 (14.24) 

(0.25)1/89, 

T 2 ( C )  = 

T3(c)  = { (0.75)1/30, 
1862 5 c I 1950 
1950 < c I 1980 

The three priors and corresponding posteriors T(cIT) are plotted in Fig. 9. 
Note that each posterior distribution has two local maxima, 1887 and 

1976. Further, the global maximum for and a, occurs at 1887 and for 
m3 at 1976, illustrating the role played by the different priors. Also, [20] 
develops the following 50% highest posterior density (HPD) credibility 
intervals for c: 
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FIG. 9. Posterior distribution of c for three prior distributions (shown by dashed 
lines). (a) T,(c) and n,(clT). (b) r2(c) and n2(c/T). (c) n3(c) and ~ ~ ( c f l ) .  (Reprinted 
with permission from A. R. Solow, “A Bayesian Approach to Statistical Inference 
About Climate Change,” Journal of Climate (published by the American Meteoro- 
logical Society), 1 (1988). Fig. 2, p. 512.) 

(1879, 1899) for T , ;  (1879, 1904) and (1973, 1978) for v2; 
(14.25) 

The posterior medians are approximately 1892, 1902, and 1951, respec- 
tively. We note that the median is of limited value in bimodal distributions; 
for example, the median for T~ does not occur in the 50% HPD interval. 

and (1884, 1893) and (1967, 1980) for T, 
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14.4.4 Rocket Photometry 

The object of the analysis in [21] is to estimate the altitude distribution 
of airglow as measured by rocket observations. Rocket photometry observa- 
tions measure the column emission rate by integrating volume emission 
rates along the line of sight. That is, 

(14.26) 

where /denotes vertical column rate, J is the volume emission rate, and z is the 
altitude. Random fluctuations and spurious modulations make the inversion 
problem difficult and subject to large error. The inference of interest is to 
reconstruct an altitude profile of J given I. The Bayesian procedure presented 
removes both the random noise and periodic modulations. 

We suppose that the observed data I' = ( I , ,  I?, . . .) to be composed 
of three components: trend T, period S ,  and error e, so that 

I, = T, + S, + e, ( 14.27) 

Given the observations I we want to obtain the most likely model of T, and S,. 
As prior information, we assume a trend T with locally smooth variation and 
a periodic function S with sinusoidal variation. An earlier reference [22 ]  pro- 
vides details for representing this prior information as constraints given by 
minimizing the second-order difference expressions (T+ I - 2T, + 
T,- I ) 2  and c (S, + I - 2cS, + S, - I ) 2 ,  where the constant c relates to the period 
of the sinusoidal variation. Two hyperparameters, s and d, are introduced. 
First, s controls the balance between the T and S (large s being more sinusoi- 
dal). Second, d controls the balance between the systematic function T + S 
and the error component e (large d implies strong constraint on the systematic 
part and leads to large residuals). For given values of s and d,  constrained least 
squares is used to choose the best model of T and S.  The data distribution is 
completed by assuming Gaussian models for the second-order expressions of 
the components 7: S, and e. The final solution is determined by selecting values 
of s and d optimally for given data I. Let L(d, s, I) denote the expected value 
of the data I (or, similarly, T and S) for fixed values of the hyperparameters d 
and s. The optimal values of d and s are those values that minimize a Bayesian 
information criterion - 2 logL(d, s, I). 

Figure 10 presents 156 data values taken at intervals of 0.2 km from rocket 
measurements of vertical column emission rates of atomic oxygen airglow. 
Figure 1 l(a) presents the MAP solution for T S, and e;  and Fig. 1 l(b) presents 
the MAP estimate of the volume emission rate from the Bayesian analysis. 
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FIG. 10. Vertical column atomic oxygen night airglow emission rate data. (Reprinted 
with permission from Planetary and Space Sciences, 37, K. Kita, T. Higuchi, 
and T. Ogawa, "Bayesian Statistical Inference of Airglow Profiles from Rocket 
Observational Data: Comparison with Conventional Methods," Fig. 1. Copyright 
1989, Pergamon Press, Inc.) 

14.5 The Gibbs Sampler 

A major task in applying Bayesian methods is the necessity to calculate the 
joint posterior distribution (and usually the marginal posterior distributions) 
of a set of parameters of interest. In many cases, however, the required integra- 
tions are difficult to perform, either analytically or numerically. The Gibbs 
sampler is a technique that can be used to indirectly generate a random sample 
from thejoint posterior distribution (and hence the marginal posteriordistribu- 
tions). The desired Bayesian point and interval estimates can thus be directly 
computed from the corresponding sample observations obtained via the Gibbs 
sampler without the need for tedious analytical or numerical calculations. 
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FIG. 1 1 .  Bayesian estimates of the model components and volume emission rates 
for data in Fig. 10. (a) Best estimate of the model components. (b) Estimated 
volume emission rates. (Reprinted with permission from [Planetary and Space 
Sciences, 37, K. Kita, T. Higuchi, and T. Ogawa, “Bayesian Statistical Inference 
of Airglow Profiles from Rocket Observational Data: Comparison with Conventional 
Methods,” Fig. 2. Copyright 1989, Pergamon Press, Inc.].) 
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Based on a Monte Carlo algorithm [23], Geman and Geman [24] use an 
adaptive version of this algorithm for image restoration, which they subse- 
quently refer to as the Gibbs sumpler. It is basically a Monte Carlo integration 
technique that is implemented using a Markovian updating scheme. Success- 
ful statistical (and often Bayesian) applications of the Gibbs sampler may be 
found in [25-281, while a good introductory paper is Casella and George [29]. 

We briefly summarize the method. Suppose that we have a collection of 
p random variables (which may be vector valued) O , ,  . . . , 0, whose joint 
distribution T ( O , ,  . . . , 0,) is unknown. However, suppose that their full con- 
ditional distributions n(O, 1 O,,j # i )  i = 1, . . . , p ,  are known in the sense 
that sample values of 0, ,  conditioned on values of Oj,j # i ,  may be generated by 
some method. Under mild conditions, these marginal conditional distributions 
uniquely determine the required joint distribution n(0,, . . . , 0,); hence, all 
unconditional marginal distributions, n(0,), i = 1, . . . , p ,  as well. 

The Gibbs sampler generates samples from the required joint distribution 
as follows: 

1. Select an arbitrary starting set of values Op, . . . , 0;. 
2. Draw 0;  from n(0, I 0, . . . , O;), then 0: from ~ ( 0 ,  I 01, 

O g ,  . . . , O;),  and so on up to 0; from T (0, I 01, . . . , O ; -  ,) to complete 
one iteration of the sampler. 

3. After n such iterations, we have obtained the sample (07, . . . , 0;). 

Reference [24] shows that, under mild conditions, this p-tuple converges 
in distribution to the unknown joint distribution T@,, . . . , 0,) as n + 00. 

0,J, its marginal densities, marginal moments, and so forth. 
The set of simulated observations can then be used to estimate T ( O , ,  . . . ,  

Example: In a recent year, x = 3 failures of a certain continuously 
operating pump were observed at a certain U.S. commercial nuclear power 
plant. We assume that x follows a Poisson distribution with parameter At ,  
where A is the unknown pump failure rate (in failures per operating hour) 
that is to be estimated and r = 8760 hrs (one year). Using a Bayesian 
estimation approach, we place a Gamma(A; 2, p) prior distribution on A; 
however, we are uncertain about the value of p. Compatible with the Bayes- 
ian approach, we further express our uncertainty about p by placing a 
Gamma@; 0.01, 0.5 x hyperprior distribution on @. The use of 
such hyperprior distributions characterizes statistical methods known as 
hierarchical Buyes [ 31. We desire the marginal posterior distribution 
n ( A  1 3; 8760), from which we can then estimate A. 

Because we cannot obtain T ( X  I 3; 8760) in closed form, we use the 
Gibbs sampler to approximate it as follows. From the Poisson process results 
in Sec. 14.2.4, we find that (A I 3, p; 8760) has a Gamma@; 5, p + 8760) 
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FIG. 12. Gibbs sampler-produced marginal posterior distribution of A given s = 3 
failures in 8760 operating hours. 

distribution. By direct use of Bayes’s theorem, we also find that (p 1 A) has 
a Gamma@; 2.01, A + 0.5 X distribution. These are the two required 
conditional distributions that we need to iterate on A and p in Steps 2 and 
3 in the Gibbs sampler. 

We ran the Gibbs sampler to n = 2600 observations, discarded the first 
100 pairs of values to ensure convergence, and saved every fifth pair of 
values thereafter as a sample of size 500 from the joint posterior distribution 
T(A, p I 3; 8760). A smoothed histogram of the 500 marginal values of A 
is given in Fig. 12, and this is our desired approximation to T(A I 3; 8760). 

The posterior mean of A is estimated (by simply averaging the 500 values 
of X) to be i = 3.3 X failures per hour. We also obtain the 90% 
Bayesian posterior credibility interval on A given by [1.0 X 7.3 X 

These are our desired point and interval estimates of A. 
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15. SIMULATION OF PHYSICAL SYSTEMS 

John M. Hauptman 
Department of Physics and Astronomy 
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15.1 Introduction 

Simulations are now used in both experimental and theoretical problems, 
both complex and simple. Complex systems such as large detectors in high- 
energy and nuclear physics, surface interactions in condensed matter physics, 
radiation dose calculations in medicine, and fundamental quantum mechani- 
cal interactions are readily simulated numerically. In the design of expensive 
experiments, it is much cheaper to simulate the experiment than to build 
and test protoytpes in the laboratory. In the calculation of properties of 
highly coupled or complex systems, simulation methods are often the only 
available method, since analytic methods are sometimes intractable. This 
chapter is concerned with statistical simulations of physical systems in 
which the inherent fluctuations are random. In the case of the Metropolis 
or simulated annealing algorithms, the randomness of a system is employed 
for the solution of a problem. 

The statistical simulation of physical systems is conceptually quite simple. 
The fundamental interactions in physics are simple and well understood, 
but it is the complicated interplay of many interactions among many elements 
that leads to the sometimes complicated (but sometimes simple) behavior 
or response of a system. In high-energy physics, a detailed simulation of 
particle interactions from first principles is fairly simple and the computa- 
tional burden is managable, and thus simulations are used extensively in 
detector design and physics analysis of detector data. On the other hand, 
in condensed matter or atmospheric physics, the computational burden of 
even a small fraction of Avagadro’s number of particles is at present not 
managable, and such simulations are not usually attempted. A detailed 
simulation requires a knowledge of the elemental physical processes oc- 
curring in the system, the sequence of processes and their probabilities of 
occurrence, the fluctuations in each of these processes, and knowledge of 
the measurement procedures by which the response of the system is finally 
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ascertained. A complete simulation would therefore simply mimic the micro- 
scopic interactions of all elements in this chain of processes. Whenever a 
process is exactly predictable or contains negligibly small fluctuations, this 
mimicking can be analytic, with a consequent reduction in simulation effort 
and computation time. 

15.1.1 Historical Introduction 

Early simulations of physical systems were employed both to facilitate 
difficult theoretical calculations and to aid in the design of instruments. 
One example of the former is the problem of thermalization, capture and 
loss of neutrons in a nuclear pile. Another is the well-known Metropolis 
algorithm [ 11 for problems in statistical mechanics, and algorithms discussed 
by Linden [2] for problems in the quantum mechanics of many body systems. 
Yet another example 131 is the calculation of the energy distribution of 
residual nucleons upon neutron bombardment as well as the angle and 
energy distribution of emerging particles, in which neutrons of 86.6 MeV 
kinetic energy were incident upon an atomic nucleus described by a potential 
depth, a radius, and a Fermi level. The essential steps in the simulation 
were (i) sample the interaction mean free path, (ii) sample the target momen- 
tum from the Fermi motion and (ii i)  sample the scattering angle according 
to recent measurements made at the Berkeley cyclotron, with energy- 
momentum conservation, the Pauli principle and the isotropy of the nucleon- 
nucleon interaction imposed. Goldberger writes 

In the computation carried out in this paper, 100 incident particles were 
followed. . . . The actual calculations were carried out primarily by graphical 
means; analytical calculations would have required an exhorbitant amount of 
time if done with ordinary desk calculating machines. The calculation de- 
scribed here required about two weeks full-time work by two people. 

An example of the design of instruments [4] is a simulation study by 
Robert R. Wilson of the highly stochastic fluctuations in electromagnetic 
shower development in materials for the purpose of electromagnetic calorim- 
eter design: 

The procedure used was a simple graphical and mechanical one. The distance 
into the lead was broken into intervals of one-fifth of a radiation length (about 
I mm). The electrons or photons were followed through successive intervals 
and their fate in passing through a given interval was decided by spinning a 
wheel of chance; the fate being read from one of a family of curves drawn 
on a cylinder. . . 

A word about the wheel of chance: The cylinder, 4 in. outside diameter 
by 12 in. long, is driven by a high speed motor geared down by a ratio of 
20 to 1 .  The motor armature is heavier than the cylinder and determines 
where the cylinder stops. The motor was observed to stop at random and, in 
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so far as the cylinder is concerned, its randomness is multiplied by the gear 
ratio. . . 

In the early bubble chamber days, when it seemed that a new resonance 
was being discovered every week, Luis Alvarez [5] tested the statistical 
credibility of a claim with a simulation: 

In my work as a nuclear physicist before World War 11, I had often been 
skeptical of the significance of the “bumps” in histograms, to which impor- 
tance was attached by their authors. I developed my own criteria for judging 
statistical significance, by plotting simulated histograms, assuming the curves 
to be smooth; I drew several samples of “Monte Carlo distributions,” using 
a table of random numbers as the generators of the samples. . . . All would 
contain the same number of events as the real experiment, . . . The standard 
procedure is to ask a group of physicists to leaf through the 100 histograms- 
with the experimental histogram somewhere in the pile-and vote on the 
apparent significance of the statistical fluctuations that appear. The first time 
this was tried, the experimenter-who had felt confident that his bump was 
significantdidn’t know that his own histogram was in the pile, and didn’t 
pick it out as convincing; he picked out two of the computer-generated 
histograms as looking significant, and pronounced all others-including his 
own-as of no significance! 

15.1.2 Motivation for Simulations 

The preceding examples of simulations are from modem physics experi- 
ments in which the intrinsic quantum mechanical fluctuations in the under- 
lying process are large, often much larger than the precision of the 
measurements. In addition to these intrinsic fluctuations characteristic of 
the physics of the system, there are statistical fluctuations in the event 
sample recorded by a given experiment. Typically, if N events are obtained, 
then expected Poisson statistical fluctuations in the number that would be 
obtained in repeated experiments is T N .  Any quantity derived from this 
sample will also be subject to fractional statistical fluctuation uncertainties 
of order I/<N. All of these statistical effects can be simulated. 

In modem physics experiments, measurements of momentum, energy, 
mass or time are often made on individual particles sampled from a quantum 
mechanical ensemble, and these measurements are in turn subject to instru- 
mental resolution. The measurement of the time of arrival of a photon 
from an excited atomic state, for example, depends first on the quantum 
mechanical probability of the transition that yields the photon and second 
on  the time resolution of the instrument used to measure the arrival time, 
such as a fast photomultiplier tube. The measured invariant mass of the 
decay products of a resonant state in nuclear or particle physics depends upon 
both the quantum mechanical width or lifetime of the state and fluctuations in 
the measurements of particle momenta. 
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Purely classical simulations of systems that do not involve quantum 
statistical fluctuations are employed in such practical matters as automobile, 
airline and telephonic traffic flow, queueing time in line at the bank, multidi- 
mensional integrations and in such recreational matters as puzzle solving 
and game playing. These processes involve random times of arrival and 
random sampling from an ensemble and are therefore simulations of stochas- 
tic, or randomly fluctuating, processes. Another class of problems involve, 
for example, the numerical integration of the trajectories of planets in the 
solar system, or stars in the collisions of galaxies or fluid flow in various 
contexts. These simulations do not involve random processes, and are not 
discussed here. 

Finally, the advent of reduced-instruction-set-computing (RISC) proces- 
sors several years ago, and the subsequent reduction in cost per million 
instructions per second (MIPS) to about $SO/MIPS, has greatly reduced the 
cost of simulations. Nowadays, computer time is a small expense compared 
to human time, and detailed simulations from first principles in many areas 
of physics generally require relatively little human effort. 

15.2 Basic Techniques in Simulation 

In the simplest terms, the simulation of a system allows the probability 
of any particular outcome to be calculated by essentially counting the 
number of times this outcome occurs divided by the number of tries. More 
completely, a simulation allows one to calculate the probability distribution 
of any variable in the simulation [6]. 

15.2.1 Examples of Simple Simulations 

The following are examples of simple “hit-or-miss” simulations in which 
mere counting is required. 

15.2.1.1 The Value of IT. The value of IT can be estimated by the 
Monte Carlo method after a light rainfall on a sidewalk square. Inscribe a 
circle inside the square and count the number of raindrops n inside the 
square and the number c inside the circle. Then an estimate of IT is 

C 
IT == 4- 

n 

and the expected fluctuation in this estimate is binomially distributed with 
root mean square (rms) u, = 1 . 6 4 / f i .  This is just a numerical integration 
by the Monte Carlo method and can be easily simulated on a computer by 
choosing n pairs of random numbers on the unit square and counting the 
number c that fall inside the inscribed circle. 
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Function Pi(n,Seed) 

c=o. 

do i=l,n 

x=ran(Seed) 

Simulation of the value of IT 

Uniformly sample the unit square 
y=ran(Seed) 

if(sqrt(xt*2+y**2) .lt.l.) c=c+l. Inside the 1/4 circle 
end do 

pi=4.*c/floatln) Estimate of T 

return 

end 

Simple simulations of counter arrays or the geometrical acceptance of a 
detector to event ensembles are no more complicated than this simulation, 
although the bookkeeping for many, possibly thousands, of detectors is 
more elaborate. The essential point here is that a Monte Carlo integration 
is merely a counting procedure, and computers are good at counting. The 
simulator must take care that the populations are properly generated, i.e., 
that the basic physics of the system is understood. 

In the 18th century Conte de Buffon 
implemented a simulation of IT, now referred to as Buflun’s needle. A needle 
of length 2 is dropped onto a page with parallel lines ruled a distance s 
apart, where s > I so the needle may cross at most one line. For N total 
drops, the number of times the needle crosses a line Nf is counted, and this 
probability is Nf/N - 21/.rrs, from which T is estimated. 

In a detector this procedure is 
equivalent to calculating the acceptance or the efficiency of the apparatus. 
It is essentially a numerical integration, so why not just integrate exactly? 
In one dimension with step size h, the simplest numerical integration has an 
error O(h2), proportional to l /n2  over an interval nh, whereas the simulation 
integration has a Poisson fluctuations of l/&. However, in d dimensions 
characterizing a multipurpose detector system, the error in the simplest 
numerical integration [7] is proportional to n - 2/d, whereas the simulation 
fluctuation is still Poisson and is l/G. Furthermore, the specification of 
the 2d boundaries in a numerical integration can be difficult, whereas in a 
simulation it is usually simple, and hence Monte Carlo integrations are not 
only often easier but more accurate than numerical integrations. A very 
sophisticated algorithm for multidimensional integration Vegas is described 
in Press et al. [8]. 

15.2.1.2 Another Estimate of IT. 

15.2.1.3 &Dimensional Integration. 

15.2.2 Sampling Any Distribution 

In the detailed simulation of physical systems, probability distributions 
inherent to the system must be sampled by repeated calls to a function or 
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subroutine. Several common distributions that appear in the sciences, the 
Gaussian, binomial, Poisson and exponential distributions, are treated in 
Chapter 5.  When the probability distribution is itself calculated from a 
simulation, derived from data or a complex analytic form, then the following 
algorithm can be used to sample such a probability distribution. Clifford 
gives a general discussion of this inversion method in Sec. 5.2. 

In the case of an analytic function p(x) from which values of x are to 
be sampled over the x-interval (a, b), one forms the ratio of the partial 
integral of p(x )  over (a, x ’ )  to the full integral over (a, b), and sets this 
ratio equal to a uniform random number r on (0, I ) :  

Solving this for x in terms of r yields a formula for x that when repeatedly 
sampled reproduces the distribution p(x ) .  This is illustrated in Fig. 1. A 
uniform sampling in r will preferentially populate the regions of x where 
r has a large slope, i.e., those regions of x where p(x) is large. 

If the indefinite integral cannot be solved in closed form for x as a 
function of r, one may construct a table of the ratio of integrals (r above) 
as a function of x. This table can be randomly sampled in r; and the value 
of x interpolated from the table. 

The distribution function itself may not be analytic; for example, it may 
have been derived from experimental data or calculated by simulation. In 
this case a simple table of r versus x can be constructed by replacing the 
integrals above by sums over the table of p(x)  values. Table look-up can 
be computationally rapid, and for time-critical simulations may be used in 
preference to an analytic form. 

The following routine can be called with an external function reference 
to sample any FORTRAN function. 

Subroutine Sample-Function (PDF,r,a,b,n,PDF-cumu1,x) 

The external function PDF is the probability density function to be sampled, 
r is the uniform random number supplied to the routine, [a, b] is the closed 
interval over which PDF is to be sampled, n is the length of the working 
area PDF-cumul supplied to the routine, in which is returned the cumulative 
probability density function, and x is the sampled value of the abscissa 
corresponding to r. 

External PDF 

Real PDF-cumul(n), a , b ,  r, x 
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Integer n, il, i2 

Logical First/.true./ 

if (First) then 

PDF-cumul(1) = 0. 

do i = 2,n 

x=a+(b~a)*float(i-l)/float(nl) 

PDF_cumul(i)=PDF-curnul(i-l)+PDF(x) 

end do 

do i = 1,n 

PDF-cumu 1 

end do 

First = .fa 

end if 

il =1 

i2 = n 

se. 

10 if(i2-i1.gt.l) then 

i = (il + i2)/2 
if ( r . gt . PDF-cumu 1 ( i 1.1 then 

il = i 

else 

i2 = i 

end if 

go to 10 

end if 

f = (r ~ PDF-curnul (il) / (PDF-cumul (i2) 

x = a+(b-a)*(float(il~l)+f)/float(n-l) 

return 

end 

Bisection algorithm 

Bisect again 

Replace lower index 

Replace upper index 

PDF-cumul(i1)) 

Linearly interpolate 

15.2.3 Variance Reduction 

The statistical precision of a simulation can be improved by removing 
from the sampling space a volume that is simple and known exactly and 
proceeding to simulate only the remaining part. In a hit-or-miss simulation, 
suppose one wanted to sample the area of an irregular but nearly circular 
shape. One could inscribe a circle inside the shape, calculate its area exactly, 
and then proceed to sample only the much smaller space remaining between 
the inscribed circle and the irregular shape. This simple idea can be applied 
in more complicated settings, and is described in several of the basic refer- 
ences in this chapter. 
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FIG. 1. The probability distribution function p(x )  and the cumulative probability 
distribution function, r. 

15.3 Finding Nonalgebraic Solutions 

In the simulations discussed previously there are alternative analytic 
methods of solution. For some classes of problems there is no possibility 
of an analytic solution, and in these cases simulations become necessary. 

15.3.1 Simulated Annealing 

Annealing is the process of cooling a thermodynamic ensemble, during 
which the atoms bounce around, most making transitions to lower energy 
states, but some making less probable transitions to higher energy states. 
Ultimately the ensemble cools to its lowest energy state. This minimization 
of the energy or variance of a system is central to many problems in 
physics and statistics: a least squares fit requires the minimization of xz, 
the equilibrium configuration of any system requires the  minimization of 
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the potential energy function, where the variables in these problems are 
continuous. Simulated annealing is a procedure for finding the minimum 
of some function of the state of the system in a space of discrete variables, 
rather than continuous variables. One example is finding the best configura- 
tion of circuit elements on a chip requiring the minimization of the number 
of interconnections. Loosely put, simulated annealing allows the system to 
search for a minimum not just along an analytic valley, but also allows 
random excursions up out of the valley into neighboring valleys in a search 
for even better minima. As the system “cools” these excursions become 
less probable. 

15.3.1.1 The Traveling Salesman Problem. This long-standing 
problem in combinatorial minimization (finding the shortest route around 
N cities, each visited once) has been solved easily by simulated annealing. 
The function to be minimized is the total path, and the various states of 
the system are the sequences of cities. An algorithm to solve this problem, 
along with a good discussion, is given by Press et al. [8] 

In many problems in astrophysics, 
particle physics, and generally in any problem of statistical pattern recogni- 
tion, there often happens to be a set of measurements of, for example, 
coordinate hits in a tracking system or stars in a field of view. Not all of 
the stars or hits belong to the hypothesized ensemble of stars in a galaxy or 
hits on a track. These background data constitute a problem in combinatorial 
minimization, since the inclusion or exclusion of a datum from the ensemble 
is discrete. These quantized backgrounds can be removed by a simulated 
annealing algorithm in which the function to be minimized is an overall 
goodness-of-fit criterion. 

15.3.1.2 Background Rejection. 

15.3.2 Simple Roulette. 

An impoverished student once suggested that one could make steady 
money at roulette by playing even-odd, and doubling one’s wager after 
each loss. If there are 18 locations each for even and odd, and both a 0 
and a 00 slot, the probability to win by wagering a bet on even, say, is 18/ 
38 = 0.4737 . . . Doubling the wager after each loss ensures that each win 
after a string of n losses nets a profit of 1.  One loses everything if n is so large 
that 2“ is larger that one’s holdings. The program ROULETTE simulates this 
strategy. 

Program Roulette 

Integer Holdings, Wager, Spin, Trial, Seed/4176353/ 

Parameter Even = 18., Odd = 1 8 . ,  Zero = l., Double-Zero = 1 

Parameter p-Win = Even I fEventOdd+Zero+Double-Zero) 
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do Trial = 1, 100 

Holdings=100 Initial stake 
Wager=l Wager one unit on first spin 
Spin=O Count spins of the wheel 
do while(Holdings.gt.0) 

Spin=Spin+l 

if(ran(Seed).lt.p-Win) then Win 
Holdings=Holdings+Wager 

Wager =1 

else Lose 

Double wager, but do not 
end i f  exceed holdings 

Holdings=Holdings-Wager 

Wager=min0(2*Wager,Holdings) 

end do 

end do 

stop 

end 

The result of the first trial (for a stake of 100) is displayed in Fig. 2 insert, 
in which the player attains a maximum holding of 184, but loses everything 
at spin 182 after a very unfortunate string of eight consecutive loses. Playing 
four further trials yields the holdings histories in Fig. 2, in which the longest 
playing history held out for just over 950 spins. What is the probability 

Spin Number - 
FIG. 2. Net holdings as a function of spin number. The inset is the first game; the 
main plot shows the next four games. 
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that a history will last for, say, 1000 spins or more? This is easily calculated 
from the simulation. The distribution of the spin number at which all is 
lost is shown in Fig. 3 for initial stakes of 100 and 200. This may be a lot 
faster and cheaper than actually doing the experiment. This has been a 
relatively simple simulation; but, it may be appreciated that the detailed 
histories and probabilities are sometimes more easily calculable in this 
simulation than they would be analytically. 

15.3.3 Games 

Some difficult mathematical puzzles requiring the finding of nonalgebraic 
solutions in many dimensions can be easily solved with simulations. Some 
extremely difficult probability problems can be solved relatively easily, and 
some problems with millions of possible combinations can be narrowed 
down by simulating the probability distribution of the possible answers, 
thereby reducing the number of configurations that must be calculated. 
Consider the following problem. On a 4 X 4 grid with 16 squares, block 
out any 7 squares, and fill the remaining 9 squares with the integers 1 
through 9. Take the horizontal product in each row and add these products. 
Do the same vertically, and form the quotient of the vertical and horizontal 
products. Find the configuration that yields a quotient closest to 10, but not 
equal to 10. Posed in a popular games magazine, this problem can be easily 
solved by simulating the distribution of quotients for each configuration by 

t Stake=100 

a 
cn 

\, Stake=200 

0 400 800 1200 1600 2000 

Spin Number + 

FIG. 3. Probability to lose everything during each 50-spin interval of play. The 
solid histogram is for an initial stake of 100, and the probability of losing everything 
within the first 50 spins is about 20%. The dashed histogram for a stake of 200, 
and the probability to lose everything within the first 50 spins is about 12%. 
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randomly filling the squares. Only those configurations with a probability 
distribution of quotients near 10 need be further investigated, and a directed 
search employed. 

15.4 Simulation of Experiments 

Many systems in condensed matter physics are now understood through 
simulation. The sputtering of atoms on a surface in an ultrahigh vacuum, 
the scattering and interactions of molecules on a surface, the energy loss 
and scattering of Auger electrons through atomic layers and the examination 
of magnetic lattices are studied by simulations on systems of several tens, 
hundreds or thousands of atoms. In this section we discuss one example of 
higher energy particles in a simple but conventional particle spectrometer. 

15.4.1 Simulation of High-Energy Particle Interactions 

Simulations are used extensively in the design and understanding of 
big detector systems in high-energy physics and in the interpretation of 
measurements made by these large facilities. The fundamental electroweak 
interactions and the approximately modeled strong interactions can be reli- 
ably simulated, and the subsequent response of complex detectors to ensem- 
bles of these interactions are also simulated. In this way, complex and costly 
experiments can be assessed and optimized. 

For large detectors, it is the task of a simulation to make the overall 
response of a detector predictable for each event that the detector measures 
and to thereby have the capability to calculate the detector response distribu- 
tion in any measurable variable for any ensemble of events. The stochastic 
fluctuations in the interactions of particles with materials are difficult to 
calculate analytically, whereas a simulation can mimic such fluctuations 
easily and with confidence. Such simulations have been in use for 40 years 
in high-energy physics, at least on small scales, and in the past decade 
sophisticated and extensive codes have been developed for applications to 
general multipurpose detectors. A typical general purpose detector facility 
may cost $50-500 million and consist of precision charged particle detectors 
near the beam collision point, surrounded by a larger tracking volume for 
the momentum measurement of charged particles and immersed in a strong 
magnetic field supported by a superconducting coil. These detectors are 
surrounded by an electromagnetic calorimeter for the energy measurement 
of electrons and photons and in turn surrounded by a hadronic calorimeter 
for the energy measurement of hadrons. The limitations on experimental 
identification of events derive from fluctuations in fundamental physics 
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processes, fluctuations in event development and fluctuations in measure- 
ments; and they are usually complex in character and often involve the 
interplay of two or more detector subsystems. These processes can be 
reliably reproduced only by simulation. The design of such facilities requires 
simulations to assess the relationship of performance to cost. 

The physics of particle energy loss and scatter- 
ing in materials is treated well by many authors [9]. A charged particle of 
mass m, velocity v = Pc and energy E = ymc2 traversing a medium imparts 
a Coulomb impulse to the atomic electrons, resulting in an energy loss rate 
per unit depth of material, 

15.4.1.1 Energy Loss. 

where a = .1536 z2 (ZIA) MeV/g-cm-*, E,,, = 2m,c2y2P2, and the mean 
ionization potential can be expressed to about 10% precision as I = 16Z09 
eV for Z > 1 [lo]. Both this mean value and fluctuations about this mean 
can be simulated by, for example, the algorithm of Ispirian et al. [ l l ]  
from discrete atomic levels. The measurement requirements for some very 
accurate detectors result in designs containing a minimum of material, such 
as 300 pm-thick silicon wafers or a few millimeters of gas, in which the 
mean energy loss is so small that the fluctuations are large compared to 
the mean, yielding a long high-side tail extending to energy losses many 
times the mean, referred to as the Landau fail. For thicker materials, the 
fluctuations in energy loss are Gaussian, CT = ~2c lm,c2dxy2(  1 - P212) and 
so can be directly simulated. A simple simulation of a step Ax would deposit 
an energy AE = (dE1dx)Ax + oZ, where Z is a random number drawn 
from a unit normal Gaussian. 

A charged particle of momentump will 
suffer many small-angle Coulomb scatters from the nuclei of the medium. 
For a sufficiently thick absorber and very many scatters, the transverse 
distribution in angle of the emerging particle after a depth of s radiation 
length is nearly Gaussian with an rms width of 

15.4.1.2 Multiple Scattering. 

= 13.6 MeV + 0.20 ln(s)l 
PP 

and such a simple description in an experimental simulation is adequate 
for most purposes [lo]. An exact analytic treatment as implemented in the 
EGS [ I21 code and as an option in the GEANT code [ 131 is the Molikre 
theory, reviewed by Scott [ 141. A simple simulation of multiple scattering 
would replace the x and y scattering angles by 8, + 6, + t3cF 2 and 
8, + 6, + 8gy 2. 
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15.4.2 A Simple Particle Detector 

The required degree of detail in a simulation will depend upon the good 
judgment of the experimenter, the level of understanding of the elemental 
processes and the amount of computer time available. In principle, any 
simulation can become arbitrarily detailed, and one usually stops when the 
level of detail in  the simulation is comparable to the level of measurement 
detail and precision. 

A detailed simulation would transport a particle in steps sufficiently small 
that the multiple scattering angle, the energy loss and the probability of an 
interaction with secondary particle production were all small. At each step 
the trajectory of the particle would be altered by the multiple scattering 
angle, the energy reduced by the energy loss, and if secondaries were 
produced they would also be subsequently followed. Such detail is often 
required, and is implemented in the large standard codes referenced in 
Section 15.4.4. 

The momentum precision of a charged 
particle tracking system has been studied in detail [ 151 and the essentials 
are readily described. The magnitude of the momentum p of a charged 
particle moving perpendicular to a magnetic field of strength B is propor- 
tional to the radius of curvature of the circle R and is given by 

p(GeVlc) = 0.3 B(T)  R(m)  

For high momentum, the radius of curvature is large compared to the 
dimension of the tracking system and the measurement of a track consists 
of points on just an arc of length L. The sagitta s of the arc is calculated 
as the distance between the center of the arc and the midpoint of the two 
ends of the arc, and the radius of curvature is related to the sagitta by R 
L2/8s. The fluctuations in spatial measurements are Gaussian and s x 1/R 
1 llp, and therefore the inverse momentum, not the momentum, is Gaussian 
distributed. If N spatial measurements along the arc are distributed such 
that one-half of the measurements is made at the center of the arc and one- 
quarter at either end, and if the rms spatial tracking precision per point 
is uO, then the rms variation of the sagitta is u, = 2cr,J<N, and the rms 
inverse momentum resolution is 

15.4.2.1 Tracking Detectors. 

8 
U l I P  = - 0.3BL2 u' 

where typical values of cr,,,, are - (GeVk- I .  The momentum resolution 
is improved for large B and large L, and consequently large detectors usually 
maintain B = 2 T  and L 2 1 m. Some detectors emphasize B whereas 
others emphasize L. At very high momenta the momentum distribution itself 
develops a high-side tail since p + 00 as s + 0. A spatial mismeasurement 
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resulting in an inverse momentum deviation of A ( l / p )  also results in a 
bending angle deviation of A 4  = (0.3BL/2) A ( l / p ) ,  using the correlation 
derived by Gluckstern, where the sign holds for a positive particle in the 
x-y plane in a B, field. 

A simple simulation of a tracking detector would perform the replace- 
ments I /p  + I /p  + [8u, /0 .3BL2]Z = l / p  + A(1lp) and for the bending 
angle, 4 -+ 4 + [0 .3BL/2 ]A( l /p ) .  

The energy resolution of an electro- 
magnetic sampling calorimeter [ 161 depends primarily upon the critical 
energy, radiation length and the thickness of the absorbing plates interleaved 
between the charge-sensing media. For an electromagnetic particle of energy 
E, the number of shower particles created is N,,,,, = E/E,, where each particle 
traverses roughly one radiation length. If the thickness of the absorbing plates 
is r radiation lengths, then the sensitive medium will sample a total opulation 

in energy fluctuations of ug uN = m, and an energy resolution of 

15.4.2.2 Calorimeter Detectors. 

of N = E/E,r particles, and Poisson fluctuations in this N are P N resulting 

for Pb (E, = 6.9 MeV) sampling of t = 1.0 radiation length (0.55 cm 
plates). Hadronic interactions have much larger intrinsic fluctuations, but 
a crude estimate of energy resolution may be obtained from the preceding 
example by substituting a hadronic “critical energy” of about 7m, = 1 
GeV for E<,  and a sampling thickness of 0.25 nuclear absorption lengths 
for r. This results in a typical hadronic energy resolution of 

A simple calorimeter simulation would replace the energies of particles 
by their energies plus Gaussian resolution fluctuations, E + E + u Z, where 
the appropriate u is chosen for electromagnetic or hadronic particles. 

15.4.3 Example: KP --+ IT+IT- Decay 

Simulation of the measured IT+IT- invariant mass distribution in 
K:‘ -+ m + r  decay may illustrate a simple simulation of both tracking and 
calorimeter detectors. The detector has a magnetic field volume filled with 
tracking chambers with sagitta resolution u,, B perpendicular to the IT 

trajectories and the chamber materials constitute 1% of a radiation length 
( X J .  The IT energies are also measured by a hadronic calorimeter 
with energy resolution of 50% / C E .  Repeated calls to the subroutine 
KI-Decay will sample the TIT mass spectrum in K:‘ + n + m -  decay at 
momentum PK using the formulae of Section 15.4.2. 
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subroutine kl_decay(pk,sigmas,kappaE,rnass) 

p k  is the kaon momentum, sigmas is the rms sagitta error, kappaE is the rms 
calorimeter resolution at 1 GeV and mass is the invariant TIT mass. Grn is 
a Gaussian random number generator. 

real p1(2), e(2), pion(0:3,2), mass, kappaE 

parameter mk=.49767, mpi=.1395679, pcrn=.20601, pi=3.14159 

parameter b=l., l=i., x@=.O1 

ek=sqrt(pk**2+rnk**2) 

gamma=ek/rnk Lorentz boost parameters y and p 
beta-pk/ek 

costh=2.*(ran(Seed)-.i) 

phi=2.*pi*ran(Seed) 

plcm-pcrn*costh 

ecm=sqrt(pcrn**2+mpi**2) 

sc=8.*siginds/(@.3*b*1**2) 

do i=1,2 

pl(i)~gamma*plcrntgamma*beta'ecm 

e(i)-sqrt(pl(i)**2tpt**2tmpit*2 

dc=sc*grn(Seed) 

pl(i)=l./(l./pl(ii+dc) 

dth=0.3*b*l*dc/2. 

pt=pcm*sin(acos(costh)tdth) 

if(kappaE.gt.0.) then 

Uniform decay in Ku cm 

Energy and momentum in cm 

Rms curvature error 

Longitudinal momentum 
Energy 

Curvature fluctuation 
p measurement 

Include calorimeter measurement 
e(i)=amaxl(e(i)+kappaE*sqrt(e(i) )*grn(Seed),rnpi) 

wpl./(sc*pl(i)**2)**2 Least squares fit to PL(i) 
we= ( c  ( i ) / p l  ( i ) / kappaE) * *2 
p1(i)=(pl(i)*wp+sqrt(e(i)**2-mpi**2)*we)/(wp+we) 

end if 

pion ( 0 ,  i) =sqrt  ( p l  ( i )  **2+pt**2+mpi **2) 7~ 4-vector: E 
pion ( 1, i) =pt ' c o s  ( p h i  1 

pion(2, i) =pt*sin(phi) 

pion(3,i)=pl(i) 

Phil-phi-pi 

plcm=-plcm 

end do 

e2=(pion(0,l)tpion(0,2))**2 

do m = 1 , 3  
e2=e2~(pion(m,l)+pion(m,2))**2 

end do 

masszsqrt (e2) 

return 

end 

p ,  
p,. 
p: 

Next T is back-to-back in cm 

Energy component of 4-vector 
Subtract momentum components 

Compute TT invariant mass 
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Since the sagitta and energy measurements are Gaussian, one might expect 
that the mr mass resolution would also be Gaussian, or nearly so. The 
distribution of the T+T- invariant mass is shown in Fig. 4 for both high- 
and low-momentum KO, and for two values of the sagitta resolution, u.~. 

Evidently, the effects of the non-Gaussian momentum resolution on each 
T, the random decay angular distribution in the KO center of mass, resulting 
in a spread in T momenta and angles, and the relationship of the wr invariant 
mass to the measured momenta has resulted in a distinctly non-Gaussian 
mass resolution at high KO momenta. Such a broad mass distribution with 
long tails may be confused with background combinations of random T+ 

PK = I CeV/c 
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FIG. 4. The V + V  mass resolution from K,, decay for low KO momentum ( 1  GeV/ 
c; a x )  and high momentum (10 GeV/c; d-f). The sagitta resolution, us, is 400 pm 
in (a) and (d), and 1200 pm in (b) and (e). The addition of a calorimeter with 
energy resolution constant K~ = 50% to a tracking system with sagitta resolution 
of 400 p,m yields the resolutions in (c) and (f), for 1 and 10 GeV/c, respectively. 
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and T- in a real experiment, and the proper extraction of the KO -+ IT+IT- 

rate would depend upon the careful solution of this problem. Finally, the 
inclusion of calorimeter measurements does not appreciably improve the 
mass resolution. 

Such a simulation may serve both in the design of the detector and in 
the analysis and understanding of the measurements. The choice of tracking 
precision, magnetic field and calorimetry may be compared both to the 
desired measurement precision and the associated costs of different detector 
designs. 

15.4.4 Available Simulation Codes 

There are two major codes widely used in the high-energy physics com- 
munity for the simulation of detectors: the EGS (electron gamma shower) 
code [ 121 for the simulation of electromagnetic interactions, and the GEANT 
code [ 131 for the simulation of both electromagnetic and hadronic inter- 
actions. Both codes have been extensively employed in the simulation of 
experiments. 

The ensemble of events for which a detector is to be optimized can be 
simulated by many physics codes for hadron-hadron, lepton-hadron and 
lepton-lepton interactions. Two codes for the simulation of proton-proton 
interactions at high energies are ISAJET [I71 and PYTHIA [18]. 
Lepton-lepton and lepton-nucleon interactions can be simulated by the 
Lund codes JETSET [ 191 and LEPTO. These codes are now used in several 
areas of high-energy astrophysics [20], nuclear physics [21] and medical 
physics 1221. 

15.5 Validity Testing and Analysis 

15.5.1 Simulation and Validity Testing 

For large codes simulating complex systems, the probability of bugs and 
simulation deficiencies is nonzero. There are several strategies for lowering 
this probability. 

1. The writing of modular code allows each subsystem of a multipurpose 
facility to be developed and tested independent of other subsystems. 
Each module may start out as very simple; for example, by using a 6- 
function for a complicated distribution function and only later filling in 
each module with the full details and complications of the simulation. 

2. The code should be tested by solving a problem to which the answer 
is known; for example, by turning off some interactions, replacing a 
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complicated stochastic procedure by a constant or sending a single parti- 
cle through the detector on a known trajectory. 

3. It is good procedure to check against data wherever possible, even to 
the extent of modeling someone else’s experimental apparatus with your 
own code. Such checking may be laborious, but for complex problems 
in which intuition fails it may be essential. 

4. The sensitivity of the simulation to variations in one parameter of the 
simulation at a time should make sense for the problem at hand. 

5. Force the simulation to fail. You may set some values of the parameters 
to unphysical values and check to see that the simulation fails in an 
understandable way. 

6. Exaggerate a particular process. In complex simulations there may be 
competing processes of comparable strength. A small deficiency in one 
process cannot be “seen” in the results, but may introduce biases in 
conclusions drawn from the simulation that are never found. By making 
one process at a time be, say, 1000 times more probable, and thereby 
exaggerating its importance in the overall system, deficiencies and errors 
may become more obvious. 

It has been our experience that simulations from first principles are far 
more likely to be error free than simulations that employ parameterizations 
or approximations of intermediate processes. The principles we know in 
physics are often quite simple, and their simulation is trivial. Often the only 
reason for not doing a first principles simulation is lack of computer time, 
and approximate simulation of intermediate processes is necessary for econ- 
omy, but it does introduce further risks. 

15.5.2 Simulation in the Analysis of Experiments 

The event ensemble collected by an imperfect experiment does not repre- 
sent the true underlying physics distributions. Experimental resolutions and 
inefficiencies will change the shape of distributions and selectively deplete 
distributions in regions of lower efficiency. Consequently, directly measured 
distributions must be corrected for efficiency losses and resolution fluctua- 
tions, and ultimately the systematic uncertainties in these correction proce- 
dures must be estimated. 

15.5.2.1 Efficiency and Acceptance. Let an experimental distribution 
in a measured variable x for a purported event ensemble T be ( d N / u ! . ~ ) , , ~ ~ ~  
in units of events per unit x. A fundamental physics event generator (e.g., 
PYTHIA) is used to generate an ensemble as similar as possible to T, 
yielding a distribution (dN/dx)Genera,ed and this generated ensemble is passed 
through the detector simulation, which records the simulated distribution 
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(dN/dx)Sl,,,ulrlrd as the detector would measure it. The true underlying physics 
distribution may be estimated as 

where it is understood that these distribution functions in x can be subjected 
to any set of selections in other variables of the event. 

Under the assumption that 
the generated ensemble is identical to the true ensemble, the physical as- 
sumptions of the physics generator expressed as parameters or algorithms 
can be varied, and these various ensembles can be passed through the 
detector simulation and directly compared to the data distribution. A x 2  
comparison would evaluate x 2  between the data and each simulated physics 
ensemble, using estimated rms errors on the difference, and find the mini- 
mum in the parameter-algorithm space. For one parameter this x2 is parabolic 
near the minimum, and the minimum can be found by interpolation between 
simulated parameter values. 

If an 
experiment is simulated and a result calculated as if the experiment had 
been performed once, then this simulation-experiment can be repeated many 
times with a different sequence of random numbers to find the distribution 
of the result. This is a direct means of estimating the fluctuation or error 
on an experimental result, and can be used as a check on more direct and 
conventional methods. 

One of the un- 
comfortable aspects in the analysis procedures just described is the unknown 
ensemble T, which represents the true physics distribution. We guess at 
this ensemble, and use codes (ISAJET, PYTHIA, etc.) to simulate the 
distribution functions of '€, but of course we are at best approximating '€, 
either well or poorly. Any physical measurement must not depend upon our 
assumptions about T. One procedure is to repeat the entire analysis procedure 
for other simulators of T or to modify the parameters of one or more of 
the simulators to a degree that reflects our expected ignorance of these 
parameters. The variation in the results of these analyses is an estimate of 
the systematic error in the measurement. The interpretation of this estimated 
systematic error may be difficult, and it has become fashionable in recent 
years to quote both the statistical error and the systematic error on any 
measurement p, as p ? u,,,, ? u,~,. Similarly, the analysis procedure can 
be repeated for variations in any of the assumptions: physics generator, 
detector efficiencies or operating conditions of any kind. The difficulty, 

15.5.2.2 Physics Parameter Estimation. 

15.5.2.3 Estimation of Statistical Uncertainties (or Errors). 

15.5.2.4 Estimation of Systematic Uncertainties. 
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however, still remains in making an honest estimate of the allowable varia- 
tions in poorly known quantities. 

15.6 Improbable Events and Small Effects 

For processes such as Rutherford scattering or proton-proton scattering 
at high energy, the cross section or probability distribution function that 
must be sampled in a simulation is very small in the interesting regions, 
viz., at large scattering angles. In these processes one wishes to avoid the 
simulation of a large number of uninteresting events for each interesting 
one. The sampling distribution may be weighted such that the interesting 
events are generated much more frequently, thereby gaining statistical preci- 
sion in the region of interest. 

15.6.1 Weighting Schemes 

Some probability distribution functions in physics vary over orders of 
magnitude, and regions of low probability may be the regions of interest. 
Direct sampling as in Sec. 15.2.3 would be very inefficient since only very 
infrequently would an interesting event be sampled. Suppose we have such 
a rapidly varying function, p ( y ) ,  

P(Y) = f ( Y )  e-”> 

wheref(y) may be complicated but slowly varying function, possibly found 
by simulation, and the rapid dependence is all in the exponential. Generating 
a weighted distribution and then weighting the simulated events (“impor- 
tance sampling” [6], p. 165) allows a larger population of events to be 
generated in the interesting region. In this case, a reasonable and easily 
integrable weighting function would be the exponential part, 

w(y) = e-.+ 

and one would sample y from the distribution of the function 

which in this simple case is just the functionf(y). No matter how complicated 
f(y) may be, it can be sampled by the technique in Sec. 15.2.2. Each 
generated event whose y value is sampled from this distribution is weighted 
by w(y). This scheme is easy to implement and can be very useful. 
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15.6.2 Correlated Sampling 

It is sometimes necessary to calculate and compare small effects. As an 
illustration, consider the effect of a small "dead" volume within a calorime- 
ter medium that is insensitive to ionization; for example, a support bolt 
passing through the sensitive gap. Simulating this calorimeter with a bolt, 
and again without a bolt, and then comparing energy resolutions or shower 
shape functions would be imprecise even for large simulation samples, since 
shower fluctuations in these two statistically independent samples would 
mask the effect. Correlated sampling is a technique whereby, in this illustra- 
tion, one set of showers is simulated in the calorimeter, but two sums of 
signal ionization are taken, one with the bolt, the other without the bolt. 
The shower-to-shower fluctuations are identical in these two sums and 
cancel when the difference in resolution or shape is taken. Even small 
simulation samples are sufficient to accurately calculate such small effects. 

15.7 Simulations within Simulations 

The examples in this chapter are small and single purpose. The simulation 
of a large or complex system, especially from first physics principles, will 
entail larger and more complex codes. 

The simulation of tracks in a tracking system may consist of a single 
line of code (replacing the inverse momentum by a Gaussian smeared 
inverse momentum) or consist of the detailed following of the charged track 
through the detector medium, the simulation of the ionization loss and 
the drift and diffusion of electrons in the medium, the amplification and 
measurement of this signal, the electronic acquisition of these signals 
and the pattern recognition and reconstruction of these coordinates into a 
definable track. 

Similarly, the simulation of particle energy measurements in a calorimeter 
may consist of one line (replacing the true energy by a value Gaussian 
distributed about the true value) or by detailed following of all tracks within 
the calorimeter medium, the energy loss of all particles, the generation of 
the measured response, the simulation of the output signals, and their pattern 
recognition and identification with the energy deposits of a single particle. 

Each subprocess in these two examples is a separate modular simulation. 
The structure of such a program will typically have both nested simulations 
and simulations in series; that is, the output configuration from the simulation 
of one physical process is the input to a subsequent process. Large detectors 
and complex systems are simulated by such modular codes. 

The advent of massively parallel machines and workstation supercluster 
networks [23] will result in vastly expanded usage due to lower computa- 
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tional costs. Since simulation of a physical system is merely a mimicking 
of nature, and the basic principles of physics are usually simple, it is expected 
that simulations in both theoretical and experimental work will become the 
methods of choice for the solutions of many problems in science and 
technology. 
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16. FIELD (MAP) STATISTICS 
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16.1 Introduction 

16.1.1 Fields (Maps) of Statistics 

Many investigations in physical science involve spatial fields of measured 
or computed variables; an example is atmospheric temperature (or pressure, 
or concentration of some constituent such as ozone) measured at given 
altitudes and geographic positions on the earth. Atmospheric dynamical 
equations predict a variety of normal mode and instability wave motions, 
and a powerful way to investigate the existence of such perturbations is to 
use spatial fields of cross-correlation calculations. (The cross-correlation 
statistic is discussed in Sec. 16.1.5; see also Chapters 3 and 11 .) 

Suppose the field statistic is a two-dimensional map (array of points 
located at i, j )  of correlations determined with respect to a chosen reference 
point, generated by calculating correlations of the data time series at some 
reference point with time series at all other grid points. An example involving 
time-lag correlation for TOMS (total ozone mapping spectrometer satellite 
instrument) total-column ozone is shown in Fig. 1. 

Aspects of the patterns in Fig. 1 appear to be nonnoiselike, but the 
question is: To what extent are the patterns due to signals in the data and 
to what extent are they due to noise? The goal of this chapter is to provide 
an answer to this question. As will be shown later, the answer, for Fig. 1, 
is that the patterns cannot be distinguishedfrom noise. It is perhaps appro- 
priate to paraphrase Blackman and Tukey’s famous statement (which they 
made regarding the study of spectra): “ALE too often the practical assessment 
of field statistics requires care. ” 

After calculating an array such as Fig. 1, it should be field tested for 
statistical significance at some level. Unfortunately this test has sometimes 
been omitted, often to the detriment of conclusions drawn from the results. 
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FIG. 1 .  Global cross-correlation map of total column ozone amounts in the atmos- 
phere. Reference point (large X )  is 60" S latitude, 30" W longitude. Solid and dashed 
contours begin at r = 0. I and - 0.1, respectively, and increment (decrement) by 
0.1. The ordinate is latitude (60" N to 60" S); abscissa is longitude, centered on the 
Greenwich meridian. Lag = -9d means the calculation is performed with grid 
point time series nine days behind the reference time series (see Sec. 16.1 S). Details 
of the ozone data set are given in Section 16.4 

In their seminal treatment of the subject, Livezey and Chen [ I ]  discuss 
several examples of papers with statistical conclusions that are either incor- 
rect or in need of reevaluation. 

To appreciate the problem it must be recognized that the testing of 
individual grid points for local statistical significance is not equivalent to 
testing for field significance. The reasons for this will be elaborated further 
later. By the terminology field significance we will refer to the statistical 
significance of the patterns of correlations that invariably are found in such 
maps. Field significance can also be called global significance. 

The testing of statistical significance for fields (arrays) of variables is 
more involved than testing temporal data at a single grid location. A statistic 
field that appears to contain possible signals may in fact prove, under 
rigorous testing, to be statistically indistinguishable from random noise. 
The underlying difficulty in assessing the statistical significance of such a 
field is related to both sampling variation and possible interdependence of the 
data at different grid points on the array. Because of spatial interdependence, 
statistic values at nearby grid points may tend to be of similar magnitude 
and sign. A map of correlations may give the appearance of containing 
"signals" if it contains sizeable homogeneous regions. In reality, these 
features may be an artifact caused by spatial correlations in otherwise 
random data. 
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16.1.2 Finite Data Set Lengths and Temporal Interdependence 

Consider a single map (field) of grid points, with each grid point having 
a corresponding single time series of data. Conclusions drawn globally from 
correlations must take into account uncertainties due to the inevitable finite 
length and possible temporal interdependence between values in time series. 
After proper preprocessing of each of the time series to remove time aver- 
ages, trends, and perhaps other unwanted strong features (see Chapter lo), 
a significance level for correlation can be set, say, at 5%. Under a noise-only 
null hypothesis, only 5% of points would have series producing observed 
correlations larger than a chosen threshold. The null hypothesis that the 
two time series are each independently Gaussian (normally distributed) 
leads to a two-sided t test and n - 2 (temporal) degrees of freedom (hereafter 
DOF). If the series contain temporal interdependence, the number of tempo- 
ral DOF for this test is smaller than n - 2 but can still be estimated, for 
example, by a technique involving time lag autocorrelation calculations [2]. 
A different method is used here to compute approximate temporal DOF 
and will be discussed in Section 16.2.4. 

16.1.3 Spatial Interdependence 

In addition to possible temporal dependence, time series at different 
grid points may exhibit spatial interdependence. For example, atmospheric 
temperature fields always contain significant spatial correlation, physically 
due to the finite extent of air masses. The spatial scale of cold air masses 
is such that if the temperature on a cold winter day is - 20°C (- 4°F) in 
Chicago, it is not likely to be +4O"C (+  104°F) 500 km to the west in Iowa 
at that time. In fact, atmospheric fields usually contain both temporal and 
spatial interdependence, due to the finite size and propagation speed of 
more or less distinct air masses ( i e . ,  neither is it likely to be +40°C at 
Chicago the next day). 

Spatial interdependence has often been overlooked in statistical assess- 
ment. For that reason, special care and methods must be exercised. 

Methods necessary to properly assess statistical field significance are 
addressed in the following sections. 

16.1.4 If Spatial Degrees of Freedom Are Known 

Envision all (25 latitudes by 72 longitudes) grid point time series in the 
time-lag correlation map of Fig. 1 as independent (spatially and temporally) 
and with identical probability density functions. If the probability 
of passing some chosen local test (e.g., calculated correlation magnitude 
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> 0.4) between the reference point and any other arbitrary grid point is p ,  
the corresponding probability distribution for the number of sites among 
the m = 25 X 72 - 1 = 1799 independent grid points passing would be 
a binomial distribution b(m,p).  The expression sparial degrees offreedom 
used here refers to the effective number of independent grid points weighted 
with area (if array areas change with position, as for a sphere where longitude 
lines converge at the poles). Because of instrumental biases, natural large- 
scale features in the atmosphere, and the fact that the area represented by 
a grid point on a sphere is proportional to the cosine of latitude, the 1799 
grid points in Fig. 1 will not be spatially independent and the number 1799 
for the spatial DOF will not be valid; however, if an effective number for 
the spatial DOF is known or can be estimated with some knowledge of the 
physical system, the binomial distribution can still be used to test the field 
statistic significance [ I ] .  The problem is that the spatial DOF are usually 
not known with certainty (although a rough estimate can sometimes by 
made and the field significance judged). 

16.1.5 Calculation of Correlation Statistic Maps 

Suitably preprocessed (see Chapter 10) data time series at map grid points 
i, j are used to generate global correlation maps with respect to a common 
reference point (ire, ,  j m , )  using (see Chapter 3, [7]) 

1 
fit,)(‘) = - *c U,rdJmI(‘) * U,J (‘ + ’)’[‘,,, * ‘#ml,Jrd1 (’ 6‘1 ) 

n - I = ,  

( 16.2) 

( 16.3) 

Here C,,,(T) is the calculated time-lag correlation between an arbitrary time 
series U,, and a “reference” time series Y,,,,. Data measurements exist for 
index times t = 1, 2, 3, . . . , n. 

are the 
calculated standard deviations of the two time series, and T is a “lag” time. 
With this definition of lag 7, the reference point time series is correlated 
with time series at other array locations stepped forward T (or backward, 
for negative 7) in time. (Such lagged-statistic maps are used to search for 
traveling wave features by examining maps at different lags.) 

It is fundamental to note that the reference time series can be from either: 
(1 ) measured data of the same type, which would produce a map like Fig. 

A grid point is denoted by the ordered pair (i, j ) ,  I?,,, and 
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1 (or of a different type, as discussed in Sec. 16.5), or (2) a randomly 
generated data series. Use of the latter is a key element in the Monte Carlo 
simulations described in this chapter. 

With bandpassed filtered data it is often computationally more efficient 
to do the correlation calculation in the frequency domain. The time-lag 
correlation between the reference point (ire/, jref) and an arbitrary grid point 
(i, j )  is calculated in frequency space from the following: 

d A t  

b , , , ( T )  = c { [a,,,(w> * a,rcl,,rcl(w) + b,,,(w) * bl,,f.,,f(w)l COS(0.r) 

+ [b,.,(w) - %el.,,el(w) - a,,, (w) - b,r,.,r, (w)l sin (WT)I 

w = o  

(16.4) 

(1 6.5) 

( 16.6) 

Here a, , (w) and b, (w) are the cosine and sine Fourier transform coefficients 
of the time series, at circular frequency w and grid location i, j .  Circular 
frequency w is equal to 2 ~ p / ( n A t )  where the frequency index is p = 0, 1, 
2, . . . , n/2 and At is the time interval between consecutive measurements, 
assumed constant. The Fourier cosine and sine coefficients are related to 
the time series Y. , ( t )  (similar expression for X,efJw,(t)) by 

nlAf 

Y.,  ( t ;  t = 1, 2, . . . , n )  = C, [aij (0) * cos(wt * At) 
w = o  (16.7) 

+ b,,, (w) - sin (wt  * At)] 

The forms of Y,, and r,ej,,,cj from (16.7) were substituted directly into 
( 16.1 )-( 16.3) to obtain ( 16.4)-( 16.6). Note that (16.4)-( 16.6) are approxi- 
mate since they contain the implicit assumption that all time series are 
infinite sequences with period n. Additional details related to this technique 
may be found in the appendices of [3, 41. Whether the calculations are 
performed in the time or frequency domain is a matter of preference and 
computational efficiency; for bandpass-filtered time series with time lags 
that are much smaller than the data set length n, the results are nearly 
equivalent because of the properties of the Fourier transform. 

The remainder of this chapter demonstrates how field statistical assess- 
ment can be accomplished using Monte Carlo simulation techniques. Several 
examples will be given, based on actual data fields from atmospheric physics. 
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16.2 Field Statistic Assessment by Monte Carlo Simulation 

With the rapid advances and availability of high-speed computing power 
it seems reasonable to go immediately to better statistical estimates based 
on intensive numerical simulations with the use of Monte Carlo methods. 
Evaluating field statistical significance of a statistic map is generally easy 
to accomplish with the Monte Carlo method, because the evaluation of 
spatial DOF is not required. We now turn our attention to such simulations, 
which are the heart of this chapter. 

General Monte Carlo foundational aspects are presented in Chapter 5, 
and other applications are discussed in Chapter 15, of this book. 

16.2.1 Overview 

Our goal is to determine whether or not a statistic map can be said to 
be statistically significant. If it is, the map will be said to produce field (or 
global) statistical significance. The testing procedure that follows involves 
two null hypotheses and several steps. The first step involves tests of whether 
or not the correlation (6) between a reference time series and that at each 
map grid point (called the local correlation value) exceeds some critical 
local correlation value pc. The latter is based on the first of two null hypothe- 
ses, that correlations between two time series are due to random fluctuations 
(discussed in Sec. 16.2.4). 

Next, a large number of random maps are computed, using random time 
series as reference. The percentage of map area ( A )  enclosing correlations 
161 > pc is determined for each of the random maps. For field testing at the 
5% level of significance, we denote A,. as the value of A reached by only 
5 %  of the random maps. A,. is then compared with the area A found for the 
map calculated with measured data. 

At this point the second null hypothesis is made that the field statistic 
patterns are the result of only random fluctuations in the data. This hypothesis 
can be ruled out if A 2 A<., and if so, the field (map) statistic is said to 
produce field (global) statistical significance. 

The several steps in the testing are described in more detail in the 
following sections. 

16.2.2 Use of Random Time Series 

The Monte Carlo method of statistical analysis uses random time series 
generated with spectral characteristics similar to the actual data time series 
used in producing the statistic fields. It is important to adequately approxi- 
mate the spectrum of the data series being investigated. In the atmosphere, 
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data generally contain sufficient low-frequency (long-period temporal or 
large-scale spatial) variability to produce correlations that can be misinter- 
preted. For example, suppose that the actual global grid point data field 
contains large temporal “red noise” (low-frequency) spectrum components, 
and we wish to calculate a global map of lag correlation (for some arbitrarily 
chosen time lag) using the Monte Carlo method. If white noise (i.e., variance 
spectrum independent of frequency) is used for the reference point time 
series, correlation values will often be found that are due, not to true signals 
(physical oscillations in the data), but to random, low-frequency background 
components in the spectrum of the data. However, as will be seen, appropriate 
statistical assessment is possible with the Monte Carlo method, providing 
the spectral behavior of the data is adequately modeled in the (random) test 
data sets used. 

16.2.3 Simulation of the Field (Map) Statistic 

A model of spectrum (discussed in Sec. 16.2.2) of the time series is used 
to generate the random time series used in the Monte Carlo simulations. A 
red noise-like spectrum of a time series can be fit, for example, using a 
first-order Markov model (also called a first-order autoregressive process; 
see Chapter 3). By this or other methods (several will be discussed) spectral 
amplitudes are obtained for the random time series. The random series is 
then used in place of the reference point time series of the real data, and 
a large number (typically hundreds or thousands) of correlation maps are 
generated, each utilizing a different random series for the correlation refer- 
ence point. Each such map might be something like Fig. 1 in appearance. 
Specific examples will be discussed in Sections 16.3-16.5. 

16.2.4 “Local“ Critical Correlation Estimation 

The first hypothesis-testing procedure concerns correlation between two 
time series, one at a given map grip point and the other a reference time 
series (as in Fig. 1). This is to reject the null hypothesis (that correlations 
are due to chance data variations) if (61 > pc, the local critical correlation 
value. For the examples in this chapter, we choose the “local test” of the 
temporal correlation test between two time series to be made at the 5% 
level of significance. (The local test level is the choice of the investigator.) 

There are at least two methods for finding a suitable critical correlation 
value pc for the local test: 

1. Computational method. One method is to use a Monte Carlo experiment, 
plotting percent area vs. correlation after combining a large number 
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(hundreds or thousands) of randomly generated correlation maps (each 
map derived from a simulated series at the reference point). This single 
plot of percent area vs. correlation will generally have a symmetric bell- 
shape about zero correlation, from which a value for pc can be easily 
found, i.e. that value of 1b1 exceeded in only 5% of test cases. 

2, Bivariate normal model method. If one assumes that data time series 
taken from two fixed sites can be adequately modeled with a bivariate 
normal distribution, then it can be shown that the random variable 
T = fim/m has a t distribution with II - 2 (temporal) 
DOF under the null hypothesis that p = 0. The method used in this 
chapter for obtaining approximate temporal DOF assumes that the re- 
sponse of the filter used in data preprocessing (here a bandpass filter), 
plotted as response vs. frequency, is positivedefinite and normalized 
such that the maximum filter value is 1. Because of the bandpass filtering, 
the temporal DOF will not be equal to n - 2. Temporal DOF are 
estimated by first multiplying n - 2 by the area of the filter and then 
dividing by n/2; n/2 is the area of a full spectrum response (no temporal 
filtering). This simple approach yields critical correlation values that are 
often quite close to those derived from method (1) [3]. Since the t 
probability density function is symmetric about t = 0, a 5% local test 
becomes 2.5% on each tail, requiring the one-sided critical value 7; such 
that the probability T > 7; is 2.5% (that is, the r distribution function 
has value 0.975 for T = z). 
A main strength of method (2) is that pc can be calculated easily, particu- 

larly for small significance tests, for example, 0.01% local level. At such 
a small significance level, method (1) would require much more computa- 
tion, viz, tens of thousands of randomly generated maps. Method (2) is used 
exclusively in this chapter for determining pc because it is straightforward 
and requires minimal effort. 

In later sections we will use global fields (latitude vs. longitude) of 
temperature and ozone data in separate correlation studies. The temperature 
(ozone) data sets use a 40-50 day (27-day) period bandpass filter with 
normalized area calculated to be 22.5 (22), which, according to method (2). 
results in 45 (44) temporal DOE For either 44 or 45 DOE the 5% test 
value for z. is found from tables to be approximately 2.02, and from the 
definition of random variable T, the corresponding 5% critical correlation 
pc is TJdTf + DOF = 0.29 for both ozone and temperature analyses. The 
same critical correlation value for ozone and temperature studies is purely 
coincidental; two different filter responses will generally have two different 
computed values of pc for the same chosen local significance level. 
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16.2.5 Estimation of Critical Area A, 

With pc as the critical correlation for local testing, the reference time 
series and another grid point series are said to be correlated if the 
magnitude of the calculated correlation 6 exceeds pc. Conducting this 
local test between a randomly generated reference point time series and 
each of the grid point series on a single map, weighting each test success 
(161 > pc) by area, one then obtains a single value of area-weighted 
percentage of success, denoted here as percentage “area” A. Note that 
all of the examples in this chapter use latitude-longitude gridded data 
where longitude lines converge at the poles; it should be remembered 
that regardless of the map type (another example is altitude vs. latitude 
[3, 4]), proper spatial account should always be taken when grid points 
do not represent regions of equal geometric size. Doing this same 
procedure a large number of times, say, 1000, results in that many 
randomized values of area A.  These values of A are then used to test 
for field significance by first partitioning values of A into small bins, 
counting the number of maps lying within each of these partitions, and then 
plotting these numbers vs. percentage area A. A 5% global significance test 
follows from the 50 largest areas plotted (of the 1000 generated). The 
smallest of these 50 areas defines a 5% critical area (denoted here Ac)  
that must be exceeded by area A of a map (calculated with observed 
data as the reference time series) in order to pass the 5% field significance 
test. 

16.2.6 Testing for Field Significance 

The second null hypothesis is now made, that apparent patterns in the 
field (map) statistic obtained with the actual, observed data series are due 
only to random data fluctuations. This hypothesis can be ruled out at the 
5% significance level if the area A for the actual field statistic equals or 
exceeds the critical area A, (described in Sec. 16.2.5). 

Such a result can be interpreted as meaning that if the statistic map were 
calculated from similarly measured data time series, obtained from 20 
intervals of identical lengths, only once in the 20 cases would similarly 
strong correlation patterns be expected to occur if the data were random 
(contained no true signals). The choice of significance level is up to the 
investigator: a 10% significance level test is less difficult to achieve, but 
would yield a false positive about 1 time in 10, whereas a more stringent 
1% level test would be expected to yield a false positive conclusion only 
once in 100 cases where no real signal was present. 

It should be noted that this procedure cannot be said to test the statistical 
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significance of individual pattern features on a map, but only of the signifi- 
cance of the map as a whole. 

The method just outlined, utilizing a large number of randomly generated 
data sets to assess statistical significance, is commonly called a Monte Curlo 
simulation. We now give concrete examples of such tests using actual 
atmospheric physics data fields. 

16.3 Example One: Atmospheric Temperature Fields 

16.3.1 Data Description 

Balloon and satellite instruments are used to measure the state of the 
atmosphere on a routine basis. After initial checks, and sometimes statistical 
inversion techniques, the satellite measurements yield atmospheric variables 
(such as temperature) as functions of altitude, geographical location, and 
time. By interpolating in space and time, 3D global grids are produced, 
usually twice daily (at 0000 and 1200 UTC). Such fields are important 
because they can be used to diagnose the atmospheric structure as a function 
of location and time and because they are used as initial conditions for 
large computer models based on complex equations of motion of the 
atmosphere-ocean system. Such “prognostic” models step forward in time 
to calculate (forecast) the expected state of the atmosphere or ocean at 
future times. 

The calculations that follow involve time series of temperature at 2376 
grid points (33 latitudes X 72 longitudes) on a geographical world map. 
An example of the daily time series at a specific grid point, covering 2920 
consecutive days, is shown in Fig. 2. 
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FIG. 2. Temperature deviations (Kelvins) from time series average of  2SSK, for 2 
hPa pressure level (-43 km altitude) at map grid point 50” S latitude, 0” longitude. 
Eight years of daily data covering I April 1980 to 31 March 1988. (a) Filtered 
with low-pass nonrecursive filter with half-amplitude at 15-day period; (b) data in 
(a) have been further bandpass filtered (40-50 day periods) and displaced upwards 
from zero for clarity. 
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16.3.2 Data Preprocessing 

It cannot be overemphasized that meticulous preprocessing of time series 
data is crucial. Unless care is exercised to remove the time means, trends, 
and hidden contaminants (such as harmonics from strong signals), a statistic 
such as correlation will often be misleading. Furthermore, discovery of 
signals in time series often requires judicious filtering to remove or reduce 
variance at unwanted frequencies that may complicate (or even completely 
obscure) the analysis through aliasing or leakage effects. Preprocessing is 
discussed in more detail in Chapters 10 and 11. 

The time series shown in Fig. 2(b) was used as the reference time series 
for lag correlations in an investigation of low-frequency oscillations of the 
atmosphere [3] .  Prior to the calculation, each of the 2376 grid point time 
series were preprocessed to remove time mean and long-term trends. Figure 
2(a) (filtered to greatly reduce data variations having periods shorter than 
about 15 days) shows an annual cycle, along with apparent variability on 
a time scale of from 1 to 2 month periods. To investigate further the 1-2 
month phenomenon, the time series in Fig. 2(a) was filtered with a digital 
40-50 day bandpass filter. Trace b shows the result. 

As a preprocessing step the data were also spatially smoothed by filtering. 
This is because little information content exists in the satellite data at short 
spatial scales and also because the gridding procedure is known to introduce 
short-scale artifacts due to satellite orbit geometry [3].  

16.3.3 Estimation of Map Statistical Significance 

The correlation map to be tested statistically is made from time-lag 
correlations between all time series Y,,,(t) and a single reference point series 
Kre,,,,*,(t); time index f may typically have thousands of values. Figure 3 
shows an example of such a correlation map using the preprocessed time 
series discussed earlier. Eight years of daily values o f t  were used. Examina- 
tion of this plot reveals global patterns with maxima and minima that 
resemble waves. The question is this: Are these apparent wavelike patterns 
real or could they have been generated by a reference point time series of 
random noise in conjunction with a temperature field with small spatial 
DOF? To answer this question, we use Monte Carlo testing. 

The Monte Carlo technique for estimating the map’s statistical signifi- 
cance involves performing calculations in every regard identical to that 
described previously, with the exception that a random time series is substi- 
tuted for the location irr,,j,<,. Examining the distribution of the results from 
a large number of such calculations, each with a different random time 
series at i , j , ,  allows a test of the statistical significance of the map in 
Fig. 3. 



468 FIELD (MAP) STATISTICS 

2 hPa Temperature Correlations 
100 hPa Temperature Ref.Pt: (OE, 60s)  

80N 

40N 

40s 

80s 
180 BOW G.M. QOE 180 

FIG. 3. Upper stratosphere global temperature correlation field for 40-50 day band- 
passed data as in Fig. 2(a). Reference point is at 50” S latitude, 0” longitude at 100 
hPa pressure level (- I6 km altitude). Solid (dashed) contours of correlation begin 
at 0.1 ( - 0.1) and increment (decrement) by 0.1. A correlation of 1 .O is not found 
because the reference point is at a different pressure (altitude) than the other data. 
Map is calculated for no time lag between the reference point and the higher altitude 
time series. Maps with different lag values (not shown here) reveal large-scale 
features moving eastward and circling the globe every 40-50 days in the Southern 
Hemisphere [31. 

Random Time Series Generation Methods. Three distinct methods 
were used to generate a random time series for the reference point series 
Y,,,.,, (t) used in global correlation simulations. 

Scheme 1 used a Gaussian (white) noise time series. The reference 
point time series is produced by Gaussian noise. Both and b,,md(,,n 
Fourier transform coefficients are taken from a random number generator 
yielding standard normal ordinates. Spectral features (for example, spectral 
“redness”) of the reference point time series Y,,,/,,,,,,(?) are not modeled 
in this white noise scheme. This is a viable approximation if the actual 
reference point series Y,<,.,,</(t) has a relatively flat spectrum or if, as in 
some of the examples that follow, a sufficiently narrow bandpass filter 
is employed. 

Scheme 2 uses a red noise spectrum. In this scheme the reference point 
series Y,r~,,,n,(t) is simulated with the aid of a first-order Markov process 
with coefficient OL (Chapter 3). An estimator (&) for OL can be obtained from 
the reference point time series K,<, ,rr, (after removing the time series average) 
as follows: 
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The numerator and denominator in this equation represent estimators of lag 
one covariance and variance, respectively, for reference series yrt,, j,c,. The 
random time series Yrrmdc,,m(t) is then obtained from 

where Z(r) is taken to be zero mean variance u; random Gaussian noise. 
To generate the random time series we need to know the variance of Z(t ) .  
It follows from (16.9) that a2 = [ 1 - a2] - a$, where u’y is the variance of 
the time series Kre,,jre,(r). An estimator 3; for a: is 

6% = (1  - 6 2 ) .  &.”y (16.10) 

where 6% is computed from 

1 “ 
(16.1 1 )  

Scheme 2 has been used in a number of studies of low-frequency phenomena 
because of the tendency of the atmosphere to exhibit red-noise spectral 
behavior. A clear discussion of accounting for red noise is given in [5, 61. 

“Blue” (larger amplitudes at higher frequencies) spectrum behavior can 
also be modeled by the method outlined here; the calculated first-order 
Markov coefficient & will be negative for “blue” spectra. More complex 
spectra can also be modeled with higher order autoregressive processes. 
Chatfield [7] gives a concise, readable account. An alternate method is 
given next. 

Scheme 3 uses a measured amplitude with random phase (MARP) method. 
To be most reliable, the Monte Carlo calculation should simulate the refer- 
ence point spectrum as closely as possible. Modeling the reference point 
spectrum by a white- or red-noise spectrum may prove inadequate in cases 
where the reference point time series exhibits a sufficiently complicated 
spectral structure. A better approximation to the actual reference spectrum 
can be obtained by using the calculated Fourier transform amplitudes of 
the measured time series Y;,?,, j,e,(t). 

are obtained as in Scheme First, random coefficients amndr,m and 
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1. Next, they are adjusted to be exactly equal in amplitude with the corre- 
sponding Fourier coefficients of xm,, Jw,(t)  at each circular frequency w: 

atrci.,rci (O)  a,rei .  jrCi  (O)  * {A(w)/Arandom(w) 1 (16.12) 

(16.13) 

where A(w) is the actual measured amplitude at frequency o of the measured 
reference-point time series x,et,,ret ( I ) ,  

A(w) = { a ~ e l . , m ~  (@) + b f r d . J r d  (O)  1' (16.14) 

and (w) is the amplitude of the generated noise time series 

Armdurn (O)  = {a:,tndorn (O)  + b;.mdorn (w))' (16.15) 

This method (hereafter denoted as the measured amplitude with random 
phase method) is an approximation to the true amplitude spectrum in that 
it uses the calculated amplitude from only a single realization of the time 
series (i.e., the measured data series) at the reference point. However, it 
seems reasonable that in many cases this method may be expected to provide 
a more accurate spectral simulation than Schemes 1 or 2. In several of the 
examples discussed later, the better spectral representation of the MARP 
method leads to a different (and presumably more rigorous) statistical assess- 
ment than either the white- or red-noise method. 

Field Significance Testing of Temperature Correlation Maps. The 
temperature correlation map for zero lag shown in Fig. 3 reveals apparent 
large scale wavelike features. The statistical significance of this and other 
maps calculated for other lag values (not shown) was tested with the Monte 
Carlo simulation techniques described in Sec. 16.2.3 and 16.2.6. Figure 4 
shows a histogram plot of the number of times a given map percentage 
area passed a 5% local test in 10oO simulation runs. Data at the 100 hPa 
reference point (5OoS, 0"E) were generated randomly by Scheme 1. Nearly 
identical results were obtained by Schemes 2 and 3 (not shown), presumably 
due to the relatively narrow bandpass filter employed. The local temporal 
test is taken at the 5% significance level, with critical correlation magnitude 
equal to 0.29 (see Section 16.2.4). 

With the 5% local test I 6 I 2 0.29, 95% of the 1000 simulation runs 
were found to have area A 5 6.7%. By definition, 6.7% represents the 
critical area A, described in Sec. 16.2.5. To be judged statistically significant 
at the 0.05 level, a map must exhibit A L A,. 

A key concept is that a random time series shifted by any lag T is still 
random. Thus, because it was produced with a random time series at its 
reference point, the distribution in Fig. 4 can be used to test observed-data 
maps produced for any lag. 
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FIG. 4. Results of 1000 Monte Carlo simulations of eight years ( 1  April 1980-31 
March 1988) of global 100 hPa pressure level (-16 km altitude) temperature 
correlations using 40-50 day bandpass-filtered daily data. Histogram of counts vs. 
% area (countshin) passing local 5% significance test (1 6 I 2 0.29). The random 
time series at the reference point was modeled by Scheme 1 Gaussian noise (see 
text). Arrows labeled A,,,, AISd. . . . denote areas from maps (calculated with 
observed data using reference point time series) with 10, 15, . . . days behind the 
time series at other map locations (see text). Black regions denote areas exceeding 
5% field significance value, indicated by critical area A,. 

In Fig. 4, the arrows labeling AIM, AISdr . . . give the map areas deter- 
mined from maps calculated (with observed data as reference time series) 
with lags of 10 days, 15 days, . . ,, respectively. It will be seen that lags 
of 0, 5 ,  and 20 d have areas exceeding A,, and pass the field statistical 
significance test at the 5% level. On the other hand, map areas of 10 and 15 
d lags have areas less than A,. and fail to produce field statistical significance. 
Physically this is because sinusoidal oscillations separated by a quarter 
period are independent, and at the predominant period of the bandpassed 
data (-40-50 day periods) lags of 10 and 15 days represent phase lags 
near a quarter period between the reference point and other map points. The 
correlations are thus sufficiently reduced that these maps are not statistically 
significant. 

In summary, Monte Carlo simulations suggest statistically significant 
oscillations in the earth's stratosphere at periods near 40-50 days. Note that 
specific features cannot be said to be correlated, but only whether the entire 
map is statistically significant or not. Further details are given in [3]. 

16.4. Example Two: Global Ozone Data Fields 

The total ozone mapping spectrometer (TOMS) satellite instrument has 
provided measurements of total column ozone over most of the earth since 
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late 1978. TOMS data are important in the investigation of ozone depletion 
and have been used to produce the widely seen maps of the Antarctic 
"ozone hole" phenomenon. The data are in the form of total column ozone 
R ,  the amount of ozone in the total atmospheric column above a given 
geographical location. Dobson units (D.U.) are used for R , where 100 D.U. 
are equivalent to a 1 mm thick layer of pure ozone gas at sealevel standard 
pressure and temperature. 

Figure 5 shows the global distribution of R for 10 March 1980. Similar 
daily plots reveal that the features move and change dynamically with time. 
Figure 6 shows an R time series at location 60°S, 30"W longitude, which 
lies within the Southern Hemisphere belt of relatively high ozone amounts 
seen in Fig. 5 .  Trace a of Fig. 6 reveals annual as well as shorter period 
fluctuations. The spectrum [7] of this time series (Fig. 7) reveals a peak 
with periods near 25-30 days. To examine this phenomenon, the series were 
digitally filtered with a bandpass filter centered at 27 days. The resulting 
time series is shown in trace b of Fig. 6. 

The TOMS data were used to construct correlation maps using the proce- 
dure outlined in Sec. 16.1.5. Correlation was calculated using (16.4)-( 16.6) 
by first multiplying all Fourier coefficients by the 27-day bandpass frequency 
response and then truncating the summation over frequency w to only those 
values lying within the main lobe of the band-pass filter. To reduce noise, 

FIG. 5. Global plot of total column ozone (a) for 10 March 1980. Ordinate is 
latitude (90" N to 90" S); abscissa is longitude. Units: Dobson units (D.U.). Solid 
(dashed) contours begin at 280 (260) and increment (decrement) by 20 D.U. 
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FIG. 6. (a) TOMS ozone time series at 60" S latitude, 30" W longitude. (b) Filtered 
with bandpass filter centered at 27 days and displaced upward from zero for clarity. 
Same units (Dobson units) as (a). 

FIG. 7. Power spectral density plotted vs. frequency, for the TOMS data in Fig. 
6(a). A 9-point running mean spectral estimator has been applied. 

only zonal wavenumbers 1-11 were used in all correlation analyses with 
TOMS data. Figure 8 shows such a correlation map, obtained using the 
data of Fig. 6(b) as the reference time series. A large wavelike feature 
with positive and negative correlation regions is seen in the high Southern 
Hemisphere latitudes. This feature was found to propagate toward the east 
in time, as determined by maps at other lags (not shown). 

To test for field statistical significance of the ozone correlation maps, 
I000 Monte Carlo simulations were run in the manner described earlier. 
The bandpass filter used for the data exhibited 44 temporal DOF, as deter- 
mined from method (2) described in Section 16.2.4. From this, a 5% local 
significance test is a success if 161 2 0.29. 
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FIG. 8. Correlation map of TOMS total ozone a. Reference point is 60" S latitude, 
30" W longitude, indicated by X. Solid (dashed) correlation contours begin at 0.1 
( - 0. I )  and increment (decrement) by 0.1. The ordinate is latitude (60" N to 60" 
S); abscissa is longitude, centered on the Greenwich meridian. In the calculation 
the reference point time series is 3 days ahead of other map grid point time series. 

Similar to Fig. 4, the results of the Monte Carlo simulations are given 
in the histogram Fig. 9. The correlation map of Fig. 8, having lag of -3 
days, is indicated by the -3 d arrow in Fig. 9. With the Gaussian white 
noise (Scheme I )  random time series (histogram a) the map just fails to 
meet field statistical significance at the 5% level. (A red-noise (Scheme 2) 
random time series yielded nearly equivalent results and is not shown here.) 
On the other hand, the map in Fig. 8 would meet the requirement for field 
statistical significance with histogram b, which employed the MARP method 
(Scheme 3) for generating the random reference point time series. The 
different results from these methods is presumably caused by a reference 
point ozone spectrum that deviates substantially from white noise (and 
Markov red noise), even with the rather narrow bandpass filter used here. 
The MARP method is thought to give the more reliable statistical test and 
the 27-day feature in the ozone data fields is judged to pass the field 
statistical significance test. 

Reexamination and Explanation of Figure 1. We are now in a posi- 
tion to reexamine and understand Fig. 1, which, while exhibiting sizeable 
regions with similar correlation sign, was stated not to satisfy field statistical 
significance. The arrow labeled -9d in Fig. 9 represents Fig. 1, which was 
calculated with map point time series 9 days behind the ozone reference 
point series. The map in Fig. 1 is seen to fail to meet field statistical 
significance at the 5% level, with both white noise and MARP methods. 
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FIG. 9. Results of 1000 Monte Carlo simulations of eight-years of 27-day band- 
passed global TOMS total ozone (R) data: Correlation with reference point at 60" 
S latitude, 30" W longitude. Histogram: counts vs. % area passing local 5% signifi- 
cance test (I j.3 I 5 0.29). Random time series at the reference point were modeled 
by (a) Gaussian white noise, and (b) MARP methods. Arrows labeled with negative 
lag (-9d, etc.) denote areas for maps calculated with the time series that many 
days behind the reference point time series (see Eq. (16.1)). Black regions denote 
simulations having areas passing 5% field significance. 

The 9-day lag represents a 1/3 period lag of the relatively narrow filter 
used, which was centered on a 27-day period. That the correlation is weak 
is not unreasonable when it is recalled that a lag of 114 period will produce 
zero correlation in an infinitesimally narrow bandpass. Evidently the 9-day 
lag is sufficiently close to a quarter period that the correlations are weak. 

16.5 Example Three: Cross Correlation between Ozone and 
Solar Flux Time Series 

As a final example of the use of Monte Carlo simulations we examine 
possible correlation between the 27-day bandpassed ozone data series (dis- 
cussed previously) and a 27-day spectral feature found in solar flux time 
series. Solar flux measurements at 10.7 cm (microwave) wavelength have 
been widely used as a proxy for sunspot activity. Figure 10(a) shows the 
unfiltered solar flux time series as a function of time for the years covered 
by the ozone data used in Fig. 6. Spectral amplitude is in Fig. 11. A 
prominent peak near a 27-day period is known to be associated with the 
rotation of the sun about its axis. The bandpass filter shown in the enlarge- 
ment in Fig. 11 was applied to the data of Fig. 10(a), yielding trace c of 
Fig. 10. [Trace b shows an intermediate step of filtering to reduce effects 
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FIG. 10. (a) Time series of 10.7 cm solar flux (relative units). (b) As in (a) but 
with low frequencies removed using a low-pass (half-amplitude at 500-day period) 
digital recursive filter in time. (c) 27-day temporal bandpass filter applied to time 
series (b). 

FIG. 11.  Large frame: Raw (no smoothing in frequency) amplitude of 10.7 cm solar 
flux time series of Fig. 10(a) plotted against frequency. Insert: expanded view of 
(a), showing 27-day bandpass filter (darkened region) used to calculate correlations; 
this insert figure is identically the raw amplitude plot calculated from time series 
Fig. 10(b). 

of the 1 1  year solar cycle evident in trace a, performed to reduce leakage 
(sidelobe) problems associated with time series end effects (see, for example, 
[81).1 

In Sec. 16.1.5 Yre, referred to a time series representing a point with the 
map data set. Ym, can also be taken from some other type of data that is to 
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be compared with the original set. In the present example, Yref is taken to 
be a time series of solar flux data, used to examine possible correlations 
between stratospheric ozone and solar effects. Global correlation maps (not 
shown) between total column ozone (Q) and modeled (random) reference 
time series for 10.7 cm solar flux were simulated for 1000 Monte Carlo 
data runs. Figure 12 shows the results, analogous to Figs. 4 and 9. In this 
example, sizeable differences exist between red noise (trace a) and MARP 
noise (trace b) methods of simulation. This difference is thought to be due 
largely to the spectral structure found within the bandpass of the solar flux 
data (Fig. 11, insert). 

The correlation map derived from measured data 10.7 cm solar flux 
reference series and global TOMS ozone data yielded A = 9.2%. Based on 
the red-noise simulation (histogram a in Fig. 12), the map barely passes 
field statistical significance at the 5% level. But based on the MARP noise 
simulations (histogram b), it fails to pass by a sizable amount. Since in our 
judgment the MARP method is the more reliable statistical test, we judge 
the total ozone Q correlation field with 10.7 cm solar flux to fail to produce 
5% field statistical significance for the 8-year data set used here. 

Note that a nonstationary association could have existed at times between 
ozone and solar flux, say in the sunspot maximum that occurred in the early 
years of the 8-yr record used here. However, the preceding results suggest 
that any such correlation is not sufficiently strong to be distinguishable 
from noise when the 8-yr record is considered as a whole. 

5 
Percent Art 

1 b 

10 15 
1 Passing Local Test 

FIG, 12. Histogram for maps of correlations between total ozone and solar flux: 
counts vs. % area passing local 5% significance test (I 6 1 2 0.29). Results of loo0 
Monte Carlo simulations with (a) red noise (& = 0.9983; see Sec. 16.3.3, Scheme 
2) and (b) MARP method for generating random time series used. The black regions 
denote simulations with areas passing 5% field statistical significance. 
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16.6 Higher Dimensions 

The field significance tests have described how to test two-dimensional 
fields of statistics. However, the method can be generalized to any number 
of dimensions using Monte Carlo techniques, given enough computing 
capacity and time [3,4]. 

16.7 Summary 

Monte Carlo methods have been described for testing the statistical 
significance offields of a statistic. Examples were given using several actual 
data time series from current atmospheric physics research. The tests can 
be important when, as is often the case, the measured data fields contain 
interdependencies that may give the illusion of nonrandomness. Three differ- 
ent schemes are discussed for generating the noise series used in the Monte 
Carlo tests, and the data examples utilized illustrate how the use of different 
schemes affect the outcome of the statistical tests. 

This work has been supported in part by National Aeronautics and Space 
Administration Grant NAG 5-  15 19. 
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17. MODERN STATISTICAL COMPUTING AND GRAPHICS 

Frederick L. Hulting and Andrzej P. Jaworski 
Alcoa Technical Center 

Alcoa Center, Pennsylvania 

17.1 Introduction 

Advances in computing technology over the last 30 years have had an 
enormous impact on scientific practice. The modem computer has opened 
up new avenues of experimentation and has increased the amount, the 
variety, and the quality of experimental data. The analysis of that data 
has been similarly affected by modem computing technology. Advanced 
computer hardware and software have provided new environments for data 
analysis, enabling the development of new computer intensive statistical 
and graphical methods. These new developments, as well as a wide range 
of other topics at the interface of statistics and computer science, fall into 
an area known as statistical computing. 

This chapter will survey some of the aspects of statistical computing that 
are of value to the experimental scientist. We begin in Section 17.2 with a 
discussion of some popular statistical computing environments. This in- 
cludes an overview of state-of-the-art hardware and software, as well as an 
illustration of how data is analyzed within one of these environments, 
the S language on a Unix workstation. Section 17.3 briefly reviews some 
important numerical methods, while Section 17.4 looks at some modem 
topics in statistical computing by examining two useful computer intensive 
methods for model fitting and inference. Then, in Section 17.5, we use the 
example of fitting differential equation models to illustrate the collective 
application of these classical and modem techniques to solve a nonstandard 
statistical problem. 

Graphical methods are both independent of and closely linked to the 
field of statistical computing. While many of the important graphical meth- 
ods were developed independent of the computer, they have flourished since 
the advent of advanced computing and display technology. Additionally, 
modem statistical computing environments have inspired new methods, 
including interactive, dynamic techniques. Section 17.6 describes and illus- 
trates a variety of computer-based graphical methods. 
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17.2 Statistical Computing Environments 

An environment for statistical computing [ 11, refers to a combination of 
computing hardware, general-purpose software, and statistical software that 
empowers a user with effective tools for data analysis. Selection of an 
environment will depend on the needs and sophistication of the user. In 
this section we discuss the current state of statistical computing environments 
and describe one powerful environment that will be used as an example 
throughout this chapter. 

17.2.1 Hardware Platforms and Operating Systems 

While the distinctions between hardware platforms for scientific comput- 
ing are fuzzy, one could currently group the platforms into three categories: 
supercomputers, workstations, and personal computers. At the high end of 
scientific computing are the supercomputers that offer the fastest CPUs, the 
largest amounts of random access memory (RAM), and the most sophisti- 
cated vectorizing compilers. At the low end of scientific computing are the 
personal computers, typically equipped as stand-alone machines, with lim- 
ited amounts of RAM, small disk drives, and medium resolution graphics. 

In the wide middle ground between these extremes fall the workstations, 
of which there are two major types: desktop machines and servers. Typically 
the desktop models are designed for personal use, with a small local disk 
(possibly diskless) and limited RAM, but with a high-resolution graphical 
subsystem. These machines are often connected via a network to a server. 
The servers are designed to provide computing power to a large number of 
users, and thus have more memory, several large disks, and upgraded net- 
work communications facilities. 

The ubiquitous personal computer is probably the most common platform 
for statistical computing. However, the platform of choice for statistical 
computing is the workstation, which currently provides the best balance of 
power, convenience, access, graphics, and software availability for the price. 
Our own work, including that discussed in this chapter, uses a typical 
example of such a system: a DECStation 5000/240 equipped with 48 MByte 
of RAM, 2 GByte of disk space, a cartridge tape drive, and a standard 600 
MByte CD-ROM drive. It has 8-bit color graphics with a 17 in. color 
monitor, keyboard, and mechanical mouse as a pointing device. The machine 
is connected to the local area network (ethernet), and through a gateway 
to the Internet. 

The operating system is an integral part of any computing environment, 
as it can enhance or diminish our ability to make effective use of a hardware 
platform. This is particularly true in statistical computing, where the ability 
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to directly interact with the computer, and the ease of obtaining and manipu- 
lating of graphical information, is of primary importance. For workstations 
the clear choice in operating systems is Unix, which on most workstations 
is bundled with a “point-and-click” graphical user interface based on X- 
windows. Thus, workstation statistical software typically takes advantage 
of the existence of the X-windows interface to offer flexible displays of 
numerical results, high-resolution graphical output, and interactive graphics. 

17.2.2 Statistical Software 

Statistical software-software that implements methods and tools for 
data analysis-can be categorized in many ways. One important distinction 
is between statistical packages and specialized statistical software. Statistical 
packages provide a comprehensive collection of data handling, numerical, 
and graphical techniques. Specialized software typically focuses on only 
one or two of these capabilities. 

The best statistical packages have nice user interfaces, good graphics 
capabilities and numerical algorithms, and a wide array of “built-in” meth- 
ods for data analysis. Thus, selecting a package is largely a matter of 
personal preference. However, these packages can be distinguished by the 
power and extensibility of their programming languages, that is, by their 
capabilities for implementing data analysis techniques that are not already 
built-in. These are useful criteria for readers of this volume, as the various 
chapters have introduced new and nonstandard, as well as standard, methods 
for analyzing data. For example, the likelihood-based methods of Chapter 
8 are not available in standard packages, but can be easily implemented in 
an extensible statistical package. Thus, we will distinguish between three 
types of statistical software: standard statistical packages, extensible statisti- 
cal packages, and specialized statistical software. 

Many of the widely available and widely used statistical software pack- 
ages fall into the “standard” category. These packages generally support a 
large suite of statistical methods and have interfaces that are designed to 
be “user friendly.” Most of these packages are menu driven, making the 
software easy to learn. However, these packages typically do not have a 
built-in programming language that may be used to extend the software’s 
capabilities, although they may have limited macro capabilities. Thus, new 
methods are difficult, or impossible, to implement. Still, these packages 
will generally meet the needs of a most users, and many of the methods 
covered in this book can be found in them. 

The clear trend in software for the more sophisticated scientist or data 
analyst is toward the category of extensible statistical packages. These 
packages generally have a core set of standard methods, but also possess 
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a powerful programming language that enables nonstandard methods to be 
implemented. Some packages even include an interface to programming 
languages such as C or FORTRAN, further increasing their flexibility. A 
consequence of this is that, in contrast to the standard packages, these 
packages take time to learn. 

Two very popular packages in this category are S (see [2, 311, and SAS 
(see [4]). In comparing the two, the SAS system possesses more strength 
in data handling, including the ability to handle large data sets. SAS also 
has a much larger set of core statistical and numerical routines and is 
available on a wider variety of platforms. On the other hand, the S system 
has a more flexible, object-oriented programming language, with a variety 
of data structures that make it an excellent choice for prototyping, testing, 
and implementing new methodology. S offers better control over graphical 
displays and does a better job of integrating graphics with analytical compu- 
tations. Similar to S, but with a greater emphasis on graphical methods, is 
Lisp-Stat [ 5 ] .  Because of its extensibility, including its easy interface to 
FORTRAN and C, we will use the S system in subsequent sections to 
illustrate the use of the computer in modem statistical and graphical analysis. 

Specialized statistical software includes subroutine libraries and other 
programs that fill a specific niche by providing a special statistical tool to 
a narrow target audience. Developers of such software usually assume that 
the user will rely on other software for for data manipulation and standard 
analyses. A nice example is the publicly available software Xgobi, which 
implements leading-edge dynamic graphical methods. Information on such 
programs can be found in a variety of locations, including books, magazines, 
journals, computer bulletin boards, and network ftp sites. For example, the 
Statlib archive, at lib.stat.cmu.edu, maintains an extensive collection of 
special purpose statistical software (it can be reached using anonymous ftp, 
or by sending a “send index” electronic mail message to the archive). 

17.2.3 Using S on a Unix Workstation 

Our work is done primarily on a workstation, using a combination of 
SAS and S in order to capitalize on the strengths of both packages. We 
have chosen to use S to provide tangible illustrations of the concepts in 
this chapter because its high-level programming language is well-suited to 
the task of describing a variety of statistical and numerical computations. 
(Our use of S should not be viewed as an endorsement of this software 
over any other software for general use.) In this section we provide an 
introduction to S by using it to perform a fairly standard statistical analysis. 

Antoine’s equation, an empirical extension of the Clausius-Clapeyron 
equation, provides a simple but useful representation of vapor pressure 
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vs. temperature relationship for pure compounds. The equation is usually 
presented as 

P = exp(A - &J (17.1) 

where P denotes the pressure, t is temperature, and A, B, C are constants 
(parameters) specific to a given substance. 

Equation (17.1) is used in several chemical engineering and physical 
calculations because vapor pressure constitutes a crucial component de- 
termining vapor-liquid equilibrium. It can be also used to approximate the 
heat of vaporization rather than measuring it directly by a calorimetric 
method. Thus, having obtained some experimental data on P and t for a 
compound, one might want to obtain estimates of the parameters A, B, and 
C in Model 17.1. An example of such data is listed in Table 1, for benzene. 
To obtain the parameter estimates, we would use nonlinear least squares 
(Chapter 9) to fit Model (17.1) to the data. The S statements required to 
do the fitting, and the associated output is given in Figure 1. (In this figure, 
and other figures displaying S code, the S statements are preceded by the 
S prompt character > on the left margin, and output provided by the S 
system in response to these statements is preceded by a * on the left margin; 
comments are preceded by a #). 

The process of fitting this nonlinear model nicely illustrates some im- 
portant features of the S language. The first is the richness of the data 
structures in the S language. While in this simple analysis we do not need 
anything more than a matrix of numbers to represent the data set, we can 
still make use of the S data frame. A data frame is essentially a two- 
dimensional matrix with labeled rows and columns. However, each of the 

TABLE I .  Vapor Pressure of Benzene 

1 
2 
3 
4 
5 
6 
7 
8 
9 

10 

14.548 
17.720 
20.594 
23.270 
26.886 
31.004 
35.191 
39.078 
44.284 
49.066 

57.41 
67.22 
77.28 
87.75 

103.64 
124.67 
149.43 
175.89 
217.16 
26 1.75 

1 1  
12 
13 
14 
15 
16 
17 
18 
19 

54.832 
60.784 
67.135 
74.028 
78.891 
79.4 13 
79.898 
80.442 
80.922 

324.93 
402.42 
500.69 
627.93 
732.07 
744.04 
755.23 
767.94 
779.34 
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> benzene.fit < -  nlslformula = P exp(A - B/(t + C)), 

data = benzene.dat, start = list( A = 15.87, B = 2770, 

c = 220)). 

> summary(benzene.fit) # summarize nonlinear regression 

* Formula: P exp(A - B/(t + C)) 

Parameters: 

Value Std. Error t value 

* A 15.8675 0.00448526 3537.70 

B 2769.2500 2.50131000 1107.12 

* C 219.7900 0.12547100 1751.72 

* Residual standard error: 0.0224287 on 16 degrees of freedom 
t 

Correlation of Parameter Estimates: 

A B 

* B 1.000 

* C 0.998 0.999 

> coef(benzene.fit) # extract coefficient estimates from 

benzene.fit 

A B C 

* 15.86747 2769.25 219.7897 

> residuals(benzene.fit) # extract residuals from benzene.fit 

* [11 0.005612169 0.001781895 0,007027014 0.027651762 

-0.027641414 

* [6] 0.018215291 -0.002122055 -0.010558357 -0.038656155 

0.014815704 

* 1111 0.004312370 -0.006521336 0.002916390 0.013978707 

0.010683526 

’ [16] 0.042904726 0.005035055 -0.036215065 -0.026781509 

> fn.antcoefs < -  function 

{ 

start <-  list(A = 15.8 
cornpound.fit <- n l s ( P  

return(coef(cornpound.f 

start) 

1 

compound.data) # define new function 

, B = 2770, C = 220) 

exp(A - B/(t + C ) ) ,  compound.data, 

> fn.antcoefs(benzene.dat) # use function to get coefficient ests 
* B C A 

* 15.86747 2769.25 219.7897 

FIG. 1. S code for fitting Antoine’s model to the benzene data. 
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columns may hold data of a different type, e.g., character strings, real 
numbers, or logical values. For our example, we will store the data of Table 
I in a data frame called benzene. dat . We refer to the two columns within 
our data frame by the column labels P and t (see Table I). 

A second important feature of the S system is its usage of formulas to 
specify models. One can specify a model almost in the same way one would 
write it on a piece of paper. In the case of Antoine’s equation we simply 
write 

P - exp(A - B/(C + t)), 

with the tilde in place of equals being the only difference from standard 
notation. 

A third feature is the range of built-in functions for numerical and 
statistical computation. To fit Antoine’s model to the data in Table I, we 
only require one S statement, the first one in Figure 1. This statement is a 
call to the built-in S function nls, which performs nonlinear least squares. 
We have passed three arguments to the function: (1) a formula describing 
the model, (2) a data frame holding the data to be fit, and (3) a list of 
starting values (a list is another S data structure). The output of our function 
is assigned to an object called benzene. f i t  (the symbol <-  is the assignment 
operator). 

Such objects represent probably the most significant feature of the S 
language. Essentially all S functions create objects as their output, and these 
objects can be assigned names for future use. These objects can be of any 
type; the object created by the function nls is a list whose components 
include the fina1 values of the parameters, the formula used in the fit, the 
vector of residuals, and the vector of fitted values. After calling nls in the 
example, all of this information is contained in the object that we have 
named benzene.fit. S objects are usually passed as arguments to other 
functions to be manipulated in some useful way. For example, to see a 
summary of our nonlinear least squares analysis, we would pass benzene. f i t  
to the summary function. Doing so produces the output shown in Figure 1. 
All “interesting” S objects have a summary function associated with them, 
although the form of the summaries will differ depending on the type of 
object. A variety of functions also exist to extract specific components from 
objects; for example, the function coef extracts the vector of coefficient 
estimates and the function residuals extracts the vector of residuals, from 
the object produced by n 1 s-see Figure 1. 

One way of extending the S system is to build onto the language with 
user-defined functions written in the S language. For example, we could 
define a function to take a set of data for a compound, fit Antoine’s model 
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to it, and return the three coefficients in a vector. Figure 1 shows how to 
define such a function. The definition begins with the keyword f u n c t i o n  
and is followed by the arguments in parentheses and the body of the function 
within the curly brackets. The body of the function consists of a series of 
S statements, with the r e t u r n  statement defining the output of the function. 
The function we have defined is also an S object (of type function), and 
using the assignment operator, we have given our function a name- 
f n .  antcoefs-for future use (see Section 17.4.1.4). Now, the statement 
f n .  antcoef  s ( b e n z e n e .  da t  ) produces the coefficient estimates for the ben- 
zene data (as shown in Figure 1). 

17.3 Computational Methods in Statistics 

According to Thisted ( [ 6 ] )  there are four different kinds of statistical 
computations: ( 1 ) numerical+lassical number crunching applications 
where majority of calculations are floating point; (2) seminumerical-where 
majority of calculations are integer or string manipulations (e.g., the Monte 
Carlo methods of Chapter 5 ) ;  (3) graphical-where the goal of the computa- 
tion is to construct a symbolic or pictorial representation of some aspect of the 
problem (see Section 17.6); and (4) symbolic-where symbols are directly 
manipulated by the computer. “Classical” statistical computing has focused 
primarily on numerical computations, and it is those methods that will be 
reviewed in this section. The review will rely heavily on references, and 
since the literature on numerical methods is vast, only selected references 
will be mentioned. 

In most statistical packages the numerical methods are hidden from the 
user. Sometimes a choice of a method is given as an option, but usually 
the methods used are embedded in the code and not directly accessible to 
the user. This creates the tendency to take numerical methods for granted, 
that is, to assume that the packages produce the expected results with 
negligible error. Although this is often true, there exist situations where the 
results of numerical computations can be completely wrong. A classic 
example of such a situation is multiple linear regression calculation when 
the model matrix has “almost” linearly dependent columns. It turns out  
that the numerical error in calculated parameter estimates is proportional 
to the condition number of the design matrix, and this condition number 
can be very large (see, for example, [7] for discussion of condition numbers 
and numerical stability of the least squares problem). In cases like this, an 
appreciation for, and rudimentary knowledge of, numerical mathematics 
can be very helpful. 
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Although numerical methods have been used for centuries, the field of 
numerical mathematics developed when modern computers became avail- 
able. This field deals with the peculiar situation created by finite precision 
of computer arithmetic. All numerical problems are therefore discrete and 
constitute only approximations to real-life continuous problems. The hope 
is that, due to very fine resolution of computer arithmetic, the solution 
of such discretized problems is close to the solution of their continuous 
counterparts. In other words, we hope that the inevitable round-off errors 
occurring when the input data as well as all the intermediate results are 
translated into their machine representations, will not accumulate to such 
a degree that the validity of the final result might be in question. 

Note that we distinguish between numerical mathematics and numerical 
methods. The field of numerical mathematics is concerned with ways of 
controlling and estimating round-off errors. Numerical methods deal primar- 
ily with the algorithms used to solve different classes of problems on a 
computer. Both aspects of numerical computing are important; for example, 
a good algorithm may fail because of poor numerical mathematics. These 
two aspects of numerical computing are usually presented together, but are 
really separate; good algorithms do not imply good numerical mathematics. 
That is, it is possible to develop a nice algorithm that can fail badly because 
of poor numerical mathematics. For the user of numerical methods, the 
knowledge of numerical mathematics is at least as important as the knowl- 
edge of particular algorithms. For example, in the statistical computing 
example given previously, it is more important to know why, when solving 
the linear regression problem, one should not even form the X T X  matrix 
than to know details of the specific numerical algorithms. In this case the 
condition number of the X T X  matrix is the square of the condition number 
of the X matrix itself, so solving the so-called normal equations becomes 
numerically unstable (see, for example, reference [7] for in-depth discussion 
of these issues). Moreover, if the X matrix is ill-conditioned (i.e., has 
nearly colinear columns), the X T X  matrix may become numerically singular. 
Methods such as the QR decomposition (see [8]) enable us to avoid forming 
the X T X  matrix during the least squares computations, thus circumventing 
the problem. 

The literature on numerical computing is vast. Most textbooks and mono- 
graphs present a mixture of numerical mathematics and specific algorithms 
with emphasis on one or the other. An example of a book presenting mostly 
algorithms is 191, although it contains some sound advice on numerical 
mathematics. A good example of a numerical mathematics book is [lo]. 
There are several books on statistical computing, where the discussion of 
numerical methods is tailored towards statistical applications. The two books 
worth looking into are [6] and [ 1 1 1 .  Finally there are several books discussing 
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individual fields of numerical mathematics. For example there are several 
books dealing with numerical linear algebra. A classic example is [8]. 
Similar situation exists with optimization. Books by Luenberger [ 121 and 
Gill, Murray, and Wright [ 131 are excellent examples of textbooks presenting 
both theory and practice of optimization methods. 

Most of areas of numerical mathematics have some relevance to statistical 
computing, but five areas seem to be of particular importance: linear algebra, 
optimization, integration, approximation, and special functions. We finish 
this short review by describing these five areas and their importance in 
statistical computing. 

1.  Linear algebra. This is arguably the most important and widely used 
area in statistics. Since a matrix is a natural structure for representing 
data, linear algebra is used in most formulations of statistical methods. 
The matrix formalism is so prevalent in statistical theory, that sometimes 
definitions in matrix notation are taken literally and converted into algo- 
rithms (see the preceding comment on XTX matrix). Linear regression 
and ANOVA use linear algebra algorithms for finding the estimates, 
calculating diagnostics, and detecting multicollinearity. In multivariate 
analysis several methods (principal components for example) rely on the 
linear eigenvalue-eigenvector problem. 

2. Optimization. Ideas of optimization permeate the whole field of statistics, 
because most statistical procedures may be derived as solutions to optimi- 
zation problems. For example, most estimators are defined as “best” with 
respect to a certain criterion. Some methods use numerical optimization 
explicitly. For example, maximum likelihood estimates (Chapter 8) are 
often calculated by directly maximizing the likelihood function. Another 
example is parameter estimation in nonlinear regression models. Here 
specialized methods are used that take into account specific form of the 
objective function. Direct numerical optimization is also used in the field 
of designed experiments to compute, for example, the so-called D-optimal 
designs. In Bayesian methodology the estimators are defined as modes 
(maxima) of suitable posterior distributions (see Chapter 14) and often 
explicit optimization is employed. Closely related to optimization is the 
area of solution of nonlinear equations (optimality conditions are often 
presented as sets of nonlinear equations). Certain robust estimators (M- 
estimators) are defined as solutions of sets of nonlinear equations. 

3. Integration. Both single and multiple integration play a special role in 
statistics because, for continuous probability distributions, probabilities 
are defined as definite integrals. All Bayesian methodology is based on 
(often multiple) integration to calculate marginal probability densities. 
Integration can be considered a special case of differential equation 
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solving, which is required for fitting complex mechanistic models that 
are postulated in terms of differential equations (see Section 17.5). 

4.  Approximation. There are three kinds of approximation: parametric fitting 
(linear and nonlinear regression), interpolation, and smoothing. Smooth- 
ing methods are employed in many nonparametric estimation situations, 
including nonpararnetric density estimation and nonparametric modeling. 

5 .  Special functions. These are typically functions representing cumulative 
distribution functions (CDF), inverse CDFs, and probability density func- 
tions of different distributions. The CDFs are often used in calculating 
tail probabilities of different distributions used in hypothesis testing and 
judging significance of estimators. Although tail probabilities can be 
calculated by integration, it is often more efficient to use specialized 
formulas (see, for example, Chapter 26 in [ 141). Inverse CDFs are often 
used to generate the random deviates used in Monte Carlo work. 

17.4 Computer-Intensive Statistical Methods 

The term computer-intensive methods refers to a variety of procedures 
that replace some of the standard assumptions of classical statistics with 
computing power. The primary motivation for these techniques is the desire 
to be free of parametric or distributional assumptions that are not appropriate 
for a given problem-see Thisted [6]  for a review. In this section we will 
discuss two types of computer intensive procedures: bootstrap methods for 
assessing the accuracy of estimators, and nonparametric methods for fitting 
“smooth” models to data. 

17.4.1 Bootstrap Methods 

17.4.1 . I  Motivation. Throughout this book, the estimation of un- 
known parameters has been considered in a variety of contexts. Those 
discussions have typically focused on the choice of a “good” estimator, 
and on the evaluation of the standard error associated with the selected 
estimator (i.e., the standard deviation of the estimator). In many stand- 
ard estimation problems, once an estimator is selected there exists a good 
estimator of its standard error, often derived from theory. For example, for 
a sample x , ,  . . . , x, of size n from a population, we would estimate the 
mean of the population using the sample average x = 2.f- I x i h .  The well- 
known estimate of its standard error is [ ~ ‘ l n ] ’ ’ ~ ,  where s* = 2y=l (xi - 
x)*/(n - 1)  is the sample variance. However, in nonstandard estimation 

problems, it is often not obvious how to obtain the standard error for a 
given estimator. For example, suppose we are interested in estimating the 
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median of our population using the sample median 2. Even under the 
assumption of a normal distribution, the formula for the standard error of 
this estimator is not simple, nor is it widely known. 

This type of situation is common for the practitioner. In some cases the 
theory gets quite complicated, and no formula exists. In other cases, a 
standard error estimate may exist in the literature, yet the scientist does not 
have access to it (as in the case of median). For this reason, it is desirable 
to have a general purpose procedure for obtaining a reasonable standard 
error estimate. 

Consider one such procedure that is made possible by the computer. 
Recall that a statistic can be viewed as a random variable, and its behavior 
can be described by a probability distribution, often referred to as the 
sampling distriburion of the statistic. Given a set of data, and some assump- 
tions about the underlying population, one could use simulation to generate 
the sampling distribution and use it to construct an estimate of the standard 
error. This general procedure is known as the boorsrrap, after Efron [ 15 
and 161. Good general discussions of the bootstrap may be found in [ 17-19]. 
Because the bootstrap generates an estimate of the sampling distribution, 
it could also be used to create confidence intervals or hypothesis tests. 

Note that the bootstrap is the most recently developed general method 
for computing standard errors. Older methods, such as the jacknife, the 
“delta method,” and cross-validation, may also be used. See the paper by 
Efron and Gong [ 181 for a comparative review. As with any of these general 
methods, the potential for misuse of the bootstrap is very real. The reader 
is encouraged to use care in its application and refer to references that give 
some practical guidelines for using it (see [20, 211). 

For a given situation, the specifics of the boot- 
strap procedure will depend on the structure of the data and the distributional 
assumptions that are made about the underlying population. The basic idea 
can be illustrated for the problem of estimating the median of a population 
based on a sample of size n from that population. Consider three sets of 
assumptions that we might make about the population from which we are 
sampling: 

Case 1 : The population is normal, with unknown mean k and known variance 
0 2 .  

Case 2: The population is normal, with unknown mean and variance p, and 
0 2 .  

Case 3: Nothing is known about the distribution. 

In the first two cases, we assume we know the general form of the distribu- 
tion, but we have little or no knowledge about the parameters of that 

17.4.1.2 Methodology. 
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distribution. In the last case, we make no assumption about the form of the 
distribution. 

How do we estimate the sampling distribution of the median under these 
three cases? For Case 1 we proceed as follows: 

( A l )  Use the sample average X to estimate k, and let F represent the 
cumulative normal (F, a2) distribution function. 

For j  = 1,  . . . , B repeat the following two steps: 

(B) Generate a sample of n random variables S,, . . . X,  from the distribu- 

(C) Let i,* be the sample median of the x,, . . . X,. 
This alogrithm yields a sample of “bootstrap” medians i;, . . . , .$,, where 
B is some large number (see [16] for a discussion of how to select B). The 
empirical cumulative distribution function (ECDF-see Chapter 7) of the 
B bootstrap medians can be used to characterize the sampling distribution 
of the sample median. Using this distribution, the estimate of the standard 
error of the median would be 

tion F (see Chapter 5 ) .  This is called a bootstrap sample. 

\ 1 I f 2  

- ?.*) ) / ( B  - 1 )  I (17.2) 

where X: = ( l / B )  c,”=, i; is the mean of the bootstrap medians. 
Case 2 is handled similarly, but Step ( A l )  is replaced by step 

(A2) Use the sample average x̂  to estimate p, and the sample variance s2 to 
estimate d, and let F represent the cumulative normal(;, 2) distribution 
function. 

Otherwise, we proceed as previously, with Eq. (17.2) again yielding the 
standard error estimate. Note that we are relying on the sample to provide 
more information about the population than in Case 1. 

In Case 3 we are making no assumptions about the distribution of the 
underlying population. In this case we must use the ECDF of the original 
sample to define the distribution F on which our simulations are based. 
That is, we replace Step ( A l )  in the algorithm with the step 

(A3) Let F represent the ECDF of the sample xI, . . . , x,,. 

in practice we sample from the ECDF by sampling with replacement, and 
with equal probability, from the original data. 

We refer to the general method used all three cases as the bootstrap. The 
first two applications use a parametric bootstrap, because of the distribu- 
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tional assumptions. The third application uses a nonpurumetric bootstrap, 
which is the method discussed by Efron in his original article [ 151. The 
bootstrap method can be applied to many problems. As in this simple 
example, the specifics of the procedure will depend on (1) the type of data, 
(2) the assumptions about the underlying population (which determine how 
F is defined), and (3) the estimator itself. To illustrate the wide applicability 
of the method, we will use the bootstrap in Section 17.4.1.4 to estimate the 
standard errors of the coefficient estimates for Antoine’s model. 

The bootstrap is not typically available in 
standard statistical packages, but it is easy to implement in S, and Figure 
2 gives one such implementation. The function fn. bootstrap provides the 
framework for the bootstrap method, and it adapts to different situations 
through two user-defined functions that are supplied as arguments. These 
two functions handle all operations that must recognize the structure of the 
data. The argument SAMPLE. FUN refers to a function that defines the method 
of drawing the bootstrap sample and returns that sample (Steps A and B 

17.4.1.3 Implementation. 

> fn.bootstrap < -  function(dataset, nobs, SAMPLE.FUN, EST.FUN, 

nboot) 

( 

bootstaL <-  rep(0, nboot) 

for(i in 1:nboot) { 

bootdata <-  SAMPLE.FUN(dataset, nobs) # Steps A and E 

bootstat[i] < -  EST.FUN(bootdata) # Step C 

1 
return(bootstat) 

1 
> fn.int.sample < -  function(nobs) 

( return(sample(l:nobs, replace = T ) )  1 

> fn.npara < -  function(dataset, nobs) 

{ return(dataset[fn.int.sample(nobs)l) 1 

> fn.gauss < -  function(dataset, nobs) 

( 

mn < -  mean(dataset) # estimate mean 

sd <-  sqrt(var(dataset)) # estimate std dev 

bootdata < -  rnorm(nobs, mn, sd) # generate nobs Normal RV‘s 

I 

FIG. 2. S code for bootstrapping the median. 
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in our algorithm). Examples of such functions for the last two cases of the 
median problem are fn.gauss (Steps A2 and B) and fn.npara (Steps A3 
and B). The argument EST. FUN refers to a function that returns the value of 
the estimator for the bootstrap sample (Step C). For the median example, 
we would use fn.median. 

To illustrate these functions, we generated a pseudo-random sample of 
size 100 from a normal( 1, 1) distribution to be our sample data. The sample 
median was X = 1.104. Standard errors and histograms of the bootstrap 
medians for the two cases with B = 200 were generated by the S statements 

> boot.gauss <- fn.bootstrap(dataset, 100, fn.gauss, fn.median, 

200) 

> sqrt (var (boot .gauss) ) # Case 2 

> hist(boot.gauss) # Make histogram of Case 2 bootstrap 

sample 

> boot.npara <-  fn.bootstrap(dataset, 100, fn.npara, fn.median, 

2 0 0 )  

> sqrt(var(boot.npara)) # Case 3 

> hist(boot.npara) # Make histogram of Case 3 bootstrap 

sample 

These statements yielded $E(X) = 0.129 for Case 2, and $E(i) = 0.117 
for Case 3. The histograms are pictured in Figure 3. 

17.4.1.4 Applications. When fitting nonlinear regression models, 
such as Eq. (17.1), asymptotic theory can be used to obtain estimated 
standard errors for the model coefficients (see Chapter 9, and output in 
Figure 1). Alternatively, we might use the bootstrap. In this section we 
consider two bootstrap procedures for obtaining the estimated standard error 
of the C coefficient. 

In Section 17.2.3.2 we obtained the fitted model 

( 219.79 + t 
b = exp 15.87 - (17.3) 

Let t, and P,, where i = 1, . . . , 19, denote the raw data values used to 
obtain this fit (Table I). Then let b, be the predicted pressure at temperature 
t,, computed from Eq. ( 1  7.3), and let e, = P, - P, be the associated residual. 

Any bootstrap approach to this problem will have the general form: 

(A) Define a method by which to sample the ( t ,  P) pairs. 

F o r j  = 1, . . . , B, repeat the following two steps: 

(B) Generate a sample of 19 pairs (tTJ PTJ), . . . , (tY9,, P;,,) from the 
method in Step (A). This is thejth bootstrap sample. 
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Parametric Bootstrap Medians 

0.8 1 .O 1.2 1.4 

Bootstrap Medians 

Nonparametric Bootstrap Medians 

I I 

1 .o 1.2 1.4 

Bootstrap Medians 

FIG. 3. Histograms of bootstrap medians. 
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(C) Let c;* be the estimate of the coefficient C obtained by fitting Eq. (17.1) 

This yields a sample of bootstrap coefficients c:, . . . , ci. We use the 
c;, . . . , ci, to compute a standard error, in the manner of Eq. (17.2). 

One approach defines Step (A) as follows. Draw a sample of size 19, 
with replacement, from the residuals e,. Denote this sample by 
e;,  . . . , ey9. Let ti,] = r,, and Pi,, = e, + e;, for k = 1, . . . , 19. While 
our sampling of the residuals is similar to the nonparametric bootstrap 
described earlier, we are assuming that the functional form of Antoine’s 
model is correct and using that fact to generate the bootstrap samples. That 
is, we are making a specific assumption about the underlying population 
of the ( f ,  P) pairs. Thus, this approach has a parametric flavor to it. 

We can also define Step (A) in a truly nonparametric, and simpler, manner. 
Draw a sample of size 19, with replacement, from the integers 1, . . . , 
19; call these numbers c, k = 1, . . . , 19. Then, let ri,, = r.,, and 
PZJ = P,;. That is, we are just treating each pair (r,, P,)  as a data point, and 
applying the nonparametric approach described in Section 17.4.1.2. Note 
that we do not make assumptions about the underlying population of ( r ,  P) 
pairs. 

To implement either approach, we can use the general bootstrap function 
f n . boot strap of Figure 2. Specifically, we replace the argument SAMPLE. FUN 

with fn. special in the “parametric” approach, and fn. simple in the simpler 
bootstrap procedure. Both approaches use the function fn. antc as the argu- 
ment EST. FUN. These three new functions are listed in Figure 4 

to the jth bootstrap sample. 

> fn.simple <-  function(dataset, nobs) 

I return(dataset[fn.int.sarnple(nobs), I )  I 
> fn.specia1 < -  function(dataset, nobs) 

1 

t < -  datasetSt # get t from data frame 

resid < -  residuals (benzene. fit) # get residuals from fit 

P < -  dataset$P + resid[fn.int.sample(nobs)] # compute new P ’ s  
return(data.frarne(t, P)) # return new (t,P) pairs 

1 
> fn.antC < -  function(bootdata) 

i 
coeffs < -  f.antcoefs(bootdata) # Get vector of coefficients 

return(coeffsl31) # return the third element, which is C 

i 

FIG. 4. S code for bootstrapping nonlinear regression coefficients. 
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As discussed by Efron and Gong [18], these two approaches are 
asymptotically similar. However, in this example the two approaches 
yield slightly different answers because of the very small sample size. 
Using the parametric bootstrap, we obtain a standard error for C of 
0.12; using the nonparametric approach, that estimate is 0.10. The 
asymptotic standard error is 0.13. 

17.4.2 Smoothing 

Given a plot of y vs. x, as in Figure 5(a), it is 
natural to ask: what to do the data suggest is the relationship of y to x? 
Chapter 9 looked at one method of answering that question. In that chapter, 
a parametric model y = g(x; p) + E (possibly nonlinear) was postulated 
and fit to the data using least squares. These models are called parametric 
because the function g(x; p) is assumed known except for a fixed number 
of parameters (the p vector). 

An alternative to these parametric models is the wide class of nonparamet- 
ric models in which the form of the function g(x)  is completely unknown, 
except for some requirement on its degree of “smoothness.” Such models 
can be attractive because they require fewer assumptions on the part of 
the experimenter or analyst. For example, nonparametric models may be 
desirable when there is little or no information about the form of g(x). 

In the nonparametric context our estimate of g(x) is an estimate of the 
function itself. That is, for a set of values xI, . . . , x,, we would compute 
the estimates i ( x , ) ,  . . . , g(x,). How do we compute the estimates k(x,)? As 
discussed in Chapter 9, g(x)  can be viewed as the middle of the distribution of 
y, conditional on x. In the absence of any information about the form of 
g(x), a logical estimate at some point x, would be a function of the (x,  y) 
pairs of x values in a neighborhood of x,. The neighborhood may be defined 
as a fixed interval around x, or picked so that it contains the k “nearest 
neighbors” (closest points). Consider Figure 5(b), which depicts a window 
of size 40 about a point x, = 190. Using the ( x ,  y) data in the window 
(marked as squares), we could estimate g(x,) using a function that finds the 
center of the y values at x,. That function could be the mean, the median, 
or some fitted polynomial. 

Such an approach to constructing k(x) is referred to as a local smoothing 
method. It is local in the sense that the estimate &,) at xi depends primarily 
on observations near x,. There are many such smoothers, and they are 
applicable in many areas of statistics; for example, they were used in 
Chapters 10 and I 1  to smooth periodogram estimates. Particular methods 
can be differentiated by (1) how the neighborhood is defined (fixed interval, 

17.4.2.1 Overview. 
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Ozone Concentration as a Smooth Function of Radiation 

(a) Ozone Data (b) Local Neighborhood 
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FIG. 5 .  Ozone data versus radiation, with an illustration of LOWESS smoothing 
procedure. 

kth nearest neighbor), (2) the function of the data (e.g., mean, median, or 
polynomial), (3) whether observations are weighted (e.g., by distance), and 
(4) how they deal with outliers (robustness considerations). 

For a particular smoothing method, the degree of smoothness in k(x) 
will depend on the value of a smoothing parameter, which controls the 
width of the neighborhoods. A large value of the smoothing parameter 



500 MODERN STATISTICAL COMPUTING AND GRAPHICS 

yields larger neighborhoods, which leads to a smoother fit. Smaller values 
of the smoothing parameter mean smaller neighborhoods and a “rougher” 
fit. Note that a very smooth curve, which will not fit the data well at 
individual points, may not capture the important features of the y vs. x 
relationship. On the other hand, a curve that fits the data well will be too 
“rough” to be of much use. Thus, the smoothing parameter must be selected 
to balance these two extremes. One way to do this is to pick the parameter 
so that the fitted function performs well as a predictor of future observations. 
This makes sense because a good predictor must not only capture the 
important features of a relationship, but also should not be overfit to the 
data. Prediction performance can be measured using the mean squared error 
(MSE) of prediction. One data-driven technique for selecting the smoothing 
parameter that attempts to minimize this MSE is crowvalidation. The cross- 
validation method obtains MSE estimates through a sample reuse procedure 
that is similar to the bootstrap. 

Good introductions to smoothing, and the selection of the smoothing 
parameter, may be found in the books by Hardle [22, 231 and Eubanks [24]. 
Other, i.e., nonlocal, smoothing methods exist; most notable are the spline 
methods [25]. In fitting spline models, the H(xi) are selected by minimizing 
a global criterion that balances both the residual error at each point and 
the roughness in the curve. Again, a smoothing parameter must be chosen, 
and either cross-validation or generalized cross-validation may be used to 
select it. 

One widely used smoothing method, 
called LOWESS [26, 271, is a local (kth nearest neighbor) method that uses 
weighted, robust, polynomial fits to obtain the &xi) from the data in the 
neighborhood. Its smoothing parameter, denoted determines the fraction 
of the data to be included within each neighborhood. 

Again, consider the data of Figure 5(a). The data are from an 
environmental study that looked at the relationship of air pollutant ozone 
and several meteorological variables in New York City [28]. Here we 
plot ozone vs. radiation level. While the data suggest that ozone initially 
increases with radiation, there appears to be a decrease in ozone at high 
radiation levels. However, the relationship is obscured by excessive noise 
in the data. Figures 5(c) and 5(d) show two possible LOWESS fits to 
the data, computed using the l o e s s  function in S. Both fits suggest that 
ozone increases with radiation up to a radiation level of 200; after that 
point, ozone is a decreasing function of radiation. However, the f = 

0.2 fit in Figure 5(c) is decidedly rougher than thef = 0.6 fit in Figure 
5(d), illustrating how the choice of smoothing parameter can affect the 
fitted model. 

17.4.2.2 Example: LOWESS. 
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17.5 Application: Differential Equation Models 

In the previous sections we have described a variety of techniques and 
methods that make up a toolkit to be used in structuring computations for 
statistical analyses. In this section we look in detail at a nonstandard statisti- 
cal problem-fitting differential equation models-and show how we must 
draw on many of these techniques to solve that problem. In particular, the 
solution will require the use of numerical methods for integration and 
optimization, as well as computer intensive methods for smoothing and the 
bootstrap. In addition to discussing the general issues associated with the 
problem and its solution, we will illustrate the concepts by developing a 
new S function to handle the fitting of some simple differential equation 
models. 

17.5.1 Problem Description 

Differential equation models are used in many fields of applied physical 
science to describe the dynamic aspects of systems. The typical dynamic 
variable is time, and if it is the only dynamic variable, the analysis will be 
based on an ordinary differential equation (ODE) model. When, in addition 
to time, geometrical considerations are also important, partial differential 
equation (PDE) models are used. PDE models, together with their boundary 
and initial conditions, arguably constitute the most sophisticated and chal- 
lenging models in today’s science. Very often, however, the spatial aspects 
of the system under consideration can be safely ignored, and an ODE model 
used to describe the phenomena. In this section we will only be concerned 
with ODE models. 

Consider three situations where the ODE models arise naturally. The 
first one is taken from the field of chemical engineering and deals with 
single-phase reaction kinetics in a well-stirred reaction vessel. In this case 
it can be often assumed that the essential properties of the reaction mixture 
such as temperature, concentrations of the reacting species, density, and 
other physical properties of the mixture are constant across the reactor and 
depend only on time. The model in this case constitutes a set of ODES that 
describe dependence of concentrations on time. Usually, the temperature 
dependence of kinetic constants is expressed explicitly in these models. 
This dependence can take various forms. The Arrhenius equation, where 
the logarithm of a kinetic constant is a linear function of the inverse of 
absolute temperature, is used quite often in chemical kinetics. 

The second situation, found in physical metallurgy, is very similar to the 
chemical kinetics problem. Here, the strength of alloys is modeled as a 
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first-order ODE in time, although the temperature dependence of the kinetic 
constant is much more complex than the simple Arrhenius equation. This 
dependence is called the C-curve and, unlike the Arrhenius model, it predicts 
slow rates for both high and low temperatures. In chemical kinetics experi- 
ments the temperature is often held constant; in metallurgical kinetics experi- 
ments the temperature changes continuously during the heat treatment of 
alloys. 

The third, and most complex problem, comes from the use of constitutive 
equations in physical metallurgy [29]. Constitutive equations describe the 
mechanical response of a material to applied forces, usually relating stress 
cr (force per unit of cross-section area) to strain E (relative elongation of 
the material) and to temperature. The simplest constitutive equation is 
Hooke’s law, which states that, for a constant temperature, cr = EE where 
the proportionality constant E is usually called the Young S modulus. Hooke’s 
law is valid over the elastic region of the material. However, in most 
applications we are interested in the region of plastic deformations, where 
material shape is permanently changed. The constitutive laws in the plastic 
region are sets of nonlinear differential and algebraic equations relating 
material properties to all possible thermomechanical histories (trajectories 
of temperature and strain). Given observations of such trajectories and 
associated material properties, we want to estimate the constitutive equation 
parameters. 

For these models, the notion of a least squares fit to obtain estimates of the 
unknown model parameters is straightforward. However, the methodology is 
decidedly nonstandard and cannot be handled with the built-in methodology 
of any statistical package. In the following section we will show how a 
solution can be implemented by extending the S system. 

17.5.2 Kinetics Example 

17.5.2.1 Model, Data, and Method. The simplest nontrivial kinetic 
model can be described by the following first-order differential equation: 

(1  7.4) 

where y denotes concentration, T denotes time, and k(T) is the so-called 
kinetic constant, which is a parametric function of absolute temperature T. 
We will assume the Arrhenius form of this parametric dependence, ie . ,  

B In k(T) = A - - 
T 



APPLICATION: DIFFERENTIAL EQUATION MODELS 503 

Note that concentration appears to be a function of two independent vari- 
ables, time and temperature. However, because temperature is a function 
of time, time is the only real independent variable in this model. 

Given observations of y and T over time, we want to estimate the 
parameters A and B of k(T). For a constant value of T the equation can 
be integrated analytically, producing the standard “negative exponential” 
decay equation, and the model fitting is straightforward. However, if the 
temperature follows some general time trajectory T(7), then the model 
fitting is nonstandard. 

As an example, assume that we have the data presented in Tables I1 
and 111. Table I1 and Figure 6(a) show the concentrations y that were 
measured at times T for three different experiments. The concentrations 
at time 0 are treated as known initial conditions and not as data 
subject to the usual sampling variability. Temperature trajectories for the 
experiments are shown in Table I11 and Figure 6(b). 

An outline of the methodology follows. To fit the ODE model by 
least squares, we use an optimization routine to find the parameters A 
and B that minimize the sum of squared residuals. The residuals are 
defined as observed concentration minus the predicted concentration, and 
in the example we would have 11 such residuals. Computing the residuals 
means first computing the predicted concentrations, and that requires a 
numerical integration of the model equation (ODE solver). For clarity, 
we can use a simple ODE solver that uses the straightforward discretization 

TABLE 11. Raw Data for Kinetics Example 

Experiment Time (min) Concentration (Yo) 

1 
I 
1 
1 
2 
2 
2 
2 
2 
3 
3 
3 
3 
3 

0.0 
22.0 
73.5 

120.0 
0.0 

17.5 
38.0 
82.0 

120.0 
0.0 

15.5 
33.0 
74.0 

120.0 

50.00 
49.82 
47.56 
44.59 
90.00 
90.47 
88.90 
72.34 
63.34 
80.00 
80.13 
79.07 
78.14 
54.92 
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TABLE 111. Temperature Data ("C) for the Kinetics Example 

Experiment Experiment 
Ti me Ti me 
(min) 1 2 3 (min) 1 2 3 

~ 

0 
5 

10 
15 
20 
25 
30 
35 
40 
45 
50 
55 
60 

25.4 
40.2 
53.8 
70.5 
84.4 

102.3 
104.7 
105.2 
103.6 
100.9 
98.3 
98.5 

100.1 

26.1 
35.4 
44.8 
55.2 
63.9 
74.4 
85.0 
96.1 

105.2 
113.7 
120.8 
123.4 
126.6 

~ ~~ ~ 

24.3 65 
32.6 70 
40.1 75 
46.2 80 
53.8 85 
61.2 90 
62.8 95 
61.4 100 
59.6 105 
60.3 110 
68.4 115 
77.5 120 
85.3 

100.2 
102.4 
103.0 
101.8 
100.6 
99.5 
99. I 
99.3 

100.8 
100.1 
100.2 
105.0 

~ 

128.1 
127.3 
125.1 
121.6 
118.3 
116.9 
117.2 
1 1  8.7 
120.1 
121.5 
122.6 
122.7 

96.8 
105.4 
111.7 
117.0 
121.1 
125.7 
130.8 
133.2 
135.4 
136.9 
138.5 
138.7 

of the differential equation. By replacing the derivative with the finite 
difference quotient we get 

Assuming constant AT we get by substitution 

Y, = Yt- l  - exp A - - AT Y , - ~  2 (17.5) 

Given starting values for y and T, we can use this procedure to iteratively 
solve the differential equation. The time step AT needs to be reasonably 
small, so we do not accumulate to much discretization error. Note that the 
ODE solver requires temperature predictions over a time grid with intervals 
AT. To make those predictions we must first fit smooth functions to the 
observed temperature trajectories. 

Once we compute the estimates of A and B, we would like to obtain 
standard errors for those estimates. For simpler problems we can rely on 
asymptotic methods; however, for more general ODE models, the bootstrap 
offers the only real alternative. 

We now describe an S function to 
compute estimates of the parameters A and B for Model (17.4). The first 
step of our implementation is the prediction of temperatures over a fairly 
dense grid of equidistant time values. We can do this using the smoothing 

17.5.2.2 Building the S Function. 
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(a) Comparison of measured and predicted concentrations 
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(b) Comparison of measured and smoothed temperatures 
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FIG. 6. Data displays for the chemical kinetics example. 

function loess (described in Section 17.4.2.2). Store the temperature and 
time data of Table I11 in an S matrix called temp, where column 1 holds 
the times, and columns 2, 3, and 4 hold the temperatures for experiments 
1, 2, and 3, respectively. Then, the following calls will smooth the data and 
predict the temperature values at the grid points 0.0, 0.1, . . . , 120.0 
(AT = 0.1) for the first experiment: 

temp.fit < -  ~oess(temp[,2] - temp[,ll, data.frame(temp), span = 
0.3) 

temp.pred <-  predict(temp.fit, seq(0, 120, by = 0.1)) 

where span holds the LOWESS smoothing parameter5 and the predict 
function is that associated with the object produced by loess. Here, temp [ ,I I 
and temp [ ,  2 1 refer to columns 1 and 2 of matrix temp; the result temp.pred 
is a 1201 X 1 vector. Repeating this with columns 3 and 4 in place of 
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column 2 and combining the resulting predictions produces a 1201 X 3 
matrix of predictions called temp. pred. ai 1. Figure 6(b) shows a comparison 
between the measured and predicted temperatures; these predictions will 
be used as input to the ODE solver. 

Differential equation solvers generally involve iterative procedures. Be- 
cause S is not very efficient for algorithms that involve large loops, we 
chose to write our procedure in FORTRAN, compile it, and dynamically 
load the resulting object into S. Then we can call the external procedure 
using the built-in interface to FORTRAN, an S function called .Fortran. 
Our simple ODE solver, based on Eq. (7.5), is coded as subroutine odegauss 
in Figure 7. After writing and testing the odegauss procedure outside of S, we 
load the object code into S using the statement dyn . load2 ( ) , 
making odegauss available to the .Fortran function. 

We now need an S function that calls odegauss to predict concentrations 
y at points on the time grid. The S function f .ode in Figure 8 accomplishes 
this. This function takes the matrix of smoothed temperature values, the 
indices of time points at which predictions are desired, the vector of parame- 

odegauss . o 

subroutine odegauss(npoint, npred, ind, initial, a, b, deltau, 

+ temp, pred) 

integer npoint, npred, ind(npred) 

double precision initial, a, b, deltau, ternpcnpoint), 

pred (npred) 

integer i,j 

double precision y. tO 

data t0/273.15dO/ 

j=1 

y=initial 

do 20 i=l,npred 

10 y=y - exp(a - b*l.d3/(temp(j)+t0) )*y*deltau 
j = j+l 

if (j.le.ind(i)) then 

got0 10 

else 

pred(i) = y 

endi f 
2 0  continue 

return 

end 

FIG. 7. Fortran code for ODE solver. 



APPLICATION: DIFFERENTIAL EQUATION MODELS 507 

> f.odemode1 <- function(meas.conc, temp, time.ind, start.va1) 

t 
n. expt <- ncol(temp) - 1 # number of experiments 

temp.pred.al1 <- NULL # initialize before loop 

for (i in 1:n.expt) # get temps over time grid 

temp.fit <-  loess(temp[,i+ll - temp[,ll, data.frame(temp), 

span = 0.3) 

temp.pred <- predict(temp.fit, seq(0, 120, by = 0.1)) 

temp.pred.al1 <- cbind(temp.pred.al1, temp.pred) 

I 
# fit the model 

nlsfit <- nls(-res(temp.pred.al1, meas.comp, time.ind, a, b), 

start.va1) 

return(n1sfit) 

I 

> f.ode.resid <- function(pred.temp, meas.conc, time.ind, a, b) 

t 
ntemp < -  length(meas.conc) 

pred <- ode(pred.temp, time.ind, c(a, b)) 

resid < -  NULL 

for (i in 1:ntemp) { resid <- c(resid, predllill 

- meas.conc"i.11) I 
return(resid) 

> f.ode <- function(pred.temp, time.ind, theta) 

{ 

init <- rep(100, dim(prd.temp) [ZI) 
delta.tau <- 0.10 # time grid interval 

ngrid <- dim(pred.temp) [11 # number of grid points 

nexpt <- dim(pred.temp) I21 # number of experiments 

pred <- vector("list", length = nexpt) 

for (i in 1:nexpt) 

I 
npred <- length(ind[[il] 

pp <- vector(1ength = npred) 

odesolve <- .Fortran("odegauss, npoint=as.integer(ngrid), 

FIG. 8. S functions to implement the least squares fitting of differential equation 
models. Figure continues. 
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npred=as.integer(npred), ind=as.integer(ind[ [il I ) ,  
initial=as.double(init[il), a=as.double(theta[ll), 

b=as.double(theta[21), deltau=as.double(delta.tau). 

ternp=as.double(pred.ternp[,i]), pp=as.double(pp)) 

pred[[i]] i- odesolveSpp 

} 

return (pred) 

1 

FIG. 8. Continued 

ters (A, B), the values of A7, and the vector of initial values as its arguments. 
The function loops through the number of experiments (columns of the 
temp.pred.all matrix) calling odegauss through the .Fortran function. The 
results are returned as a list of vectors of predictions for all the experiments. 
By using the list structure, we allow for the flexibility of having different 
number of measured concentrations for each experiment. Thus, for a given 
set of parameters, the ode function produces a set of predicted values. 

These predictions are then used to calculate the residuals that will be 
used as input to the optimization portion of our computations. For simpler 
problems such as the kinetics example, we can make use of the familiar 
capabilities of the nls function. However, for complicated ODE models, such 
as those occurring in constitutive equation analysis, a general optimization 
procedure would be required. 

Recall that the n l s  function will fit a nonlinear model using least squares. 
However, as used in Section 17.2, nls required a model equation as the 
first argument, and we cannot write the ODE model in the usual explicit 
notation. However, nls will allow us to replace the model equation with 
an S expression that returns the vector of residuals for given values of the 
parameters. Thus, we need to write a function to compute those residuals. 
The S function f.ode.resid calls f.ode, extracts the measured and pre- 
dicted values, and forms the residual vector. Again, because our model 
cannot be written explicitly, we use the implicit form of the call to n l s  with 
f .  ode. resid, as follows: 

n l s  (-f.ode.resid(temp.pred.al1, meas.conc, time.ind, a, b, 
start.va1)) 

where meas. conc and time. ind are lists of vectors of measured concentrations 
and their time indices, a and b are the Arrhenius parameters to be estimated, 
and start .Val are the starting values for a and b. 
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All of these S statements have been collected in the S function odemodel 
(Figure 8). The call 

> ode.fit <- f.odemodel(meas.conc, temp, time.ind, start, 

start.val= listia=19, b=9)) 

> summary (ode. fit ) 

produces the following output: 

Formula: -f.ode.resid(temp.pred.all, meas.conc, time.ind, a, b, 

start.va1) 

Parameters: 

Value Std. Error t value 

a 19.86160 0.902805 21.9999 

b 9.98769 0.358631 27.8495 

Residual standard error: 0.476353 on 9 degrees of freedom 

The data used in this example were generated within the computer using 
a = 19.4, b = 9.8, and normal errors with u = 0.5. The parameter estimates 
match these “true” values quite well. 

By using nls for this simple problem, we are able to use asymptotic 
methods to obtain standard errors for the parameters. However, if we replace 
nls with a more general optimization routine for complex ODE models, 
the standard error estimates may not be easily available. In that case, we 
might use the bootstrap to estimate standard errors. The implementation 
will not be described here, but will be very similar to that described in 
Section 17.4.1.4. 

17.6 Graphical Methods 

17.6.1 Overview 

In recent years the work in the field of statistical graphics has had strong 
links to the field of statistical computing. This is primarily because the 
computer has driven much of the new work in statistical graphics, with 
many new graphical methods being designed to exploit the capabilities of 
the latest hardware and software. This mamage of computing and graphics 
has made graphical methods a very important class of data analytic tools. 

Standard graphical methods have been used throughout this volume, 
and examples in this Chapter include the histograms of Figure 3, and the 
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scatterplots of Figure 5.  Figure 9 and 10 show examples of less familiar 
graphical methods, including comparative box plots, the quantile-quantile 
(Q-Q) plot, and the condirioning plot (coplot). These particular methods 
perform comparative, or conditional analyses of the data. In Figure 9(a), 
two box plots are used to compare the distribution of tensile strengths for 
aluminum extrusions fabricated under four different conditions. A compari- 
son of the distributions for two of these conditions is made in Figure 9(b) 
using a Q-Q plot (which is described in Chapter 7). The box plot enables 
a comparison of certain features of the distribution, primarily the median 
and the upper and lower quartiles. The Q-Q plot provides a very detailed 
comparison of the entire distribution. In Figure 10 we are using the coplot 
to investigate the spray congealing data from Chapter 9. In particular, the 
coplot shows how the relationship of Y to log(X,) changes with the value 
of log(X,). Here, the ( X  log(X,)) pairs are separated into four groups, based 
on four ranges of the values of log(X,). The pairs are plotted, with each 
group appearing on a separate graph. The top panel shows the four ranges, 
each corresponding to one of the four lower panels. Each of the lower 
panels uses the same horizontal and vertical scales, and a reference line 
has been added to clarify the changing pattern of the data points. It is clear 
from these plots that the relationship of Y to log(X,) remains linear, with 
approximately the same slope, but with an intercept that increases with the 
value of log(X,). 

All of these commonly used graphical methods use static displays and 
are referred to as static graphical methods. As implied by the name, static 
methods do not require motion to convey their information. While static 
methods have existed for centuries, interest in developing improved methods 
grew rapidly after John Tukey focused his attention on graphics in the 1960s 
and 1970s and wrote his book Exploratory Data Analysis [30]. These 
methods became more popular as increasing computing capabilities enabled 
and encouraged their widespread use. 

While the computer is now the most popular medium for implementing 
static methods, the methods themselves transcend that medium. For that 
reason, we will not discuss these methods any further, and the reader is 
referred to the collection of excellent graphics books for descriptions and 
examples of the many important static graphical methods (see [26, 31-33]). 
Instead, we will focus the remainder of the chapter on the newer graphical 
methods that have been based on the real-time interaction between the 
analyst and a computer graphics device. Here the impact of the modem 
computer is most obvious, as the addition of motion and real-time interacti- 
vity has enabled data analysts to more effectively explore high-dimensional 
data. These dynamic graphical methods are discussed in the next section. 
While the emphasis of that section is on the graphical analysis of raw data, 
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(a) Box Plot Example 

- - 

A e c 0 

Extrusion Conditions 

(b) QQ Plot Example 
- . 

48 49 50 S l  52 

Tensile Strength for A (ksi) 

FIG. 9. Application of static graphical methods to tensile strength data. 
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FIG. 10. Coplot for exploring the spray congealing data of Chapter 9. 

static and dynamic graphical methods may also be used to analyze models 
that are developed and fit from that raw data. The use of graphical methods 
in model assessment is often referred to as statistical visualization. The 
reader is referred to [34] and [35] for more information on this topic. 

17.6.2 Dynamic Methods 

A dynamic graphical method is characterized by “direct manipulation 
of graphical elements on a computer graphics screen, and virtually 
instantaneous change of the elements” [36]. Thus, the analyst is not 
passively observing the graph, but rather actively interacts with the graph, 
instantly manipulating it using a mouse or other pointing device. This 
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capability puts extraordinary power into the hands of the data analyst. 
While we cannot adequately convey that power within the pages of a 
book, we can at least describe some of the existing dynamic methods 
and their uses. In particular, we will discuss the methods of identification, 
linking, brushing, and rotation. 

All dynamic methods act upon an initially static display, such as the 
one shown in Figure 11.  This display of the environmental data discussed 
in Section 17.4.2 is generated by the S system by passing a matrix of 
data to the b r u s h  function, and consists of five separate elements: (1) 
histograms of each variable (bottom), (2) a scatterplot matrix showing 
all pairwise relationships of the four variables (upper left), (3) a three- 
dimensional scatterplot with rotation control panel (upper right), (4) a 
scrollable list of observation identifiers or case labels, here the dates of 
each observation (lower right), and (5) a brushing control panel (far 
right). Note that the three-dimensional scatter plot simply shows one 
two-dimensional projection of the “point cloud” of data. (The b r u s h  ( ) 
function is part of the S-PLUS version of S [37]; SPLUS is a registered 
trademark of Statsci, Inc.). 

This initial display provides one view of this four variable data set. Of 
course, many different views are required to thoroughly explore and describe 
the structure of the data. By interacting in real-time with this display, we 
can quickly produce a variety of views. For example, Figure 12 shows the 
same display after some manipulation, and several things have changed. 
We now see a number of highlighted data points in the scatterplots, the 
three-dimensional plot shows a different projection, some of the observation 
identifiers (monthfday labels) are marked, and the histograms are now split. 
What does all this mean? 

The first method at work here is identification. When we see a point, or 
group of points, on a scatter plot that are of interest, we want to associate 
the points with some identifying characteristic-in this case that would be 
the date the observation was collected. We can do that here by highlighting 
a particular point on a plot and seeing which label is marked on the scrolable 
list, or by adding a label directly to the plot itself. In Figure 12 we see a 
number of points highlighted on the scatterplots, and the corresponding 
monthfday labels are marked in the scrolable list. 

The next, and perhaps most important method at work here is linking. 
Note that the highlighted points in each panel are all from the same observa- 
tions. That is, the highlighted points in the ozone versus wind speed scat- 
terplot are from the same days as the highlighted points in the temperature 
versus radiation scatterplot. Thus, we can link the points on different scat- 
terplots. This enables the analyst to perform a variety of conditional analyses 
(in the same manner as the coplot). For example, all of the highlighted 
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FIG. 12. Interactive display incorporating brushing and rotation. 
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points come from the days with the highest temperatures. By looking at 
the highlighted points on the ozone vs. wind speed scatterplot, we can learn 
how ozone and wind speed are related on hot days. 

Note how the histograms are also linked to the scatterplots. Think of the 
highlighting operation as dividing the data into two sets of observations: 
highlighted, and unhighlighted. The histogram bars that extend upwards 
describe the distribution of the unhighlighted points. The histogram bars 
that extend downwards describe the distribution of the highlighted points. 
By placing the histograms back-to-back for each variable, we can compare 
the distributions of the two groups quite easily. 

How do we interact with the display to identify and link points? The 
tool we use is a small rectangle called a brush. The brush is moved around 
the screen so as to “paint” or highlight portions of the display. The operation 
of the brush is defined by the control panel on the righthand side-we can 
set the paint mode (persistent, transient), the brush size, and the type of 
symbol for highlighting. By altering these parameters, we have great flexibil- 
ity in implementing the identification and link methods. There is a rich 
collection of other brushing techniques; see [36] and [38] for more details. 

Selecting the particular projection on the three-dimensional scatter plot 
is accomplished by rotating the point cloud. By rotation, we mean rapidly 
changing the two-dimensional views so as to achieve the perception of a 
rotating point cloud. The addition of motion adds a perception of depth that 
enables the analyst to study the trivariate structure of the data, identifying 
patterns and clusters that would otherwise go undetected. In this display, 
we combine identification with rotation to study the relationship of wind 
speed, radiation, and ozone concentration for the days with highest tempera- 
tures. 

Of course, while Figure 12 presents a useful display, these dynamic 
techniques enable us to see many different versions of that display in a 
short time period. However, the value of these techniques lies not in the 
fact that many different static displays can be quickly created. Rather, it is 
the animation of the displays that enhances the user’s ability to uncover 
interesting features of the data. For that reason the reader is strongly encour- 
aged to try out these techniques, which are available in many popular 
statistical packages. 

17.7 Conclusion 

One of the clear trends in statistical computing is the way in which 
computers are used in the development of new statistical methods. Many 
classical methods were developed when computer facilities, in today’s mean- 
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ing of the word, did not exist. Their development relied heavily on theory, 
which in turn relied on assumptions assuring mathematical tractability. This 
process produced an impressive body of statistical knowledge that, of course, 
was put into computers as they become available. Modem statistical and 
graphical methods, on the other hand, use computers as an indispensable 
development tool. The bootstrap and dynamic graphical methods described 
in this chapter are examples of this. Another example is the whole family 
of Monte Carlo methods described in Chapter 5. 

Two other examples of statistical methods based on computing were 
omitted from this review due to lack of space. One of them is known under 
a collective name of Markov Chain Monte Carlo (MCMC). It is a general 
tool for simulation of complex stochastic processes useful in many types 
of statistical inference. The Metropolis algorithm (described briefly in Chap- 
ter 5 )  is a well-known example of a MCMC method. Others are Metropo- 
lis-Hastings algorithm and the Gibbs sampler algorithm. Geyer [39] presents 
an excellent summary of the MCMC methods. Another field of considerable 
importance in statistical computing is the design and analysis of computer 
experiments. With computational models becoming more and more complex 
and expensive to run, one often has to resort to experimentation to tune the 
parameters of the computer code. This creates a host of unique statistical 
issues because computer experiments are quite different from physical exper- 
iments. See Sacks, Schiller, and Welch [40] for a review of these issues. 

The other clear trend in statistical computing is change. Because computer 
hardware and software change so quickly, we refrained from offering a 
comprehensive list of statistical software in Section 17.2. Such a list would 
become obsolete rather quickly. While one cannot predict where this change 
will lead, it is clear that in the future we will graphically explore larger 
data sets, fit more complex models, and run larger simulations with greater 
ease. Beyond that, we can expect that the integration of graphical user 
interfaces, high-level programming languages, and artificial intelligence 
concepts with powerful, multiprocessor hardware and fast, seamless net- 
working will fundamentally change the way people work with the computer. 
These new computing environments will certainly affect the practice of 
statistics (see [ l ] ) ,  but all we can be sure of is that the future will be 
exciting! 
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TABLES 

Table 1 
Pseudo-Random Digits 

13018 75799 
69405 38082 
83879 12500 
06245 35226 
96511 51723 

62365 52374 
64674 56953 
78387 84360 
64786 82091 
93059 58107 

76281 51623 
55607 26147 
26391 88456 
93740 96364 
37863 87878 

84148 59996 
53789 65383 
70332 01967 
24048 59285 
42571 10009 

50803 29585 
02580 22673 
95167 06804 
67515 75541 
36274 80737 

53181 23806 
52611 91087 
80052 25260 
09803 67440 
21327 84869 

49274 83089 
69474 94009 
48419 18621 
64825 58545 
72094 59161 

01984 64546 
98018 02701 
49699 01873 
37366 96305 
25066 11090 

This table was creai 
package. 

25484 
17163 
27974 
16154 
90 189 

57285 
34305 
79321 
91423 
57976 

78191 
26573 
42547 
73850 
40416 

99432 
15466 
73742 
67075 
71566 

74790 
86278 
93606 
79461 
32152 

51339 
06140 
96939 
54829 
65199 

27887 
38445 
18440 
72770 
38426 

57119 
29579 
18892 
52023 
53409 

61165 
58555 
92627 
33207 
00674 

93469 
52510 
39873 
36635 
92959 

28462 
68183 
15983 
77546 
87015 

95408 
17871 
08238 
38692 
45936 

05657 
55760 
14473 
18215 
49708 

33860 
04012 
66826 
96178 
08548 

50730 
82331 
66327 
56661 
73815 

80734 
43784 
14690 
79929 
34078 

18281 
80298 
98253 
29489 
34085 

99140 
48213 
11590 
72249 
46229 

15643 46950 20005 
09761 49117 87545 
05654 67980 60638 
55149 42453 67663 
92166 20130 56189 

06092 11325 52336 
95268 31566 22730 
62424 54097 73628 
12209 56673 34152 
64478 97960 79166 

Led using the “RANDOM 

17585 23677 
04603 87555 
13923 84803 
29282 76392 
93708 05827 

08124 94833 
03984 23731 
56188 97741 
78732 75696 
70785 53032 

02966 15266 
01396 38497 
76643 52764 
97982 57519 
79321 34135 

68712 62088 
72630 93585 
91171 85013 
54396 12556 
47663 98518 

17480 74749 
21014 12672 
35047 99974 
83701 70545 
33549 99872 

99547 97879 
76971 48262 
80494 01044 
35959 80825 
37809 44275 

61339 75801 
45181 96531 
35278 54146 
41314 11633 
71620 85457 

15194 48205 
96290 94477 
53232 66983 
02684 19958 
16339 82171 

53115 31430 
16440 36152 
44973 45715 
09722 39756 
83246 92762 

17092 28257 
40408 24389 
20713 10084 
31863 93225 
31739 01542 

05105 88624 
27946 53877 
01179 23388 
82496 73528 
07090 61385 

09183 87482 
93189 29450 
61634 21388 
60257 29356 
93897 09957 

90264 
43624 
27973 
01725 
20152 

94217 
62887 
46816 
82437 
31692 

22041 
74287 
58261 
09520 
30174 

39491 
03356 
39039 
14083 
70311 

23161 
86159 
42561 
53748 
12606 

98535 
11614 
50055 
36924 
26196 

98145 75552 21330 38037 09304 
23377 77455 39660 80301 14029 
36553 11168 25601 47395 59832 
66525 27500 53788 03420 57573 
48182 86275 22959 91920 67512 

14982 24676 88300 40774 30317 
87915 11034 62318 07530 31642 
43394 35667 35225 20975 18835 
03698 29785 37064 58687 62633 
17703 19086 09952 37811 26581 

” command in the MINITAB statistical 
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z - 

- 3.4 
- 3.3 
- 3.2 
- 3.1 
- 3.0 
- 2.9 
- 2.8 
- 2.7 
- 2.6 
- 2.5 
- 2.4 
- 2.3 
- 2.2 
- 2.1 
- 2.0 
- 1.9 
- 1.8 
- 1.7 
- 1.6 
- 1.5 
- 1.4 
- 1.3 
- 1.2 
- 1.1 
- 1.0 
- 0.9 
- 0.8 
- 0.7 
- 0.6 
- 0.5 
- 0.4 
- 0.3 
- 0.2 
- 0.1 
- 0.0 

Table 2 
Standard Normal Cumulative Probabilities 

.oo .01 

.0003 .0003 

.0005 .0005 

.0007 .0007 

.0010 .0009 

.0013 .0013 

.0019 .0018 

.0026 .0025 
,0035 .0034 
.0047 .0045 
.0062 .0060 
.0082 .0080 
.0107 .0104 
.0139 .0136 
.0179 .0174 
.0228 .0222 
.0287 .0281 
.0359 .0351 
.0446 .0436 
.0548 .0537 
,0668 .0655 
.0808 .0793 
.0968 .0951 
.1151 .1131 
.1357 .1335 
.1587 .1562 
.1841 .1814 
,2119 .2090 
.2420 .2389 
,2743 .2709 
.3085 ,3050 
,3446 .3409 
.3821 ,3783 
.4207 .4168 
,4602 ,4562 
.5000 .4960 

.02 

.0003 

.0005 
,0006 
.0009 
.0013 
.0018 
.0024 
.0033 
.0044 
.0059 
.0078 
.0102 
.0132 
,0170 
.0217 
.0274 
.0344 
.0427 
.0526 
,0643 
.0778 
.0934 
.1112 
.1314 
.1539 
.1788 
.2061 
.2358 
,2676 
,3015 
.3372 
.3745 
.4129 
,4522 
.4920 

.03 

.0003 

.0004 

.0006 

.0009 

.0012 

.0017 

.0023 

.0032 

.0043 

.0057 

.0075 

.0099 

.0129 

.0166 

.0212 
,0268 
.0336 
,0418 
.0516 
,0630 
.0764 
.0918 
.lo93 
.1292 
.1515 
.1762 
,2033 
.2327 
,2643 
,2981 
.3336 
.3707 
.4090 
,4483 
.4880 

.04 

.0003 

.0004 

.0006 

.0008 

.0012 

.0016 

.0023 

.0031 

.0041 

.0055 

.0073 

.0096 

.0125 

.0162 

.0207 

.0262 

.0329 
,0409 
.0505 
,0618 
.0749 
.0901 
.lo75 
.1271 
.1492 
.1736 
,2005 
.2297 
,2611 
.2946 
.3300 
.3669 
,4052 
.4443 
.4840 

.05 

.0003 

.0004 

.0006 

.0008 

.0011 

.0016 
-0022 
.0030 
.0040 
.0054 
.0071 
.0094 
.0122 
.0158 
.0202 
.0256 
.0322 
,0401 
.0495 
.0606 
.0735 
.0885 
.lo56 
.1251 
.1469 
.1711 
.1977 
.2266 
.2578 
.2912 
.3264 
.3632 
.4013 
,4404 
.4801 

.06 

.0003 

.0004 

.0006 

.0008 

.0011 

.0015 
,0021 
.0029 
.0039 
.0052 
.0069 
.0091 
.0119 
.0154 
.0197 
.0250 
.0314 
.0392 
.0485 
.0594 
.0721 
.0869 
.lo38 
.1230 
.1446 
.1685 
.1949 
.2236 
.2546 
.2877 
.3228 
.3594 
.3974 
.4364 
.4761 

.07 

.0003 

.0004 

.0005 

.DO08 

.0011 

.0015 

.0021 
-0028 
A038 
.0051 
.0068 
.0089 
.0116 
.0150 
.0192 
.0244 
.0307 
.0384 
.0475 
.0582 
.0708 
.0853 
.lo20 
.1210 
.1423 
.1660 
.1922 
.2206 
,2514 
,2843 
,3192 
.3557 
.3936 
,4325 
.4721 

.08 

.0003 

.0004 

.0005 

.0007 

.0010 

.0014 

.0020 

.0027 

.0037 

.0049 

.0066 

.0087 

.0113 
,0146 
,0188 
.0239 
.0301 
.0375 
,0465 
.0571 
.0694 
.0838 
.lo03 
.1190 
.1401 
.1635 
.1894 
.2177 
.2483 
.2810 
.3156 
.3520 
.3897 
,4286 
.4681 

.09 

.0002 
,0003 
,0005 
.0007 
.0010 
.0014 
.0019 
,0026 
.0036 
.0048 
.0064 
.0084 
.0110 
.0143 
.0183 
.0233 
.0294 
.0367 
.0455 
.0559 
.0681 
.0823 
.0985 
.1170 
.1379 
.1611 
.1867 
.2148 
.2451 
.2776 
.3121 
.3483 
.3859 
.4247 
.4641 
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z - 
0.0 
0.1 
0.2 
0.3 
0.4 
0.5 
0.6 
0.7 
0.8 
0.9 
1.0 
1.1 
1.2 
1.3 
1.4 
1.5 
1.6 
1.7 
1.8 
1.9 
2.0 
2.1 
2.2 
2.3 
2.4 
2.5 
2.6 
2.7 
2.8 
2.9 
3.0 
3.1 
3.2 
3.3 
3.4 

.oo 
.5000 
.5398 
.5793 
.6179 
.6554 
.6915 
.7257 
.7580 
.7881 
.8159 
.8413 
.8643 
.8849 
.go32 
.9192 
.9332 
.9452 
.9554 
.964 1 
.9713 
.9773 
.9821 
.9861 
.9893 
.9918 
,9938 
.9953 
.9965 
.9974 
.9981 
.9987 
,9990 
.9993 
.9995 
.9997 

.01 

.5040 

.5438 

.5832 

.6217 

.6591 
,6950 
.7291 
.7611 
.7910 
.8186 
.8438 
.8665 
.8869 
,9049 
.9207 
,9345 
.9463 
.9564 
.9649 
.9719 
.9778 
,9826 
,9864 
.9896 
.9920 
,9940 
.9955 
.9966 
,9975 
.9982 
,9987 
.9991 
.9993 
.9995 
,9997 

.02 

.5080 

.5478 

.5871 

.6255 

.6628 

.6985 

.7324 

.7642 
,7939 
.8212 
.8461 
.8686 
.8888 
.9066 
.9222 
.9357 
.9474 
.9573 
.9656 
.9726 
.9783 
.9830 
.9868 
.9898 
.9922 
.9941 
.9956 
.9967 
.9976 
.9983 
.9987 
.9991 
.9994 
.9996 
.9997 

.03 

.5120 

.5517 

.5910 

.6293 
,6664 
.7019 
.7357 
.7673 
.7967 
.8238 
.8485 
.8708 
.8907 
,9082 
.9236 
.9370 
.9484 
.9582 
.9664 
.9732 
.9788 
.9834 
,9871 
.9901 
.9925 
.9943 
,9957 
.9968 
,9977 
,9983 
.9988 
.9991 
.9994 
.9996 
.9997 

.04 

.5160 
,5557 
.5948 
.6331 
.6700 
.7054 
.7389 
.7704 
.7995 
.8264 
.8508 
.8729 
.8925 
.go99 
.9251 
.9382 
.9495 
.9591 
.9671 
.9738 
.9793 
,9838 
.9875 
,9904 
.9927 
.9945 
.9959 
.9969 
.9977 
.9984 
.9988 
.9992 
.9994 
.9996 
.9997 

.05 

.5199 

.5596 

.5987 

.6368 

.6736 

.7088 
,7422 
.7734 
.8023 
,8289 
.8531 
.8749 
.8944 
.9115 
.9265 
.9394 
.9505 
.9599 
.9678 
.9744 
.9798 
.9842 
.9878 
.9906 
.9929 
.9946 
.9960 
.9970 
.9978 
.9984 
.9989 
.9992 
,9994 
,9996 
.9997 

.06 

.5239 

.5636 

.6026 

.6406 

.6772 

.7123 

.7454 

.7764 

.8051 

.8315 

.8554 

.8770 

.8962 

.9131 

.9279 

.9406 
,9515 
.9608 
,9686 
.9750 
.9803 
.9846 
.9881 
.9909 
.9931 
.9948 
.9961 
.9971 
.9979 
.9985 
.9989 
.9992 
,9994 
.9996 
.9997 

.07 

.5279 

.5675 

.6064 

.6443 

.6808 

.7157 

.7486 

.7794 

.8078 

.8340 

.8577 

.8790 

.8980 

.9147 

.9292 

.9418 

.9525 

.9616 

.9693 

.9756 

.9808 

.9850 

.9884 

.9911 

.9932 

.9949 

.9962 

.9972 

.9979 

.9985 

.9989 

.9992 

.9995 

.9996 

.9997 

.08 

.5319 

.5714 

.6103 

.6480 

.6844 

.7190 

.7517 
-7823 
.8106 
.8365 
.8599 
.8810 
.8997 
.9162 
.9306 
.9429 
.9535 
.9625 
.9699 
.9761 
.9812 
.9854 
.9887 
.9913 
.9934 
.9951 
.9963 
.9973 
.9980 
.9986 
.9990 
.9993 
.9995 
.9996 
.9997 

.09 

.5359 

.5753 

.6141 

.6517 

.6879 

.7224 

.7549 

.7852 

.8133 

.8389 

.8621 

.8830 

.9015 

.9177 

.9319 

.9441 

.9545 

.9633 

.9706 

.9767 

.9817 

.9857 
,9890 
.9916 
.9936 
.9952 
.9964 
.9974 
.9981 
.9986 
.9990 
.9993 
.9995 
.9997 
.9998 

This  table was created using the "CDF" command in the MINITAB statistical package. 
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Table 3 
Chi-square Distribution Quantiles 

Q(.005) Q(.Ol) Q(.025) Q(.05)  Q(.l) Q( .S)  Q(.95) Q(.975) Q(.99) Q(.995) 

D.000 0.000 0.001 0.004 0.016 2.706 3.841 5.024 6.635 7.879 
D.010 0.020 0.051 0.103 0.211 4.605 5.991 7.378 9.210 10.597 
0.072 0.115 0.216 0.352 0.584 6.251 7.815 9.348 11.345 12.838 
0.207 0.297 0.484 0.711 1.064 7.779 9.488 11.143 13.277 14.860 
0.412 0.554 0.831 1.145 1.610 9.236 11.070 12.833 15.086 16.750 

0.676 0.872 1.237 1.635 2.204 10.645 12.592 14.449 16.812 18.548 
0.989 1.239 1.690 2.167 2.833 12.017 14.067 16.013 18.475 20.278 
1.344 1.646 2.180 2.733 3.490 13.362 15.507 17.535 20.090 21.955 
1.735 2.088 2.700 3.325 4.168 14.684 16.919 19.023 21.666 23.589 
2.156 2.558 3.247 3.940 4.865 15.987 18.307 20.483 23.209 25.188 

2.603 3.053 3.816 4.575 5.578 17.275 19.675 21.920 24.725 26.757 
3.074 3.571 4.404 5.226 6.304 18.549 21.026 23.337 26.217 28.300 
3.565 4.107 5.009 5.892 7.042 19.812 22.362 24.736 27.688 29.819 
4.075 4.660 5.629 6.571 7.790 21.064 23.685 26.119 29.141 31.319 
4.601 5.229 6.262 7.261 8.547 22.307 24.996 27.488 30.578 32.801 

5.142 5.812 6.908 7.962 9.312 23.542 26.296 28.845 32.000 34.267 
5.697 6.408 7.564 8.672 10.085 24.769 27.587 30.191 33.409 35.718 
6.265 7.015 8.231 9.390 10.865 25.989 28.869 31.526 34.805 37.156 
6.844 7.633 8.907 10.117 11.651 27.204 30.143 32.852 36.191 38.582 
7.434 8.260 9.591 10.851 12.443 28.412 31.410 34.170 37.566 39.997 

8.034 8.897 10.283 11.591 13.240 29.615 32.671 35.479 38.932 41.401 
8.643 9.542 10.982 12.338 14.041 30.813 33.924 36.781 40.290 42.796 
9.260 10.196 11.689 13.091 14.848 32.007 35.172 38.076 41.638 44.181 
9.886 10.856 12.401 13.848 15.659 33.196 36.415 39.364 42.980 45.559 
10.520 11.524 13.120 14.611 16.473 34.382 37.653 40.647 44.314 46.928 

11.160 12.198 13.844 15.379 17.292 35.563 38.885 41.923 45.642 48.290 
11.808 12.879 14.573 16.151 18.114 36.741 40.113 43.195 46.963 49.645 
12.461 13.565 15.308 16.928 18.939 37.916 41.337 44.461 48.278 50.994 
13.121 14.256 16.047 17.708 19.768 39.087 42.557 45.722 49.588 52.336 
13.787 14.953 16.791 18.493 20.599 40.256 43.773 46.979 50.892 53.672 

14.458 15.655 17.539 19.281 21.434 41.422 44.985 48.232 52.192 55.003 

U - 
1 
2 
3 
4 
5 

6 
7 
8 
9 
10 

11 
12 
13 
14 
15 

16 
17 

19 
20 

21 
22 
23 
24 
25 

26 
27 
28 
29 
3c 

31 
32 
33 
34 
3: 

3t 
3i  
3t 
35 
4c 

is 

15.134 
15.815 
16.501 
17.192 

17.887 
18.586 
19.289 
19.996 
20.707 

16.362 18.291 
17.074 19.047 
17.789 19.806 
18.509 20.569 

19.233 21.336 
19.960 22.106 
20.691 22.878 
21.426 23.654 
22.164 24.433 

20.072 22.271 42.585 
20.867 23.110 43.745 
21.664 23.952 44.903 
22.465 24.797 46.059 

23.269 25.643 47.212 
24.075 26.492 48.364 
24.884 27.343 49.513 
25.695 28.196 50.660 
26.509 29.051 51.805 

46.194 
47.400 
48.602 
49.802 

50.998 
52.192 
53.384 
54.572 
55.759 

49.480 
50.725 
51.966 
53.204 

54.437 
55.668 
56.896 
58.120 
59.342 

53.486 56.328 
54.775 57.648 
56.061 58.964 
57.342 60.275 

58.619 61.581 
59.893 62.885 
61.163 64.183 
62.429 65.477 
63.691 66.767 

This table was created using the "INVCDF" command in the MINITAB statistical 
package. 
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Table 4 
t Distribution Quantiles 

Y Q(.9) Q(.95) Q(.975) Q(.99) Q(.995) Q(.999) CN.9995) 
- 

1 
2 
3 
4 
5 

6 
7 
8 
9 
10 

11 
12 
13 
14 
15 

16 
17 
18 
19 
20 

21 
22 
23 
24 
25 

26 
27 
28 
29 
30 

40 
60 
12c 
00 

3.078 
1.886 
1.638 
1.533 
1.476 

1.440 
1.415 
1.397 
1.383 
1.372 

1.363 
1.356 
1.350 
1.345 
1.341 

1.337 
1.333 
1.330 
1.328 
1.325 

1.323 
1.321 
1.319 
1.318 
1.316 

1.315 
1.314 
1.313 
1.311 
1.310 

1.303 
1.296 
1.289 
1.282 

6.314 
2.920 
2.353 
2.132 
2.015 

1.943 
1.895 
1.860 
1.833 
1.812 

1.796 
1.782 
1.771 
1.761 
1.753 

1.746 
1.740 
1.734 
1.729 
1.725 

1.721 
1.717 
1.714 
1.711 
1.708 

1.706 
1.703 
1.701 
1.699 
1.697 

1.684 
1.671 
1.658 
1.645 

12.706 
4.303 
3.182 
2.776 
2.571 

2.447 
2.365 
2.306 
2.262 
2.228 

2.201 
2.179 
2.160 
2.145 
2.131 

2.120 
2.110 
2.101 
2.093 
2.086 

2.080 
2.074 
2.069 
2.064 
2.060 

2.056 
2.052 
2.048 
2.045 
2.042 

2.021 
2.000 
1.980 
1.960 

31.821 
6.965 
4.541 
3.747 
3.365 

3.143 
2.998 
2.896 
2.821 
2.764 

2.718 
2.681 
2.650 
2.624 
2.602 

2.583 
2.567 
2.552 
2.539 
2.528 

2.518 
2.508 
2.500 
2.492 
2.485 

2.479 
2.473 
2.467 
2.462 
2.457 

2.423 
2.390 
2.358 
2.326 

63.657 
9.925 
5.841 
4.604 
4.032 

3.707 
3.499 
3.355 
3.250 
3.169 

3.106 
3.055 
3.012 
2.977 
2.947 

2.921 
2.898 
2.878 
2.861 
2.845 

2.831 
2.819 
2.807 
2.797 
2.787 

2.779 
2.771 
2.763 
2.756 
2.750 

2.704 
2.660 
2.617 
2.576 

318.317 
22.327 
10.215 
7.173 
5.893 

5.208 
4.785 
4.501 
4.297 
4.144 

4.025 
3.930 
3.852 
3.787 
3.733 

3.686 
3.646 
3.610 
3.579 
3.552 

3.527 
3.505 
3.485 
3.467 
3.450 

3.435 
3.421 
3.408 
3.396 
3.385 

3.307 
3.232 
3.160 
3.090 

636.607 
31.598 
12.924 
8.610 
6.869 

5.959 
5.408 
5.041 
4.781 
4.587 

4.437 
4.318 
4.221 
4.140 
4.073 

4.015 
3.965 
3.922 
3.883 
3.849 

3.819 
3.792 
3.768 
3.745 
3.725 

3.707 
3.690 
3.674 
3.659 
3.646 

3.551 
3.460 
3.373 
3.291 

This table was created using "INVCDF" command in the MINITAB statistical package. 
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Table 5A 
F Distribution .90 Quantiles 

"2 

1 
2 
3 
4 
5 

6 
7 
8 
9 
10 

11 
12 
13 
14 
15 

16 
17 
18 
19 
20 

21 
22 
23 
24 
25 

26 
27 
28 
29 
30 

40 
60 
120 
00 

v1 (Numerator Degrees of Freedom) 

1 2  3 4 5 6 7 8 9 10 

39.86 49.50 53.59 55.84 57.24 58.20 58.90 59.44 59.85 60.20 
8.53 9.00 9.16 9.24 9.29 9.33 9.35 9.37 9.38 9.39 
5.54 5.46 5.39 5.34 5.31 5.28 5.27 5.25 5.24 5.23 
4.54 4.32 4.19 4.11 4.05 4.01 3.98 3.95 3.94 3.92 
4.06 3.78 3.62 3.52 3.45 3.40 3.37 3.34 3.32 3.30 

3.78 3.46 3.29 3.18 3.11 3.05 3.01 2.98 2.96 2.94 
3.59 3.26 3.07 2.96 2.88 2.83 2.78 2.75 2.72 2.70 
3.46 3.11 2.92 2.81 2.73 2.67 2.62 2.59 2.56 2.54 
3.36 3.01 2.81 2.69 2.61 2.55 2.51 2.47 2.44 2.42 
3.28 2.92 2.73 2.61 2.52 2.46 2.41 2.38 2.35 2.32 

3.23 2.86 2.66 2.54 2.45 2.39 2.34 2.30 2.27 2.25 
3.18 2.81 2.61 2.48 2.39 2.33 2.28 2.24 2.21 2.19 
3.14 2.76 2.56 2.43 2.35 2.28 2.23 2.20 2.16 2.14 
3.10 2.73 2.52 2.39 2.31 2.24 2.19 2.15 2.12 2.10 
3.07 2.70 2.49 2.36 2.27 2.21 2.16 2.12 2.09 2.06 

3.05 2.67 2.46 2.33 2.24 2.18 2.13 2.09 2.06 2.03 
3.03 2.64 2.44 2.31 2.22 2.15 2.10 2.06 2.03 2.00 
3.01 2.62 2.42 2.29 2.20 2.13 2.08 2.04 2.00 1.98 
2.99 2.61 2.40 2.27 2.18 2.11 2.06 2.02 1.98 1.96 
2.97 2.59 2.38 2.25 2.16 2.09 2.04 2.00 1.96 1.94 

2.96 2.57 2.36 2.23 2.14 2.08 2.02 1.98 1.95 1.92 
2.95 2.56 2.35 2.22 2.13 2.06 2.01 1.97 1.93 1.90 
2.94 2.55 2.34 2.21 2.11 2.05 1.99 1.95 1.92 1.89 
2.93 2.54 2.33 2.19 2.10 2.04 1.98 1.94 1.91 1.88 
2.92 2.53 2.32 2.18 2.09 2.02 1.97 1.93 1.89 1.87 

2.91 2.52 2.31 2.17 2.08 2.01 1.96 1.92 1.88 1.86 
2.90 2.51 2.30 2.17 2.07 2.00 1.95 1.91 1.87 1.85 
2.89 2.50 2.29 2.16 2.06 2.00 1.94 1.90 1.87 1.84 
2.89 2.50 2.28 2.15 2.06 1.99 1.93 1.89 1.86 1.83 
2.88 2.49 2.28 2.14 2.05 1.98 1.93 1.88 1.85 1.82 

2.84 2.44 2.23 2.09 2.00 1.93 1.87 1.83 1.79 1.76 
2.79 2.39 2.18 2.04 1.95 1.87 1.82 1.77 1.74 1.71 

2.71 2.30 2.08 1.94 1.85 1.77 1.72 1.67 1.63 1.60 
2:75 2.35 2.13 1.99 1.90 1.82 1.77 1.72 1.68 1.65 
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v1 (Numerator Degrees of Freedom) 

12 15 20 24 30 40 60 120 00 

v2 
1 
2 
3 
4 
5 

6 
7 
8 
9 
10 

11 
12 
13 
14 
15 

16 
17 
18 
19 
20 

21 
22 
23 
24 
25 

26 
27 
28 
29 
30 

40 
60 
120 
00 

60.70 61.22 61.74 62.00 62.27 62.53 62.79 63.05 63.33 
9.41 9.42 9.44 9.45 9.46 9.47 9.47 9.48 9.49 
5.22 5.20 5.18 5.18 5.17 5.16 5.15 5.14 5.13 
3.90 3.87 3.84 3.83 3.82 3.80 3.79 3.78 3.76 
3.27 3.24 3.21 3.19 3.17 3.16 3.14 3.12 3.10 

2.90 2.87 2.84 2.82 2.80 2.78 2.76 2.74 2.72 
2.67 2.63 2.59 2.58 2.56 2.54 2.51 2.49 2.47 
2.50 2.46 2.42 2.40 2.38 2.36 2.34 2.32 2.29 
2.38 2.34 2.30 2.28 2.25 2.23 2.21 2.18 2.16 
2.28 2.24 2.20 2.18 2.16 2.13 2.11 2.08 2.06 

2.21 2.17 2.12 2.10 2.08 2.05 2.03 2.00 1.97 
2.15 2.10 2.06 2.04 2.01 1.99 1.96 1.93 1.90 
2.10 2.05 2.01 1.98 1.96 1.93 1.90 1.88 1.85 
2.05 2.01 1.96 1.94 1.91 1.89 1.86 1.83 1.80 
2.02 1.97 1.92 1.90 1.87 1.85 1.82 1.79 1.76 

1.99 1.94 1.89 1.87 1.84 1.81 1.78 1.75 1.72 
1.96 1.91 1.86 1.84 1.81 1.78 1.75 1.72 1.69 
1.93 1.89 1.84 1.81 1.78 1.75 1.72 1.69 1.66 
1.91 1.86 1.81 1.79 1.76 1.73 1.70 1.67 1.63 
1.89 1.84 1.79 1.77 1.74 1.71 1.68 1.64 1.61 

1.87 1.83 1.78 1.75 1.72 1.69 1.66 1.62 1.59 
1.86 1.81 1.76 1.73 1.70 1.67 1.64 1.60 1.57 
1.84 1.80 1.74 1.72 1.69 1.66 1.62 1.59 1.55 
1.83 1.78 1.73 1.70 1.67 1.64 1.61 1.57 1.53 
1.82 1.77 1.72 1.69 1.66 1.63 1.59 1.56 1.52 

1.81 1.76 1.71 1.68 1.65 1.61 1.58 1.54 1.50 
1.80 1.75 1.70 1.67 1.64 1.60 1.57 1.53 1.49 
1.79 1.74 1.69 1.66 1.63 1.59 1.56 1.52 1.48 
1.78 1.73 1.68 1.65 1.62 1.58 1.55 1.51 1.47 
1.77 1.72 1.67 1.64 1.61 1.57 1.54 1.50 1.46 

1.71 1.66 1.61 1.57 1.54 1.51 1.47 1.42 1.38 
1.66 1.60 1.54 1.51 1.48 1.44 1.40 1.35 1.29 
1.60 1.55 1.48 1.45 1.41 1.37 1.32 1.26 1.19 
1.55 1.49 1.42 1.38 1.34 1.30 1.24 1.17 1.00 

This table was created using the "INVCDF" command in the MINITAB statistical 
package. 
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Table 5B 
F Distribution .99 Quantiles 

u2 
1 
2 
3 
4 
5 

6 
7 
8 
9 
10 

11 
12 
13 
14 
15 

16 
17 
18 
19 
20 

21 
22 
23 
24 
25 

26 
27 
28 
29 
30 

40 
60 
120 
00 

u1 (Numerator Degrees of Freedom) 

1 2  3 4 5 6 7 8 9 10 
~ ~~~~ ~~ ~ 

4052 4999 5403 5625 5764 5859 5929 5981 6023 6055 
98.51 99.00 99.17 99.25 99.30 99.33 99.35 99.38 99.39 99.40 
34.12 30.82 29.46 28.71 28.24 27.91 27.67 27.49 27.35 27.23 
21.20 18.00 16.69 15.98 15.52 15.21 14.98 14.80 14.66 14.55 
16.26 13.27 12.06 11.39 10.97 10.67 10.46 10.29 10.16 10.05 

13.75 10.92 9.78 9.15 8.75 8.47 8.26 8.10 7.98 7.87 
12.25 9.55 8.45 7.85 7.46 7.19 6.99 6.84 6.72 6.62 
11.26 8.65 7.59 7.01 6.63 6.37 6.18 6.03 5.91 5.81 
10.56 8.02 6.99 6.42 6.06 5.80 5.61 5.47 5.35 5.26 
10.04 7.56 6.55 5.99 5.64 5.39 5.20 5.06 4.94 4.85 

9.65 7.21 6.22 5.67 5.32 5.07 4.89 4.74 4.63 4.54 
9.33 6.93 5.95 5.41 5.06 4.82 4.64 4.50 4.39 4.30 
9.07 6.70 5.74 5.21 4.86 4.62 4.44 4.30 4.19 4.10 
8.86 6.51 5.56 5.04 4.69 4.46 4.28 4.14 4.03 3.94 
8.68 6.36 5.42 4.89 4.56 4.32 4.14 4.00 3.89 3.80 

8.53 6.23 5.29 4.77 4.44 4.20 4.03 3.89 3.78 3.69 
8.40 6.11 5.18 4.67 4.34 4.10 3.93 3.79 3.68 3.59 
8.29 6.01 5.09 4.58 4.25 4.01 3.84 3.71 3.60 3.51 
8.19 5.93 5.01 4.50 4.17 3.94 3.77 3.63 3.52 3.43 
8.10 5.85 4.94 4.43 4.10 3.87 3.70 3.56 3.46 3.37 

8.02 5.78 4.87 4.37 4.04 3.81 3.64 3.51 3.40 3.31 
7.95 5.72 4.82 4.31 3.99 3.76 3.59 3.45 3.35 3.26 
7.88 5.66 4.76 4.26 3.94 3.71 3.54 3.41 3.30 3.21 
7.82 5.61 4.72 4.22 3.90 3.67 3.50 3.36 3.26 3.17 
7.77 5.57 4.68 4.18 3.85 3.63 3.46 3.32 3.22 3.13 

7.72 5.53 4.64 4.14 3.82 3.59 3.42 3.29 3.18 3.09 
7.68 5.49 4.60 4.11 3.78 3.56 3.39 3.26 3.15 3.06 
7.64 5.45 4.57 4.07 3.75 3.53 3.36 3.23 3.12 3.03 
7.60 5.42 4.54 4.04 3.73 3.50 3.33 3.20 3.09 3.00 
7.56 5.39 4.51 4.02 3.70 3.47 3.30 3.17 3.07 2.98 

7.31 5.18 4.31 3.83 3.51 3.29 3.12 2.99 2.89 2.80 
7.08 4.98 4.13 3.65 3.34 3.12 2.95 2.82 2.72 2.63 
6.85 4.79 3.95 3.48 3.17 2.96 2.79 2.66 2.56 2.47 
6.63 4.61 3.78 3.32 3.02 2.80 2.64 2.51 2.41 2.32 
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v1 (Numerator Degrees of Freedom) 

12 15 20 24 30 40 60 120 00 

v2 

1 
2 
3 
4 
5 

6 
7 
8 
9 
10 

11 
12 
13 
14 
15 

16 
17 
18 
19 
20 

21 
22 
23 
24 
25 

26 
27 
28 
29 
30 

40 
60 
120 
ixJ 

6107 6157 6209 6235 6260 6287 6312 6339 6366 
99.41 99.43 99.44 99.45 99.47 99.47 99.48 99.49 99.50 
27.05 26.87 26.69 26.60 26.51 26.41 26.32 26.22 26.13 
14.37 14.20 14.02 13.93 13.84 13.75 13.65 13.56 13.46 
9.89 9.72 9.55 9.47 9.38 9.29 9.20 9.11 9.02 

7.72 7.56 7.40 7.31 7.23 7.14 7.06 6.97 6.88 
6.47 6.31 6.16 6.07 5.99 5.91 5.82 5.74 5.65 
5.67 5.52 5.36 5.28 5.20 5.12 5.03 4.95 4.86 
5.11 4.96 4.81 4.73 4.65 4.57 4.48 4.40 4.31 
4.71 4.56 4.41 4.33 4.25 4.17 4.08 4.00 3.91 

4.40 4.25 4.10 4.02 3.94 3.86 3.78 3.69 3.60 
4.16 4.01 3.86 3.78 3.70 3.62 3.54 3.45 3.36 
3.96 3.82 3.66 3.59 3.51 3.43 3.34 3.25 3.17 
3.80 3.66 3.51 3.43 3.35 3.27 3.18 3.09 3.00 
3.67 3.52 3.37 3.29 3.21 3.13 3.05 2.96 2.87 

3.55 3.41 3.26 3.18 3.10 3.02 2.93 2.84 2.75 
3.46 3.31 3.16 3.08 3.00 2.92 2.83 2.75 2.65 
3.37 3.23 3.08 3.00 2.92 2.84 2.75 2.66 2.57 
3.30 3.15 3.00 2.92 2.84 2.76 2.67 2.58 2.49 
3.23 3.09 2.94 2.86 2.78 2.69 2.61 2.52 2.42 

3.17 3.03 2.88 2.80 2.72 2.64 2.55 2.46 2.36 
3.12 2.98 2.83 2.75 2.67 2.58 2.50 2.40 2.31 
3.07 2.93 2.78 2.70 2.62 2.54 2.45 2.35 2.26 
3.03 2.89 2.74 2.66 2.58 2.49 2.40 2.31 2.21 
2.99 2.85 2.70 2.62 2.54 2.45 2.36 2.27 2.17 

2.96 2.81 2.66 2.58 2.50 2.42 2.33 2.23 2.13 
2.93 2.78 2.63 2.55 2.47 2.38 2.29 2.20 2.10 
2.90 2.75 2.60 2.52 2.44 2.35 2.26 2.17 2.06 
2.87 2.73 2.57 2.49 2.41 2.33 2.23 2.14 2.03 
2.84 2.70 2.55 2.47 2.39 2.30 2.21 2.11 2.01 

2.66 2.52 2.37 2.29 2.20 2.11 2.02 1.92 1.80 
2.50 2.35 2.20 2.12 2.03 1.94 1.84 1.73 1.60 
2.34 2.19 2.03 1.95 1.86 1.76 1.66 1.53 1.38 
2.18 2.04 1.88 1.79 1.70 1.59 1.47 1.32 1.00 

This table was created using the "INVCDF" command in the MINITAB statistical 
package. 
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Index 

A 

Acceptance, simulation, 45 1-452 
ACE transformation method, I, 273-274 
Acid deposition, 376378  
Added variable plot, 270 
Additive-error model, 246 
a-particles, emission, 190-191 

americium-24 1, 2 14-2 15 
Alternating conditional expectation algo- 

Americium-24 1, a-particle emissions, 

Anderson-Darling test, 202 
Annealing, simulated, 440-441 
Antoine’s equation, 484-487 
Approximation, 491 
Atmospheric temperature fields, field statis- 

rithm, 273-274 

2 14-21 5 

tics, 466471  
data, 466 
field significance testing, 470-47 I 
map statistical significance estimation, 

preprocessing of data, 467 
random time series generation, 468470  

467-47 I 

Autocovariance function, lag, 306 
Autocovariance sequence, 3 14 
Autoregressive models, 326 
Autoregressive process, first-order, 463 
Autoregressive spectral estimate, 327 

0 

Background rejection, 441 
Background signals, removal, in spectral 

analysis, 302-305 
Bandpass filter, 295-296 
Bandwidth, resolution, 323 
Bayesian credibility interval, 413 
Bayesian estimation, 413 
Bayesian maximum a posteriori estimator, 

408 

Bayesian methods, 4 0 3 4 3 0  
climate change, 41 8, 423-425 
Gibbs sampler, 427, 4 2 9 4 3 0  
hyperparameters, 426 
hyperprior distribution, 429 
maximum entropy method, 415-416 
neutron scattering, 4 1 4 4 1 7  
nuclear magnetic resonance, 417-422 
prior distribution, 404, 407-413 

conjugate priors, 4 1 0 - 4  1 1 
improper priors, 409-410 
maximum entropy priors, 41 1-413 
noninformative priors, 408-409 
prior choice consequences, 4 0 7 4 0 8  

rocket photometry, 4 2 6 4 2 8  
Bayesian spectrum analysis, 4 17-422 

high signal-to-noise ratio, 41 8-420 
low signal-to-noise ratio, 41 8, 

42 1 4 2 2  
Bayesian statistical inference. 4 0 3 4 0 7  

posterior distribution, 405 
prior distribution, 404 
subjective probability, 405 

continuous version, 407 
gamma posterior distribution, 410 

Bayes’s theorem, 406 

Bayes, Thomas, 403 
Benzene, vapor pressure, 485 
Bernoulli trials, 16-17, 32 
Bessel function, modified, 369 
Binomial distribution, 17 
Binomial trials, 166 
Bivariate normal model method, 464 
Bivariate time series, 340-346 

spectral estimation, 343-346 
Block kriging, 397 
Bonferroni intervals, 261 
Bonferroni method, 175-176, 178 
Bonferroni tests, 261 
Bootstrap methods, 4 9 1 4 9 8  

applications, 495-498 
implementation, 494-495 
methodology, 492-494 
motivation, 491-492 
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Bootstrap methods (continued) 
nonparametric bootstrap, 493494  
parametric bootstrap, 493-494 

Bootstrap sample, 493 
Box plots, 510-51 1 
Buffon’s needle, 437 
Burg’s algorithm, 326-328 

C 

Calorimeter detectors, simulation, 447 
C-curve, 502 
Central limit theorem, 26-27, 252 
Chebyshev’s inequality, 25 
Chi-squared distribution, 167 
Chi-squared tests, 188-192 

composite hypothesis, 189-1 90 
simple hypothesis, 189 
two-sampled tests, 191 

Classical probability, 6 
Coefficient of determination, 262 
Coherence, weak periodic signals, 367-368 
Coherence time, 368 
Cokriging, 399 
Complex coherency, 341 
Composite hypothesis, 187-1 88 

chi-squared tests, 189-1 90 
Compound events, probability, 12-1 3 
Computer software, see Software 
Computing, see Statistical computing 
Conditional distribution, I5 
Conditional probability, 11-12 
Conditioning plot, 510, 512 
Confidence bands, simultaneous, 

Confidence interval, 178, 2 I3 
quantilequantile plots with, 197-200 

application, 169-170 
approximate, based on normal-theory 

method, 229 
interpreting, 167-168 
likelihood-based, 225, 226 

limited failure population model, 
236-238 

relation to statistical tests, 18 1 
single parameter, 165-167 
simulation-based, 242 
simultaneous, 261 
Weibull. 233-235 

Confidence limits for mean, 264 
Confidence rectangles, 174-178 

Bonferroni method, 175-176 
grain boundary triple point, frequencies, 

174-175 
Confidence regions, 173-1 74, 2 I3 

approximate likelihood-based, 225-226 
elliptical, I78 
normal-theory, 228-229 
Weibull, 233-235 

Cook’s distance. 272-273 
Correlation coefficient, 23 
Cospectrum, 341 
Covariance, 22-25 

matrix, 382-383 
Covariance function, 379-380 
Cramer-von Mises test, 201-202 
Critical correlation estimation, local, 4 6 3 4 6 4  
Critical value, 180 
Cross amplitude spectrum, 341 
Cross covariance sequence, 340-341 
Cross entropy, 4 12 
Cross periodogram, 343 
Cross-semivariogram, 399 
Cross spectral density function, 340 
Cross spectrum, 340 

multitaper estimator, 344-346 
Cross-validation, 500 
Cumulative distribution, definition, 14 
Cumulative distribution function, 2 12. 

completely specified, assessing fit, 
20 1-202 

statistical computing, 491 
Weibull, 231 

Curvature m a y  
intrinsic, 260 
small, 263 

217-218 

D 

Data 
censored 

assessing distributional assumptions, 

interval-censored, 214-2 16 
204-206 

preprocessing. 467 



INDEX 533 

prewhitening, 305, 320, 325-328 
tapering, 300, 320-325 
time series with missing, 305-309 
windowing, 297-302 
windows, frequency transforms, 299 

dc excess, versus periodic strength, 361- 
Decision procedure, 179 
Delta method, 228 
Density approximation, 216 

potential problems, 216-218 
Descriptive statistics, 156-1 58 
Diagnostics, 266-277 

ACE transformation method, 273-274 
ill-conditioning. 274-276 
Larsen and McCleary plots, 269-270 
model inadequacy, 266 
multicollinearity, 274-277 
nonconstant variance, 267-268 
normal probability plot, 268-269 
outliers, 267 
plot residual versus 

each regressor, 269 
fitted value, 266-268 

plots to detect influential observations, 

plotting variables in pairs, 269 

kinetics example, 502-509 

270-273 

Differential equation models, 501-509 

model, data, and method, 502-504 
S function, 504-509 

problem description, 501-502 
Digital filter. 283-284 

design, 292-296 
Direct spectral estimate, data taper, 324 
Direct spectral estimator, 32 I 
Discrete prolate spheroidal sequence tapers, 

323 
zeroth-order, 336-337 

Distributional assumptions, assessment, 
187-209 

chi-squared tests, 188-192 
extensions to censored data, 204-206 
formal test procedures, 201-204 

completely specified cdf, assessing fit, 

normality tests. 203-204 
parametric families, testing for, 202-203 

20 1 -202 

goodness-of-fit problem, 187-1 88 
quantilequantile plots, 192-200 

two-sample comparisons, 207-209 
Distribution function, confidence bands, 

Dominant likelihood situation, 407 
Duration-bandwidth product, 323 

Dynamic graphics, 5 12-5 16 

176-177 

.364 Durbin-Watson test, 268, 276 

E 

Efficiency, simulation, 451-452 
Electromigration 

definition, 156 
failure time 

confidence band, 176-1 77 
linear regression, 163 
natural logs, 155-1 56 

statistical model, 180 
Entropy, Shannon-Jaynes, 41 1-412, 415 
Envelope delay, 341 
Epoch folding, 354-355 

coherent signal, 368 
Equivalent degrees of freedom, 33 1 
Error, 245-246 

definition, 1 
estimation, 452 
instrumental, 30-3 1 
matrix, 23 
maximum possible, 3 
standard, 257 
statistical view, 252-253 
systematic, 28-29 

biased, 316 
robust, 390 

Estimator 

Euler, LeonHard, 3 
Expected values, 18-19 
Experimental design, 184 
Experimental science, probability, 1-4 
Explanatory variable, 220-22 1, 245 

F 

Failure, definition, 156 
Fast Fourier transform filtering method, 

296-297 
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Fejir’s kernel, 3 17-3 I9 
Field significance, 458 

testing for 
field statistics, 465-466 
temperature correlation maps, 4 7 W 7  1 

Field statistics, 457-478 
assessment by Monte Carlo simulation, 

462-466 
critical area estimation, 465 
field significance testing, 465-466 
local critical correlation estimate, 

random time series, 462-463 
simulation of field statistics. 463 

atmosphere temperature fields, 4 6 6 4 7  1 
correlation statistic map calculation, 

cross correlation between ozone and solar 

field significance, 458 
finite data set lengths. temporal interdepen- 

global ozone data fields, 471-475 
higher dimensions, 478 
known spatial degrees of freedom, 459460  
spatial interdependence, 459 
time-lag correlation for TOMS, 457-458 

frequency response, 284-29 1 
prewhitening, 327-328 

463-464 

4 6 0 4 6  I 

flux time series, 475--177 

dence, 459 

Filter 

Filtering, Fourier, 4 17 
Filtering time series, 283-297 

bandpass filter, 295-296 
digital filter, 283-284 

design. 292-296 
direct Fourier analysis-resynthesis. 

fast Fourier transforms, 296-297 
frequency coefficients. 285 
frequency response, 284-29 1 

filter coefficients, 289 
finite difference operators, 290-29 I 
low-pass filter, 287 
1-1-1 moving average filter, 286-289 
periodogram, 285 
spectral power densities. 285, 287-289 

296297 

Gibbs phenomenon, 292 
Lanczos window weights. 293-295 
ringing, 296 

total variance, 284-285 
Finite difference operators, 290-29 1 
Fisher information, 227 

Fisher’s g statistic, 339 
Fortran, code for ODE solver, 506 
Fourier filtering, 4 I7 
Fourier frequency, independent, 366-368 
Fourier representation, 3 13 
F-ratio. 262 
Frequency probability, 7 
Frequency response, filter, 284-29 I 
Frequency spacing, 365 
F-statistic, 262 
Functional model, 278 
Fundamental frequency, 339 

matrix, 241 

G 

Games, nonalgebraic solutions, 443444  
Gamma distribution, generalized. 239 
Gaussian distribution, 18 

Gaussian noise time series, generation, 468 
Gaussian random number generator, 448 
Gaussian white noise process, 339 
Gauss-Newton method, 255-256 
Geostatistical model, 378-38 1 
Gibbs phenomenon, 292 
Gibbs sampler, 427, 4 2 9 4 3 0  
Global ozone data fields, field statistics, 

Global significance, 458 
Grain boundary triple points, 162, 166-167 

Graphical methods, 509-5 10 
Graphics 

central limit theorem, 27 

47 I 4 7 5  

frequencies, confidence rectangle, 174-1 75 

box plots, 5 10-5 I I 

conditioning plot, 5 10, 5 12 
dynamic, 5 12-5 I6 
identification, 5 I3 
linking, 513, 516 
quantile-quantile plot, 510-5 I 1 
rotation, 5 15-5 I6 
static, 5 10. 514 

Group delay, 341 

brush, 5 15-5 16 
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Hanning data taper, 321-322 
Hanning window, 300-301 
Hardware platforms, 482 
Harmonic frequency, 339 
Hat matrix, 255 
Hierarchical Bayes, 429 
High-energy particles, interactions, 

Highest posterior density, 4 13 
High leverage point, 27 1 
Histogram, 157-1 58 
Hooke’s law, 502 
H-test, 360 
H-value, maximum, 37 I 
Hyperparameters, 426 
Hyperprior distribution, 429 
Hypothesis 

444445  

composite, 187-1 88 
simple. 187 

chi-squared tests, I89 

Joint distribution, 14-15, 21 

K 

Kaplan-Meier estimates, 205-206 
K-band, 197-198, 201 
Kolmogorov band, 197-198, 201 
Kolmogorov-Smirnov test, two-sample, 

Kolmogorov test statistic, 201 

Kriging 

207-209 

two sample, 208-209 

application to sulfate deposition, 397-398 
median-polish, 397 
universal, 396-397 
variance, 396-397, 400 

Kullback-Leibler distance, 412 

L 

I 

Ill-conditioning, 274-276 
Independence, concept of, 12 
Instrumental errors, 30-3 I 
Integration, 490-491 
Interval-censored data, 2 14-2 I6 
Interval estimation, 165-178 

Bonferroni method, 178 
comparing independent samples, 170-1 7 1 
confidence interval 

application, 169-170 
interpretation, 167-168 

confidence rectangles, 174-178 
confidence regions, 173-1 74 
prediction intervals, 171-173 
single parameter confidence inten 

165-167 
Intrinsic curvature array, 260 
Inverse problem, 414 
Isocorrelation contours, 380 
Isotropy. 380 

rals, 

Ladder of powers, 268 
Lag window, 330-33 1 

Lanczos window weights, 293-295 
Landau tail, 445 
Larsen and McCIeary plots, 269-270 
Law of large numbers, 7, 25-26 
Leakage 

spectral estimators, 329-333 

periodogram, 3 19-320. 324-325 
smoothing window, 330 
spectral analysis, 300-301 

Least squares, 245-280 
compartmental analysis of humans, 248 
diagnostics, 266-277 
error process statistical view, 252-253 
errors in regressors, 277-280 
extreme points effect, 271-272 
fitting, 254-256 
growth model, 246247  
nonlinear, 259-261 

weighted, 391 
Ohm’s law, 246 
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Least squares (continued) 
ordinary. properties, 25&257 
with and without outlier, 270 
n-pentane, catalytic isomerization, 

robust methods, 259 
S functions, 506-508 
solution freezing point, 248-250 
spray paint particle congealing, 250-252 
statistical inference, 261-265 
statistical modeling, 245-252 
weighted, 257-259 

fitting Weibull, 23G234 

247-248 

Left-censored observations, 2 18-2 19 

Left truncation, 2 19-220 
Libration, definition, 2 
Light curve, 35 1-353 
Likelihood, log. 222 
Likelihood displacement, 273 
Likelihood function, 164, 213-214, 406407  

limited failure population model, 236 
maximum, 222-224, 363 
relative, 223-224 
Weibull. 232-233 

principle, I83 
tests. 178 

Likelihood ratio, 224-225 

based on F-staiisiic, 262 

238 
Limited failure population model, 235- 

likelihood-based confidence, 236-238 
likelihood function, 236 
profile likelihood functions, 236-238 

Linear algebra, 490 
Linear growth model, 74 
Linear models, 184 
Line splitting. spontaneous, 328 
LOWESS, 500 

smoothing parameter. 505 
Low-pass filter, 287 

M 

Magnitude squared coherence, 342-346 
Map statistics, see Field statistics 
Marginal distribution. 15 
Markov model, first-order, 463 

Maximum entropy method, 4 1 5 4 1 6  
Maxi mu m likelihood 

estimators. 164-165 
fitting semivariogram models, 392 

Mayer, Johann Tobias, 2-3 
Mean, 19 
Mean response, 264 
Mean squared error, 160-161 
Mean squared prediction error, 396 
Measured amplitude with random phase 

method, 469470  
Median-polish algorithm, 384-385 
Median-polish kriging. 397 
Method of least squares, point estimation, 

Method of maximum likelihood, 21 1-242 
162-164 

applications, 2 I I 
to exponential distribution, 221-230 

approximate confidence regions, 

approximate I i ke  I i hood-based confi- 
228-230 

dence regions and intervals, 
225-226 

asymptotic distribution of estimators, 

asymptotic normality of estimators, 

data and model, 22 1-222 
Fisher information, 227 
likelihood-based confidence intervals, 

likelihood function. 222-224 
normal-theory method, 228-230 
profile likelihood. 224-225 

226-228 

228-230 

225 

density approximation, 216 

distributions with threshold parameters, 

estimators 

potential problems, 2 16-2 18 

239 

asymptotic behavior, 241 
asymptotic distribution, 226-228 
asymptotic normality. 228-230 

explanatory variables, 220-22 I 
fitting limited failure population model, 

generalized gamma distribution, 239 
interval-censored observations, 2 14-2 I6 
left-censored observations, 2 18-2 19 

235-238 

fitting Weibull, 230-234 
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left truncation, 2 19-220 
modeling variability, with parametric distri- 

nonregular models, 24 1-242 
numerical methods, 240 
point estimation, 164-165 
point processes, 240 
random truncation. 239 
regression, 220-22 1 
regularity conditions. 24 1-242 
right-censored observations, 219 
right truncation, 220 
simulation-based confidence intervals, 242 
software packages, 240 

bution, 2 12 

Method of moments, point estimation, 

Minimum variance, 161 

Moments, 19 
Monte Carlo experiment, 163-164 
Monte Carlo integration technique, 429 
Monte Carlo simulation 

field statistics assessment, 462466  

161- I62 

unbiased estimator, 161 

critical area estimation, 465 
field significance testing. 465466  
local critical correlation estimate, 

random time sefies, 462463  
simulation of fig. statistics, 463 

global ozone data fields, 473475  

tistical significance, 4 6 7 4 7 0  

463464  

Monte Carlo technique. estimating map’s sta- 

Multicollinearity, 274-277 
Multiplicative law, I3 
Multitaper estimator, cross spectrum, 

Multitaper spectral estimators, 335-338 
Multivariate distribution. covariance, 22 
Multivariate nonlinear model, 248 
Multivariate normal distribution, 256-257 

344-346 

N 

Neutron scattering, Bayesian methods, 

Neymann-Pearson hypothesis testing, 
414-417 

182-1 83 

Nonconstant variance, 267-268 
Normal error model, 164 
Normality, tests for, 203 
Normal-theory method, 228 
Nuclear magnetic resonance, Bayesian meth- 

Nuisance parameter, 166 
planning value, 169-170 

Null hypothesis, 179 
Numerical mathematics, 489 

ods, 41 7 4 2 2  

areas important in statistical computing, 
490-49 1 

Numerical methods, 4 8 8 4 8 9  

Nyquist frequency, 309-310, 313, 316, 319 
method of maximum likelihood, 240 

0 

Operating systems, 4 8 2 4 8 3  
Optimization, 490 
Ordinary differential equation model, 501, 

503, 506, 508-509 
Outliers, 184, 259, 267 

Oversampling, weak periodic signals, 

Ozone, correlation with solar flux, 475477  

least squares fit with and without, 270 

366367  

P 

Parameter, 245 

Parameter-effects array, 260 
Parameter-effects curvature, 264 
Parametric families, tests for, 202-203 
Partial differential equation models, 501 
Partial residual plot, 270 
Particle. see also a-particles 

values, statistical inference, 264 

detector, simulation, 4 4 6 4 4 7  
energy loss. simulation, 445 
multiple scattering, simulation, 445 

Parzen lag window, 332-333 
n-Pentane, catalytic isornerization, 247-248 
Periodic signals, weak, 349-37 I 

dc excess vs. periodic strength, 361-364 
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Periodic signals, weak (continued) 
H-test, 360 

power of statistical tests, 360-361 
Protheroe test, 358-359 
Rayleigh test, 355-358 
Z2rn-test, 359-360 

independent Fourier frequencies, 366-368 
light curve, 351-353 
multiple data sets, 367-371 

coherence, 367-368 
use of all the data, 36%371 

oversampling, 366-367 
tests for uniformity of phase, 352.354.361 

white noise, 35 1-352 
epoch folding, 354-355 

Periodic strength, versus dc excess, 361- 

Periodogram, 285, 3 16-320 
bias sources, 3 18-3 19 
cross, 343 
data taper, 324 
leakage, 3 19-320, 324-325 
spectral window, 3 I7 
statistical properties, 3 17 

364 

Phase spectrum, 341 
Physics parameter, estimation, 452 
T ,  value, estimation, 436-437 
Pivots, 166, 178 
Point estimation, 16G165, 213 

desirable properties, 160-161 
method of least squares, 162-164 
method of maximum likelihood, 164-165 
method of moments, 161-162 
statistic, concept of, 160 

Point process, see also Periodic signals. 

Point processes, 240 
Poisson distribution. 17, 167, 351 
Population parameters, I58 
Power spectral density, calculation, time se- 

Power spectral density function, see Spectral 

Power transformations, 268 
Practical significance, versus statistical sig- 

nificance, I8 I - I82 
Prediction intervals, 17 1-1 73 
Predictive distribution, 41 3 
Prewhitening, data, 305: 320. 325-328 

weak 

ries with missing data, 305-309 

density function 

Priors 
choice, consequences of, 407-408 
conjugate, 4 IW 1 1 
improper, 409-4 I0 
maximum entropy, 41 1-413 
noninformative, 408-409 

additivity, mutually exclusive events, 
10-11 

definition, 4-7 
classical, 6 
frequency, 7 
quantum, 5 

distribution, 492 
random variables, 13-1 8 

experimental science, 1-4 
subjective, 405 

Probability distribution functions, weighting 
schemes, 453 

Probability function, 9 
Probability modeling, 1-33 

modeling measurement. 27-33 
random errors, 29-33 
systematic errors, 28-29 

Probability 

Probability of observed data, 21 3-2 14 
Probability plot, 157-158 

Probability theory, 4 - 
normal, 268-269 

elements, 8-27 
central limit .,-orem, 26-27 
compound events, 12-13 
conditional probability and indepen- 

dence, 11-12 
covariance, 22-25 
expected values, 18-19 
law of large numbers, 25-26 
moment and mean and variance. 19-22 
random variables and probability distri- 

butions, 13-1 8 
sample space, 8-1 I 

Profile likelihood, 224-225 
Weibull distribution, 234 

Profile likelihood functions, I78 
limited failure population model, 236-238 

Profile t function, 263 
Projection matrix, 255 
Propagation of error, 228 
Protheroe test, 358-359 
p-value. 181-182 
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Q 

Quadratic approximation, 228 
Quadrature spectrum, 341 
Quantile-quantile plots, 192-200, 510-51 1 

completely specified distribution, assessing 

mechanical device failure times, 192-195 
parametric families. assessing fit, 196-197 
for randomly censored data, 205-206 
with simultaneous confidence bands, 

197-200 
two-sample, 207-208 

Quantum probability, 5 
Quasi-periodic oscillators, 368 

fit, 192-195 

R 

Random errors, 29-33 
instrumental, 30-3 I 
statistical, 3 1-33 

Random number generator, 126 
Random time series, in Monte Carlo simula- 

tion, 462463  
Random truncation, 239 
Random variables, probability distributions, 

Range, 157 
Rayleigh powers, distribution, 369-370 
Rayleigh test, 355-358 

Red noise spectrum, generation, 468-469 
Regression, method of maximum likelihood, 

Regressor 

13-18 

power of, 360 

220-221 

errors, 277-280 
random, 278 
versus residual, 269 
variances, 279 

Rejection region, 1 80, 18 1-1 82 
Relative entropy, 412 
Residual, 247 

Residual plus component plot, 270 
Residual sum of squares, 257 

versus regressor, 269 

Residual sum of squares function, weighted, 

Resolution bandwidth, 323 
Resonance experiments, 349-350 
Response variable, 245 
Restricted maximum likelihood, fitting semi- 

variogram models, 392 
Right-censored observations, 21 9 
Right truncation, 220 
Ringing, 296 
Rocket photometry, bayesian methods, 

426-428 
Roulette, nonalgebraic solutions, 4 4 1 4 4 3  

39 1-392 

S 

Sample mean, 156 
Sample median, 156 
Sample space, 8-1 1 
Sample variance, 161 
Sampling, 20 

correlated, 454 
distribution, 492 

SAS, 484 
Scientific inference, definition, 156 
Second-order structure, estimation, 388-395 
Semivariogram, 380-381 

estimating, 388-389 
model, fitting, 390-392 
nonparametric estimates, 389-390, 

393-395 
Semivariogram model, spherical, 394-395 
Serial autocorrelation. 253, 259 
S function, 504-509 

least squares, 506-508 
Shannon-Jaynes entropy, 4 I I 4  12. 4 15 
Shannon number, 336-337 
Shapir-Wilk test, 203-204 
Signal-to-noise ratio, 74 
Significance test, 179-1 8 1 
Simple linear regression, 162-163 
Simulation, see also Monte Carlo simulation 

K", + n'n- decay, 4 4 7 4 5 0  
motivation for, 435436  
particle detector, 446-447 
roulette, 441443  
sampling any distribution, 437440  
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h?’, + T+T decay (continued) 
within simulations, 454-455 
traveling salesman problem, 44 1 
validity testing, 450-45 1 
variance reduction, 439 
weighting schemes, 453 

of physical systems, 433455  
analysis of experiments, 451-453 
annealing, 440-441 
available codes, 450 
background rejection, 441 
correlated sampling, 454 
examples, simple simulations, 436437  
games, 443444  
high-energy particle interactions, 

history, 434435  
444-445 

Smoothing 
statistical computing, 498-500 
window, leakage, 330 

method of maximum likelihood, 240 
statistical, 483484  

Software 

Solar flux, correlation with ozone, 475477  
Spatial autocorrelation, 253. 259 
Spatial data. statistical analysis, 375400  

application to sulfate decomposition, 

extensions, 398-400 
geostatistical model, 378-381 
median polish, 383-385, 387-389 
second-order structure estimation, 388-395 
sernivariogram, nonparametric estimation, 

spatial labels, 375 
spatial prediction, 396-398 
sulfate deposition data, 376-378 

application, 386-389 
trend surface analysis, 381-383, 386 

393-395 

389-390 

Spatial interdependence, field statistics, 459 
Spatial prediction, 396-398 
Special functions, 491 
Spectral analysis, 297-305, 3 13-346 

aliasing, 309-3 10 
bandwidth, 299-300 
bivariate time series, 340346 
data windowing, 297-302 
Hanning window. 300-301 
leakage, 300-30 1 
removal of background trends, 302-305 

smoothing, 301-302 
spectral power density, 303-304 
spectral window, 32 1 
univariate time series, 3 16-340 

Spectral density function, 3 13-3 15 
Spectral estimator 

lag window, 329-333 
rnultitaper, 335-338 
WOSA, 333-335 

Spectral power density 
filter, 28.5 
spectral analysis, 303-304 

Spectral window, 321 
periodogram, 3 17 

Spectrum analysis, Bayesian, 4 17-422 
S system, 484 

bootstrapping code for median, 494 
code for bootstrapping nonlinear regression 

extending, 487488  
on Unix workstation, 484488  

coefficients, 497 

Standard deviation, 20, 157 
Standard error, 166, 257 
Static graphical methods, 5 10, 5 14 
Stationarity, intrinsic, 379 
Statistic, concept, 160 
Statistical computing, 481-517, see also 

Graphics 
bootstrap methods, 491498  

applications, 495-498 
implementation, 494-495 
methodology, 492494  
motivation, 4 9 1 4 9 2  
nonparametric bootstrap, 493494  
parametric bootstrap, 493-494 

computer-intensive methods, 491-500 
cumulative distribution functions, 49 1 
difference between numerical methods and 

numerical mathematics, 489 
differential equation models, 501-509 

Statistical computing (continued) 
kinetics example, 502-509 
problem description, 501-502 

hardware platforms and operating sys- 

statistical software, 483484  
using S on Unix workstations, 484488  

environments, 482488  

tems, 482-483 

important numerical mathematics areas, 
490-49 1 
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literature, 489490  
methods, 4 8 8 4 9  I 
smoothing, 498-500 
types, 488 

Statistical decision, 179 
Statistical errors, 3 1-33 
Statistical hypothesis, 179 
Statistical inference. 155-1 85 

basic ideas, 2 12-2 I3 
Bayesian, 403407 
descriptive statistics, 156-158 
interval estimation, see Interval estimation 
least squares, 261-265 
likelihood function, 2 13-2 14 
linear models, I84 
parameter values, 264 
point estimation, 160-1 65 
population parameters, I58 
robust estimation, 184 
sequential methods, 184-1 85 
statistical model, 158-1 59, 185 
statistical tests, 179-1 83 

Statistical model, 157-159, see also Method 
of maximum likelihood 

diagnostics, 266-277 
electromigration, 180 
fitting, 240-241 
functional, 278 
multivariate nonlinear, 248 
nonparametric, I85 
nonregular, 24 1-242 
parametric, 185 
statistical inference, 158-159, 185 
structural, 278-279 
theoretical and empirical, 278 
variability, parametric distribution, 212 

basic ideas, 2 I 3-2 14 
least squares, 245-252 
terminology, 245-246 

nificance, 181-182 

Statistical modeling 

Statistical significance, versus practical sig- 

Statistical tests, 179-183 
choosing test statistic and rejection region, 

180-181 
Neymann-Pearson hypothesis testing, 

182-183 
p-value, 18 1-1 82 
relation to confidence interval, I8 I 
significance test, 179-1 8 I 

statistical versus practical significance, 
I8 1-1 82 

Statistical uncertainties, estimation, 452 
Statistical visualization, 51 2 
Steady model, 74 
S-test, 201 
Structural model, 278 
Su I fa te 

decomposition, statistical analysis applica- 

deposition 
tion, 393-395 

data, 376-378 
kriging application, 397-398 
statistical analysis application, 386-389 

Sum of squares for error, minimization, 163 
Systematic errors, 28-29 
Systematic uncertainties, estimation, 

452-453 

T 

Test statistic, 180 
Threshold parameters, 239 
Time series 

cross correlation between ozone and solar 
flux, 475477  

data preprocessing, 467 
random generation methods, 468470  
randomly generated reference point, 465 
univariate, see Univariate time series 

aliasing, 309-3 10 
bivariate, 340-346 
data windowing, 297-302 
filtering, 283-297 
with missing data, power spectra calcula- 

tion, 305-309 
spectral analysis, 297-305 

Time series analysis, 283-3 I0 

Tolerance intervals, 184 
Tracking detectors, simulation, 44-47 
Traveling salesman problem, 44 I 
Trend surface analysis, 381-383, 386 

U 

Unbiasedness, 161 
Univariate time series, 3 16-340 
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Univariate time series (continued) 
data tapering, 320-325 
direct spectral estimator, 321 
discrete prolate spheroidal sequence tapers, 

duration-bandwidth product, 323 
periodic nonsinusoidal signal, 339 
periodogram, 3 16-320 
spectral peaks, evaluating significance, 

variance reduction, 329-338 

323 

338-340 

lag window spectral estimators, 329-333 
multitaper spectral estimators, 335-338 
WOSA spectral estimators, 333-335 

Unix, workstation, using S, 484-488 

V 

Validity testing, simulation, 4 5 W 5  1 
Variance, 19 
Variancexovariance matrix, 256-257 
Variance function, asymptotic, 228 

Weibull, 230-234 
confidence intervals, 233-235 
confidence regions, 233-235 
cumulative distribution function, 23 1 
galaxy variability, 230 
likelihood function, 232-233 
limited failure population model, 235-238 

Weibull distribution, three-parameter, 239 
Weibull probability, 230-23 1 
Weibull probability plot, right-censored fail- 

Weighting schemes, simulation, 453 
Welch's overlapped segment averaging spec- 

White noise, weak periodic signals, 351-352 
Working hypothesis, 179 
Workstation, Unix, using S, 484-488 
WOSA spectral estimators, 333-335 

ure data, 235 

tral estimators, 333-335 

Y 

Young's modulus, 502 

W 

Wald's method, 228 
Weak law of large numbers, 26 Z',,,-test, 359-360 
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